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Introduction 

Automated Market Makers (AMM) are decentralised exchanges that allow users to exchange assets 

according to pricing schemes that are derived from publicly stated sources, such as mathematical 

formulae and the exchange’s internal token liquidity pools. The exchanges occur between trader and 

AMM, no 3rd party is involved or required, removing the need to find someone willing to partake in 

your swap. 

AMMs depend on multiple factors: 

• Liquidities in individual tokens and across the exchange as a whole 

• Pricings between pairs of tokens 

• Fees charged by the exchange to reimburse Liquidity Providers (LP) and any other relevant 

parties 

Each exchange handles the calculation and management of these factors differently, resulting in 

different pros and cons, as well as financial opportunities.  

• Liquidity invariants and price slippage 

• Price oracles 

• Impermanent loss 

• Liquidity availability 

Throughout we will be considering AMMs that handle 𝑁 different tokens, 𝑇1, … , 𝑇𝑁 , with individual 

token holdings 𝑥1, … , 𝑥𝑁 and prices1 𝑝1, … , 𝑝𝑁. 

In this article we will explore the underlying mathematical models of several major AMMs, as outlined 

in their white papers. 

• UniSwap V2 (Adams Z. R., 2020) & V3 (Adams Z. S., 2021) 

• Curve StableSwap V1 (Curve, 2022) & V2 (Egorov, 2021) 

• Bancor (E. Hertzog, 2017) 

• Balance (Martinelli, 2019) 

Together these AMMs have TVL in excess of $20 Billion2, not including other platforms using the same 

underlying processes. We will also explore Platypus, a (relatively) younger AMM with a markedly 

different approach compared to the above AMMs. 

This article assumes the reader is comfortable with introductory calculus such as limits, partial 

derivatives etc. The heaviest material is contained within the Appendix, but extensive algebraic 

manipulations are throughout the article. 

This article is partnered with a second article (Haruko, 2022) that focuses on Platypus platform. The 

reason for this article is a critical issue with Platypus that leaves the platform open to arbitrage 

 
1 As defined relative to some reserve asset 
2 As of Monday, May 2nd, 2022 

http://www.haruko.io/


Invariants and Pricing 

The primary defining feature of several AMMs are their Invariants ℐ – relationships that link overall 

liquidity, individual token liquidity/availability and prices in a way that allows the AMM to 

automatically adapt to new circumstances such as trades, deposits and withdrawals. These are known 

as Constant Function Market Makers (CFMM) and are distinguished by their choice of invariant 

functions and fee schemes. 

Constant Sum 

The simplest invariant is perhaps the most intuitive, Constant Sum, 

ℐ(𝑥1, 𝑥2, … , 𝑥𝑁|𝑝1, 𝑝2, … , 𝑝𝑁) = ∑ 𝑝𝑖

𝑁

𝑖=1

𝑥𝑖  = 𝑉  

If we view 𝑝𝑗  as the price of 𝑇𝑗 in terms of a currency, such as USD, it is clear the invariant’s value, 𝑉, 

is the total value of the AMM’s deposits in USD. This is fixed during swaps, only changing when an LP 

deposits or withdraws liquidity. 

Conversely, if we didn’t know how to interpret 𝑝𝑗  we can deduce its interpretation by exploring the 

impact of a trade on the token counts.  

A trader has dx𝑗 tokens of 𝑇𝑗 and wishes to purchase dx𝑘 tokens of 𝑇𝑘 from a Constant Sum AMM 

(CSMM). This will increase the CSMM’s holdings of 𝑇𝑗 and deplete the 𝑇𝑘 holdings by 𝑑𝑥𝑘. 

ℐ(… , 𝑥𝑗 + 𝑑𝑥𝑗, … , 𝑥𝑘 + 𝑑𝑥𝑘 , … |𝒑)  = 𝑝𝑗  ( 𝑥𝑗  +  𝑑𝑥𝑗  )  +  𝑝𝑘  ( 𝑥𝑘  −  𝑑𝑥𝑘  )  +   ∑ 𝑝𝑖

𝑁

𝑖≠ 𝑗,𝑘 

𝑥𝑖  

Since ℐ is invariant this expression is equal to the dx𝑗 = dx𝑘 = 0 case: 

𝑝𝑗  ( 𝑥𝑗  +  𝑑𝑥𝑗 )  +  𝑝𝑘  ( 𝑥𝑘  −  𝑑𝑥𝑘  )  +   ∑ 𝑝𝑖

𝑁

𝑖≠ 𝑗,𝑘 

𝑥𝑖  = 𝑝𝑗 𝑥𝑗  +  𝑝𝑘𝑥𝑘 + ∑ 𝑝𝑖

𝑁

𝑖≠ 𝑗,𝑘 

𝑥𝑖 

Simplifying down gives us the CSMM’s relative pricing for the two tokens: 

𝑝𝑗𝑑𝑥𝑗  −  𝑝𝑘𝑑𝑥𝑘 = 0 ⇒  𝑑𝑥k =
𝑝𝑗

𝑝𝑘
𝑑𝑥𝑗  

Therefore, the CSMM exchanges 𝑇𝑗 into 𝑇𝑘 in a ratio of 1 𝑇𝑗 token to 
𝑝𝑗

𝑝𝑘
 𝑇𝑘 tokens. The effective price 

of 𝑇𝑗 with respect to 𝑇𝑘, 
𝑑𝑥𝑘

𝑑𝑥𝑗
, is therefore the relative price ratio 

𝑝𝑗

𝑝𝑘
 . 

𝑃𝑘→𝑗 =
𝑑𝑥𝑘

𝑑𝑥𝑗
=

𝑝𝑗

𝑝𝑘
 

This can be made mathematically rigorous – the instantaneous price is the derivative 
𝑑𝑥𝑘

𝑑𝑥𝑗
. Though it is 

simple for the Constant Sum case the same procedure will form the basis of automated price discovery 

in many other CFMMs. 



It is important to note that the price is independent of the CSMM’s holdings – all 𝑥𝑖 dependency 

vanishes from the expression  
𝑑𝑥𝑘

𝑑𝑥𝑗
 – and so any two swaps will experience the same pricing scheme. 

Therefore, the CSMM has zero price slippage. 

While convenient for traders who want reliable behaviour from an AMM, the zero slippage produces 

several challenges for the AMM itself, the most prominent of which is liquidity exhaustion - what keeps 

the AMM from running out of 𝑇𝑘 , 𝑥𝑘 < 𝑑𝑥𝑘? 

The simplest solution is to reject any swap that will hit or exceed an AMM’s reserve limit. While this is 

easy to implement, is simple for any user of the AMM to understand and maintains the zero-slippage 

property, it raises problems of its own.  

For example, when its reserves of 𝑇𝑘 are very low the AMM will keep rejecting swaps that flow 𝑇𝑘 out 

of its reserves until someone swaps 𝑇𝑘 into its reserves or provides liquidity in 𝑇𝑘. Such behaviour is 

unacceptable in a marketplace that requires reliable execution and as a result CSMMs are largely 

academic in nature, used for “proof of concept” projects. 

An alternative solution to the liquidity exhaustion follows the principle of supply and demand – if there 

is an excessive of demand for a token 𝑇𝑘 the AMM should charge more per 𝑇𝑘 token handed out or, 

more relevantly, be willing to “buy” 𝑇𝑘 tokens back for larger amounts than when the liquidity pool is 

more balanced. However, breaking the fixed pricing of the AMM amounts to dropping the zero-

slippage property. 

UniSwap - Constant Product 

A simple example of a non-zero slippage invariant is the Constant Product, as implemented in the 

AMM UniSwap (Adams Z. R., 2020) (Adams Z. S., 2021), 

ℐ(𝑥1, 𝑥2, … , 𝑥𝑁) = ∏ 𝑥𝑖

𝑁

𝑖=1

= 𝜅 

The invariant is fixed by the total liquidity of the AMM, κ, which can only change when liquidity is 

deposited or withdrawn. As illustrated in Figure 1, the non-linear relationship between the tokens 

produces price slippage but has the benefit that the AMM will be able to evolve its prices towards 

appropriate market values. 

A trader has dx𝑗 tokens of 𝑇𝑗 and wishes to purchase d𝑥𝑘 tokens of 𝑇𝑘 from a Constant Product AMM 

(CPMM). This will increase the CPMM’s holdings of 𝑇𝑗 and deplete the 𝑇𝑘 holdings by d𝑥𝑘.  

ℐ(… , 𝑥𝑗 + 𝑑𝑥𝑗, … , 𝑥𝑘 + 𝑑𝑥𝑘 , … )

ℐ(… , 𝑥𝑗, … , 𝑥𝑘 , … )
=

(𝑥𝑗 + 𝑑𝑥𝑗)(𝑥𝑘 + 𝑑𝑥𝑘)

𝑥𝑗𝑥𝑘
=

κ

κ
= 1 

Rearranging for the purchased token quantity dx𝑘 produces an effective price with respect to the 

provided token 𝑇𝑗: 

𝑑𝑥𝑘 = −𝑥𝑘 +
𝑥𝑗𝑥𝑘

(𝑥𝑗 + 𝑑𝑥𝑗)
= 𝑥𝑘 (−1 +

𝑥𝑗

(𝑥𝑗 + 𝑑𝑥𝑗)
 ) =

−𝑥𝑘𝑑𝑥𝑗

(𝑥𝑗 + 𝑑𝑥𝑗)
< 0 

For small movements relative to the AMM’s token reserves, d𝑥𝑗 ≪ 𝑥𝑗, this simplifies a little to the 

instantaneous price: 



𝑑𝑥𝑘 = 𝑥𝑘 (−1 + (1 +
𝑑𝑥𝑗

𝑥𝑗
)

−1

) = 𝑥𝑘 (−1 + 1 −
𝑑𝑥𝑗

𝑥𝑗
+ ⋯ ) = −

𝑥𝑘

𝑥𝑗
d𝑥𝑗 + 𝑂(𝑑𝑥𝑗

2) 

The price ratio of the CSMM has been replaced by an abundance ratio of the CPMM. The immediate 

implication of this is that each token contributes the same value to the overall liquidity of the CPMM: 

𝑉(𝑥|𝑇𝑦) = 𝑉𝑥|𝑦 = 𝑃𝑥→𝑦𝑥 =
𝑦

𝑥
𝑥 = 𝑦 

Therefore, each token contributes a proportion 
1

𝑁
 of the total value of the pool, according to its 

internal pricing model.  

In both cases, CSMM and CPMM, the instantaneous price of the AMM can be computed from the 

invariant by modelling an infinitesimal swap δ𝑥𝑗Tj  → δ𝑥𝑘Tk and looking at the swap’s ratio −
δ𝑥𝑘

δ𝑥𝑗
. 

0  =  δℐ(… , 𝑥𝑗, … , 𝑥𝑘 , … )  =  δ ∏ 𝑥𝑖

𝑁

𝑖=1

  =   ( ∏ 𝑥𝑖

𝑖≠ 𝑗,𝑘

) (𝑥𝑗  δ𝑥𝑘 + δ𝑥𝑗  𝑥𝑘)  ⇒  −
δ𝑥𝑘

δ𝑥𝑗
  =

𝑥𝑘

𝑥𝑗
 

Now the AMM’s prices are reserve dependent – as swaps deplete the CPMM’s Tk reserves the CPMM 

will sell Tk for higher and higher prices, even for tokens that have not been part of prior swaps. The 

invariant curves ensures that the CPMM will never run out of Tk as it would charge an infinite number 

of other tokens to produce 𝑥𝑘   =  0.  

Example: A UniSwap exchange pool between ABC and XYZ is initialised with 100 tokens of each, giving 

a liquidity constant of κ = 104. 

Figure 1 : UniSwap Invariant Curve for 𝜅 = 𝑥𝑦 = 104 (Black) compared to 
Constant Sum, 𝑥 + 𝑦 = 200 (Blue) for token liquidity (100,100) 

 



A trader wishes to turn 100 tokens of ABC into XYZ. The instantaneous price for this swap will be 1ABC 

per XYZ, given the balanced liquidity, 𝑃𝐴𝐵𝐶→𝑋𝑌𝑍 =
𝐴𝐵𝐶

𝑋𝑌𝑍
= 1. In reality, the exchange will provide 

κ

𝐴𝐵𝐶′ =

104

200
= 50 XYZ tokens, giving an effective price of 2ABC per XYZ and resulting a liquidity of (200,50). At 

this liquidity position the instantaneous swap price will be 𝑃𝐴𝐵𝐶→𝑋𝑌𝑍 =
𝐴𝐵𝐶

𝑋𝑌𝑍
= 4 so 4 ABC per XYZ. The 

difference in instantaneous prices and the effective price is shown in Figure 2. 

As a brief aside, it is important to note the symmetry3 of UniSwap under rescaling of some or all the 

token quantities: 

κ𝑥 = ∏ 𝑥𝑖

𝑁

𝑖=1

= ∏(λ𝑖𝑦𝑖)

𝑁

𝑖=1

= (∏ λ𝑖

𝑁

𝑖=1

) (∏ y𝑖

𝑁

𝑖=1

) = 𝛬𝑥→𝑦𝜅𝑦  

As a result, the UniSwap method does not have a natural preference for a particular token 

configuration or range, such as 
𝑥𝑖

𝑥𝑗
≈ 1. This could be viewed as a positive feature, allowing UniSwap 

to be used between any two tokens, regardless of relative value, but it could also be viewed as a 

negative feature if we wanted the pool to “encourage” a particular exchange rate, thus providing 

market stability. 

Balancer 

Balancer (Martinelli, 2019) generalised the UniSwap Constant Product by introducing weights to each 

token’s contribution to the product invariant to create a Constant Weighted Product AMM (CWPMM): 

 
3 The UniSwap invariant is a homogeneous function of order 𝑁 

Figure 2 : UniSwap Invariant Curve for liquidity (100,100) (Black) with  
instantaneous price lines (dotted) at liquidities (100,100)  (Green) and (200,50) (Blue)  

and effective price line (Purple) for a swap of 100 𝑇𝑥 tokens – dynamically determined to be 50 𝑇𝑦 tokens 

https://en.wikipedia.org/wiki/Homogeneous_function


ℐ(𝑥1, … , 𝑥𝑁 , 𝑤1, … , 𝑤𝑁) = ∏ 𝑥𝑘
𝑤𝑘

𝑘 ∈ Tokens

≡ 𝑥𝑤 = 𝑉 

The resultant pricing and slippage models are all more general versions of UniSwap. Isolating one 

token’s role within the AMM: 

UniSwap 𝑥𝑖 =
𝜅

∏ 𝑥𝑘𝑘 ≠ 𝑖
              Balancer 𝑥𝑖

𝑤𝑖 =
𝑉

∏ 𝑥𝑘
𝑤𝑘

𝑘 ≠ 𝑖

 

The spot price is generated by the same invariant constrained “infinitesimal swap” approach: 

𝑃𝑖 → 𝑗 = −
𝜕𝑥𝑖

𝜕𝑥𝑗
=

𝑥𝑗

𝑥𝑖

𝑤𝑖

𝑤𝑗
 

Settings 𝑤𝑖 =
1

𝑁
 gives the same invariant as UniSwap and the same pricing scheme. The benefit of the 

generalisation is that the Balancer invariant can capture the situation where different tokens 

contribute different proportional values to the liquidity pool. Pricing the 𝑇𝑖 liquidity in terms of 𝑇𝑗 gives 

its contribution to the pool’s value: 

𝑉𝑗|𝑖  =  𝑥𝑖𝑃𝑖 → 𝑗 = 𝑥𝑖

𝑥𝑗

𝑥𝑖

𝑤𝑖

𝑤𝑗
= 𝑥𝑗

𝑤𝑖

𝑤𝑗
 

Setting 𝑤𝑗 =
1

𝑁
 it follows that the value of the 𝑇𝑖 liquidity in terms of 𝑇𝑗 is 𝑉𝑗|𝑖 = 𝑥𝑗, the total holdings 

of 𝑇𝑗, a result that generalises the UniSwap case noted previously. Therefore, all the tokens contribute 

an equal value in the UniSwap pool. 

Expressing the entire liquidity pool’s value with respect to the 𝑇𝑗 token gives a nice result, 

V(𝑗) = ∑ V𝑗|𝑖

𝑖

= ∑ (𝑥𝑗

𝑤𝑖

𝑤𝑗
)

𝑖

=
𝑥𝑗

𝑤𝑗
∑ 𝑤𝑖

𝑖

=
𝑥𝑖

𝑤𝑗
 

In the UniSwap case of 𝑤𝑗 =
1

𝑁
 it follows that the total value of the liquidity pool is 𝑁𝑥𝑖, a natural result 

if each token contributes equal value to the liquidity pool’s value. 

Working through the same invariant-based calculations as for UniSwap gives the exchange’s swap 

prices between 𝑇𝑖 and 𝑇𝑗 tokens: 𝑑𝑥𝑖 of 𝑇𝑖 tokens are converted into 𝑑𝑥𝑗 of 𝑇𝑗 tokens: 

𝑑𝑥𝑗 = 𝑥𝑗 (1 − (
𝑥𝑖

𝑥𝑖 + 𝑑𝑥𝑖
)

𝑤𝑖
𝑤𝑗

). 

Conversely if a trader wants to receive 𝑑𝑥𝑗 of 𝑇𝑗 tokens they must give the exchange 𝑑𝑥𝑖 of 𝑇𝑖 tokens: 

𝑑𝑥𝑖 = 𝑥𝑖 ((
𝑥𝑗

𝑥𝑗 − 𝑑𝑥𝑗
)

𝑤𝑗

𝑤𝑖

− 1). 

Using the UniSwap constraint 
𝑤𝑖

𝑤𝑗
= 1 reproduces the results previously seen4: 

 
4 Accounting for signs - the exchange’s loss is the trader’s gain 



𝑑𝑥𝑗 = 𝑥𝑗 (1 −
𝑥𝑖

𝑥𝑖 + 𝑑𝑥𝑖
) =

𝑥𝑗𝑑𝑥𝑖

𝑥𝑖 + 𝑑𝑥𝑖
 ,  𝑑𝑥𝑖 = 𝑥𝑖 (

𝑥𝑗

𝑥𝑗 − 𝑑𝑥𝑗
− 1) =

𝑥𝑖𝑑𝑥𝑗

𝑥𝑗 − 𝑑𝑥𝑗
. 

StableSwap - Leveraged Stable Coins 

CSMM provide no price slippage but have no protection against exhausted liquidity while CPMM has 

protection against exhausted liquidity but can suffer from excessively large price slippage in instances 

where the overall liquidity is low and does not have a “preferred state”. 

StableSwap (Egorov, StableSwap - efficient mechanism for Stablecoin, 2019) uses an invariant that 

goes beyond Constant Sum and Constant Product in two ways: 

I. Combination of Constant Sum and Constant Product invariants 

II. Combination depends on liquidity 

Property (I) gives a pricing scheme that allows for slippage but avoids depleting any of its token 

reserves while Property (II) controls the level of slippage as a function of “token imbalance”. Together 

they result in swaps that have controllable leverage and can encourage a particular market 

configuration, an equilibrium state.  

As the name implies, StableSwap was originally intended to be used for swaps between stablecoins of 

(hopefully) equal value, such as USDT and USDC.  

With that in mind, we consider the special case of equal reserves, 𝑥𝑖 = 𝑥∗: 

• Constant sum  ∑ 𝑥𝑗𝑗 = ∑ 𝑥∗
𝑗 = 𝑁𝑥∗ ≡ 𝐷 

• Constant product  ∏ 𝑥𝑖𝑖 =   ∏ 𝑥∗
𝑖 = (𝑥∗)𝑁 

Figure 3 : Balancer Invariant Curves (solid) and spot price tangents (dotted) for different 

weight profiles: 𝑥1.6𝑦0.4 = ቀ
𝐷

2
ቁ

2
(Blue), 𝑥1𝑦1 = ቀ

𝐷

2
ቁ

2
 (Green), 𝑥0.2𝑦1.8 = ቀ

𝐷

2
ቁ

2
 (Red). 



Therefore, the equilibrium state is 𝑥∗ =
𝐷

𝑁
. We can then define two invariants that vanish at the 

equilibrium point: 

• Constant sum   ℐ𝑆 = ∑ 𝑥𝑗𝑗 − 𝐷 

• Constant product  ℐ𝑃 = ∏ 𝑥𝑖𝑖 − ቀ
𝐷

𝑁
ቁ

𝑁
 

StableSwap defines its invariant from a linear combination of these simpler invariants: 

ℐχ,𝒟(𝑥1, … , 𝑥𝑁) = χ𝐷𝑁−1 ℐ𝒮(𝑥, 𝐷) + ℐ𝒫(𝑥, 𝐷) = χ𝐷𝑁−1 [∑ 𝑥𝑗

𝑗

− 𝐷] + [∏ 𝑥𝑖

𝑖

− (
𝐷

𝑁
)

𝑁

] = 0 

The choice of coefficient is motivated by the different powers of 𝑥 and 𝐷 in each invariant - linear in 

Constant Sum, order 𝑁 in Constant Product. 𝐷 and 𝑥 have units of “value” and so the explicit factor of 

𝐷𝑁−1 results in the scalar coefficient, χ, being dimensionless and acts as leverage. 

• lim𝜒→0(ℐχ,𝒟) acts like Constant Product, having price slippage across the entire liquidity range 

• lim𝜒→∞(ℐ𝜒,𝒟) acts like Constant Sum as it has no price slippage, akin to infinite leverage 

StableSwap amplifies this impact on slippage by making the leverage dynamic: 

χ = 𝐴 (
𝐷

𝑁
)

−𝑁

 ∏ 𝑥𝑖

𝑖

= 𝐴  ∏ (
𝑁𝑥𝑖

𝐷
)

𝑖

≡ 𝐴 Φ(𝑥1, … , 𝑥𝑁, 𝐷) 

Coefficient 𝐴 is now a static measure of leverage which is attenuated by Φ. Inserting into the invariant 

and noting A is now the free coefficient: 

ℐ𝒜,𝒟(𝑥1, … , 𝑥𝑁) = 𝐴 (
𝑁

𝐷
)

𝑁

(∏ 𝑥𝑖

𝑖

) 𝐷𝑁−1 [∑ 𝑥𝑗

𝑗

− 𝐷] + [∏ 𝑥𝑖

𝑖

− (
𝐷

𝑁
)

𝑁

] 

An equivalent and more convenient form is 

ℐ𝒜,𝒟(𝑥1, … , 𝑥𝑁) = 𝐴𝑁𝑁 [∑ 𝑥𝑗

𝑗

− 𝐷] + 𝐷 [1 − (∏
1

𝑥𝑖
𝑖

) (
𝐷

𝑁
)

𝑁

] 

The values of the parameters A, D are determined differently: 

• A : Market simulation using data for other exchanges or the developers “by fiat”. 

• 𝐷 : Given 𝐴 and initial liquidity position 𝑥(0) = ቀ𝑥1
(0)

, … , 𝑥𝑁
(0)

ቁ tune 𝐷 to set ℐ𝒜,𝒟(𝑥(0)) = 0 

Unlike UniSwap, this invariant’s construction highlights a “preferred configuration” – the equilibrium 

state 𝑥𝑗 =
𝐷

𝑁
≡ 𝑥∗. 

• ℐ𝑆 = 0 and ℐ𝑃 = 0 separately at 𝑥𝑗 = 𝑥∗ 

• Φ(𝑥∗, … , 𝑥∗, 𝐷) = 1 - leverage attenuation vanishes 

Calculating Φ for the 2-token case shows it reduces leverage away from the equilibrium state, Φ ≤ 1, 

spreading the price slippage out over a region. However, when 𝐴 is increased Φ(𝑥, 𝑦, 𝐷) is rapidly 

restricted to the infinite leverage (or Constant Sum) liquidity range 𝑥 ∈ [0, 𝐷] and takes the form of a 

quadratic induced by the constant sum 𝑥 + 𝑦 = 𝐷 



𝑙𝑖𝑚
𝐴→∞

Φ(𝑥, 𝑦, 𝐷) = Φ(𝑥, 𝐷 − 𝑥, 𝐷) Ind(𝑥 ∈ [0, 𝐷]) =
4𝑥(𝑥 − 𝐷)

𝐷2
Ind(𝑥 ∈ [0, 𝐷]) 

The Green curves in Figure 5 illustrate this – as 𝐴 is increased from 1 to 100 the attenuation 

approaches the quadratic. 

 

This attenuation variation has the effect of increasingly concentrating all leverage into the Constant 

Sum liquidity domain 𝑥 ∈ [0, 𝐷]. This results in a “wall” of price slippage appearing as one token’s 

liquidity is exhausted and Φ → 0. The behaviour of the pool will then rapidly transition from a phase 

of (near) infinite leverage without noteworthy price slippage to a phase of near-zero leverage where 

the almost zero liquidity in the StableSwap invariant results in almost infinite price slippage. The Black 

and Red curves in Figure 5 illustrates this, showing a spike of price slippage occurring as the transition 

in pricing occurs over smaller ranges of liquidity.  

While a large value of 𝐴 benefits the pool by stabilising prices, making 𝐴 too high prevents the pool 

reacting to market prices in a smooth manner – a token may drain down and then without warning 

the pool rejects all further drawing down of said token, making it functionally equivalent to a Constant 

Sum pool that has run out of liquidity.  

This highlights the importance of calibrating the static leverage – too low and slippage renders the 

pool impractical, too high and the pool cannot adapt to the market in a smooth way. 

The actual process of calculating swap prices in StableSwap uses a similar, though more involved, 

method to UniSwap: 

• Given static leverage 𝐴 and liquidities 𝑥1, … , 𝑥𝑁 calculate the 𝐷 to solve ℐ𝐴,𝐷(𝑥1, … , 𝑥𝑁) = 0 

• Given an influx of token, 𝑥𝑖 → 𝑥𝑖 + 𝑑𝑥𝑖 = 𝑥𝑖
′ find 𝑥𝑗

′ solving ℐ𝐴,𝐷(… , 𝑥𝑖
′, … , 𝑥𝑗

′, ) = 0 

Figure 4 : StableSwap Invariant Curves for  
(𝐴, 𝐷) = (1,1000) (Green) and (𝐴, 𝐷) = (10,1000) (Red)  
compared to Constant Sum invariant 𝑥 + 𝑦 = 1000 (Blue) 



• The effective swap price is then 𝑝𝑖→𝑗 =
𝑥𝑗 − 𝑥𝑗

′

𝑑𝑥𝑖
 

The nature of the StableSwap invariant makes numerical methods necessary to solve these 

constraints. Though easy to implement, these additional computation leads to extra gas fees. 

The existence of a “preferred configuration” has a knock-on effect on the viability of StableSwap - due 

to the fact StableSwap generates its prices from its liquidity pools it prefers its prices to be near to 1, 

any configuration away from equilibrium will have price slippage encouragement to return to 

equilibrium. 

This makes StableSwap a natural choice for exchanging stable coins pegged to the same underlying 

asset, as their relative prices should be close to 1 and a StableSwap AMM will encourage their relative 

prices to stay near 1. However, for tokens with non-equal values StableSwap is a poor choice to use. 

CryptoPool – Leveraged Unpegged Tokens 

Version 2 of StableSwap, CryptoPool (Egorov, 2021), remedies this shortcoming by creating an internal 

“price scale” oracle 𝑝𝑗  for each token 𝑇𝑗 relative to some other asset, such as Dollars, with the token-

token relative price scales being the ratio of individual price scales. 

The prices are then used to define a “normalised liquidity” for each token, 𝜉𝑗 ≡
𝑥𝑗

𝑝𝑗
, which is used 

instead of 𝑥𝑗 throughout all invariant calculations. It therefore follows the CryptoPool price scales 𝑝𝑗  

are equivalent to the 𝑝0→𝑗 of previous notation, so that ξ𝑗 =
𝑥𝑗

𝑝0→𝑗
= 𝑝𝑗→0𝑥𝑗 is the instantaneous total 

capitalisation of the pool’s 𝑇𝑗 liquidity. 

Recalling the StableSwap invariant and substituting this normalised liquidity: 

Figure 5 : StableSwap Invariant Curve (Blue), attenuation (scaled) 𝛷(𝑥, 𝐷) (Green),  

pricing (scaled) 𝑝𝑥→𝑦 (Black) and price slippage (scaled) 
𝑑

𝑑𝑥
𝑝𝑥→𝑦 (Red)  

for  (𝐴, 𝐷) = (1,100) (Left) and (𝐴, 𝐷) = (250,100) (Right) 



ℐ𝜒,𝒟(𝜉1, … , 𝜉𝑁) = 𝜒𝐷𝑁−1 [∑ 𝜉𝑗

𝑗

− 𝐷] + [∏ 𝜉𝑖

𝑖

− (
𝐷

𝑁
)

𝑁

] 

This invariant now focuses leverage around the 𝜉𝑗 = 𝜉𝑖 = 1 equilibrium point, rather than the 

“balanced point” of 𝑥𝑖 = 𝑥𝑗 = 1 of StableSwap, equivalent to focusing leverage around the “equal 

value” configuration, rather than “equal liquidity” of StableSwap, which is only appropriate for stable 

coins. 

CryptoPool further focuses leverage beyond that of StableSwap by introducing additional attenuation 

Ψ to the leverage:  

χ𝑉2
= 𝐴 (

𝑁

𝐷
)

𝑁

(∏ 𝜉𝑖

𝑖

) Ψ(𝜉, 𝐷) = χ𝑉1
. Ψ(𝜉, 𝐷) ≡ A𝐾0(𝜉, D)Ψ(𝜉, 𝐷) 

If Ψ(𝜉, 𝐷) = 1 we have the StableSwap invariant, but Ψ(𝜉, 𝐷) is given the following form: 

Ψ(ξ, 𝐷) =
γ2

(γ + 1 − 𝐾0(𝜉, D|A))
2 ≡  Ψγ(ξ, 𝐷) where γ ∈ [10−8, 10−2] 

⇒  ℐA,𝒟,γ(ξ1, … , ξ𝑁) = A𝐾0(𝜉, D) Ψγ(ξ, 𝐷) 𝐷𝑁−1 [∑ ξ𝑗

𝑗

− 𝐷] + [∏ ξ𝑖

𝑖

− (
𝐷

𝑁
)

𝑁

] 

If 𝜉𝑗 = 1 we have 𝐾0(𝜉, D) = 1, which gives Ψ = 1 and therefore 𝜒𝑉2 = 𝜒𝑉1 at equilibrium, so in the 

immediate vicinity of equilibrium StableSwap and CryptoPool behave very similarly.  

The difference between the two invariants arises away from equilibrium and is controlled by γ. The 

CryptoPool invariant can be seen to be a generalisation of StableSwap in the γ → ∞ limit: 

 Ψγ(ξ, 𝐷) = (1 +
1 − 𝐾0(ξ, 𝐷)

γ
)

−2

 ⇒  𝑙𝑖𝑚
γ→∞

Ψγ(ξ, 𝐷) = 1 

The opposite limit, γ → 0, reduces CryptoPool to UniSwap: 

𝑙𝑖𝑚
γ→0

Ψγ(ξ, 𝐷) = 0  ⇒  ℐA,𝒟,0(ξ1, … , ξ𝑁)  = ∏ ξ𝑖

𝑖

− (
𝐷

𝑁
)

𝑁

 

This limit leads to a reduced impact of the static leverage 𝐴, as would be expected in a UniSwap-based 

system.5 

StableSwap created an interpolation, parametrised by 𝐴, between the Constant Sum and Constant 

Product (UniSwap) models. This has now been generalised in CryptoPool using a new parameter, γ, 

that interpolates between the UniSwap and original StableSwap models.  

Summarising these limits of ℐ𝐴,𝒟,𝛾(𝜉): 

• 𝐴 = 0 Constant Product / UniSwap 

• 𝛾 =  0 Constant Product / UniSwap 

• 𝐴 → ∞ Constant Sum 

 
5 Due to the UniSwap invariant being a homogeneous function of order 𝑁 



• γ → ∞ StableSwap 

Figure 6 illustrates these behaviours, with 𝐴 having a lower impact on the pool for smaller γ, as the 

curve moves towards the UniSwap invariant. 

Due to its non-linear structure swaps based on the CryptoPool invariant will experience price slippage 

as liquidity, both absolute and relative, changes. CryptoPool uses this information to update its 

internal pricing oracle so that the equilibrium is updated to better reflect the new pricing scheme.  

This is done via an exponential moving average, with half-life T, between the previous oracle price, 

𝑝𝑗(𝑡1), and the most recently liquidity-generated “reported price”, 𝑞𝑗(𝑡2), for all tokens 𝑇𝑗: 

𝑝𝑗(𝑡3) = (1 − α(t3 − t2))𝑞𝑗(𝑡2) + α(t3 − t2)𝑝𝑗(𝑡1)  α(𝑡) = 2−𝑡/𝑇 = exp (−
𝑡

𝑇
log 2) 

This update moves the price oracle in the direction of the “reported prices” induced by the liquidity 

change but it is done in such a way as to reduce the opportunity for arbitragers to manipulate the 

equilibrium and swap prices. 

 

CryptoPool keeps an active track of the accumulated profit. The profit of a swap action is taken to be 

the change in the constant product (CP) of the price scales: 

𝑋𝐶𝑃(𝐷, 𝒑) = (∏
𝐷

𝑁𝑝𝑗
𝑗

)

1
𝑁

=
𝐷

𝑁
(∏

1

𝑝𝑗
𝑗

)

1
𝑁

 

The liquidity dependency arises through the 𝐷 value. When price scales 𝑝𝑗  are updated, 𝑝(𝑛) →

𝑝(𝑛+1), the normalised liquidities ξ𝑗 =
𝑥𝑗

𝑝𝑗
 update and 𝐷 must be recalculated, 𝐷(𝑛) → 𝐷(𝑛+1). The 

cumulative “constant product profit” (CPP) induced by this repegging of price scales is obtained by 

multiplication: 

Figure 6 :  Left CryptoPool Invariant Curves for (𝐴, 𝛾) = (1,1) (Red) and (𝐴, 𝛾) = (102, 1) (Green) 
Right CryptoPool Invariant Curves for (𝐴, 𝛾) = (1,10−3) (Red) and (𝐴, 𝛾) = (103, 10−3) (Green) 



𝑋𝐶𝑃𝑃
(0)

= 1 ,  𝑋𝐶𝑃𝑃
(𝑛+1) = 𝑋𝐶𝑃𝑃

(𝑛) 𝑋𝐶𝑃(𝐷(𝑛+1), 𝒑(𝑛+1))

𝑋𝐶𝑃(𝐷(𝑛), 𝒑(𝑛))
 

This can be phrased in terms of a virtual price 𝑣 of the pool’s smart token, 𝑇0, with total supply 𝑥0: 

𝑣(𝐷, 𝒑) =
𝑋𝐶𝑃(𝐷, 𝒑)

𝑥0
  ⇒  𝑋𝐶𝑃𝑃

(𝑛+1) = 𝑋𝐶𝑃𝑃
(𝑛) 𝑣(𝐷(𝑛+1), 𝒑(𝑛+1))

𝑣(𝐷(𝑛), 𝒑(𝑛))
 

If a price adjustment causes the virtual price to drop too much relative to the accumulated profit the 

price adjustment is not applied. 

2𝑣(𝑛+1) − 1 > 𝑋𝐶𝑃𝑃
(𝑛+1)  ⇒  𝑝(𝑛) → 𝑝(𝑛+1) 

This gives the pool the ability to follow market dynamics as swaps and price oracles drive changes but 

not to the excessive detriment of the pool. 

Non-Invariants and Pricing 

We now consider 2 platforms that do not use invariants, Bancor and Platypus. Bancor has significant 

similarities, at least in places, to Balancer and other invariant-based exchanges while Platypus is 

significantly different in its underlying mechanisms. As we shall show, this can provide significant 

upsides as well as critical downsides.  

Bancor – Manual Reserve Ratios 

The Bancor Protocol (E. Hertzog, 2017) uses a slight modification of the Invariant-based methods 

detailed above – replacing the invariant with a count of the total supply of its smart token, 𝑇0.  

Bancor approaches price modelling in a very similar fashion to Balancer but replaces the weights ratio 

with a Constant Reserve Ratio (CRR) between its smart token 𝑇0 and a token 𝑇𝑗: 

𝑃𝑖 → 0 =
𝑥0

𝑥𝑖

1

𝐶𝑅𝑅𝑖
≡

𝑥0

𝑥𝑖

1

𝐹𝑖
 ,  ∑ 𝐹𝑗

𝑗

≤ 1 

This is very similar to the role of Balancer’s weights ratio 
𝑤𝑗

𝑤𝑖
  but now each weight ratio is replaced by  

1

𝐹𝑖
 since all actions are effectively through the intermediate smart token 𝑇0 (𝑤0 = 1). Furthermore, 𝑥0 

is the total supply of the Bancor smart token held outside the exchange - all other 𝑥𝑖 represent token 

liquidities held within the exchange. 

Bancor departs from the Invariant-based mechanism in that instead of holding two (or more) tokens 

that are part of a swap the protocol mints and burns the smart token 𝑇0 during a swap with the reserve 

token.  

In Invariant-based exchanges a swap between two tokens means the exchange’s liquidity in one goes 

up and the other down. For Bancor both token quantities move in the same direction – a trader 

depositing ETH will cause the exchange’s ETH liquidity to increase and the exchange will mint its smart 

token 𝑇0, increasing the total supply.  

With no invariant to determine price slippage or swap quantities directly from an additional constraint 

must be introduced – this is achieved by requiring the exchange’s held liquidity is equal to a fixed 

fraction of the smart token 𝑇0’s market capitalisation: 



V(𝑅𝑗) = 𝐹𝑗V(𝑆)  ⇒  𝑥𝑗 = 𝐹𝑗𝑃0→𝑗𝑥0    

This is little more than a rearrangement of the original 𝐶𝑅𝑅𝑖 definition, from which we know 𝑃0→𝑗 is 

liquidity dependent and not constant: 

𝑥𝑗 = 𝐹𝑗𝑃0→𝑗𝑥0  ⇒  𝑑𝑥𝑗 = 𝐹𝑗𝑑(𝑃0→𝑗𝑥0) = 𝐹𝑗(𝑑𝑃0→𝑗𝑥0 + 𝑃0→𝑗𝑑𝑥0) 

The left-hand side is an infinitesimal swap quantity and so can be written in terms of the instantaneous 

price and other side of the swap: 

𝑑𝑥𝑗 = 𝑃0→𝑗𝑑𝑥0 

From these two equations the price for any current 𝑇0 liquidity level and initial liquidities can be 

calculated: 

𝑃0→𝑗𝑑𝑥0 = 𝐹𝑗(𝑑𝑃0→𝑗𝑥0 + 𝑃0→𝑗𝑑𝑥0) 

This equation links that the swap’s quantity (left-hand side 𝑃0→𝑗𝑑𝑥0) to the change in market 

capitalisation, which is a combination of minted/burns tokens liquidity change (𝐹𝑗𝑃0→𝑗𝑑𝑥0) and price 

change (𝐹𝑗𝑑𝑃0→𝑗𝑥0). Solving this equation gives the price as a function of relative total smart token 

supply and the price, 𝑃0→𝑗
(0)

, and smart token supply, 𝑥0
(0)

, pre-swap: 

𝑃0→𝑗(𝑥0) = (
𝑥0

𝑥0
(0)

)

𝛼𝑗

𝑃0→𝑗
(0)

= 𝐴𝑗 (𝑥0)𝛼𝑗  ,  𝛼𝑗 =
1

𝐹𝑗
− 1 

Therefore, the price for each token 𝑇𝑗 will vary differently via their different CRRs. Using this pricing 

model will ensure value changes due to price slippage and token supply are correctly handled to keep 

a set fraction of value (𝐹𝑗) within the exchange. 

With a full model of pricing as a function of 𝑇0 supply the swap quantities can be calculated via 

calculus: 

• Δ0 = 𝑥0
(0)

((1 +
Δ𝑗

𝑥𝑗
(0))

𝐹𝑗

− 1) = 𝐴 ቀΔ𝑗, 𝑥0
(0)

, 𝑥𝑗
(0)

ቁ 

o Selling the pool Δ𝑗 𝑇𝑗 tokens will result in Δ0 = 𝐴 ቀΔ𝑗, 𝑥0
(0)

, 𝑥𝑗
(0)

ቁ 𝑇0 tokens in return 

o To receive Δ𝑗 𝑇𝑗 tokens will cost Δ0 = 𝐴 ቀ−Δ𝑗, 𝑥0
(0)

, 𝑥𝑗
(0)

ቁ 𝑇0 tokens. 

• Δ𝑗 = 𝑥𝑗
(0)

((1 +
Δ0

𝑥0
(0))

1

𝐹𝑗 − 1) = 𝐵 ቀΔ0, 𝑥0
(0)

, 𝑥𝑗
(0)

ቁ 

o To receive Δ0 𝑇0 tokens the input quantity is Δ𝑗 = 𝐵 ቀΔ0, 𝑥0
(0)

, 𝑥𝑗
(0)

ቁ 𝑇𝑗 tokens. 

o Selling Δ0 𝑇0 tokens will result in Δ𝑗 = 𝐵 ቀ−Δ0, 𝑥0
(0)

, 𝑥𝑗
(0)

ቁ 𝑇𝑗 tokens 

These are schematically like the Balance equations, but the exponent has the wrong sign – a 

consequence of Bancor minting new tokens when deposits are made, rather than drawing from a fixed 

liquidity pool.  

It should be noted that the Bancor technical paper (E. Hertzog, 2017) “inverts” the 𝐴: Δ0 → Δ𝑗 map to 

give an incorrect expression for the 𝐵: Δ𝑗 → Δ0 map. The correct expression is given in the associated 

“mathematical proof” document (Rosenfeld, 2017), suggesting this is just a typo.  



A more convenient parametrisation is to work in “Liquidity Units”, putting each token’s quantities into 

multiples of their initial, pre-swap, liquidity: 

δ0 = (1 + δ𝑗)
𝐹𝑗

− 1 =  𝐴(δ𝑗 , 1,1) =  𝐴(δ𝑗) ,  δ𝑗 = (1 + δ0)
1

𝐹𝑗 − 1 =  𝐵(δ0, 1,1) =  𝐵(δ0)  

From this we can quantify proportional changes in swaps, as quantified in Table 1 and illustrated in 

Figure 7 – as 𝐹 → 0 a wall of slippage grows, where the swap volumes experience high curvature. 

This is reflected in the instantaneous prices in Figure 8, prices transition to 0 or infinity rapidly as the 

post-swap normalised liquidity approaches 0. 

Bancor’s pricing structure is further complicated by the fact the total supply of 𝑇0 tokens, 𝑥0, is used 

in the definition of all token prices. As a result, a swap involving 𝑇𝑗 tokens will alter the pricing of 𝑇𝑘 

tokens. 

• Swap participant token:  𝑑𝑥𝑗 = 𝐹𝑗𝑑(𝑃0→𝑗𝑥0) = 𝐹𝑗(𝑑𝑃0→𝑗𝑥0 + 𝑃0→𝑗𝑑𝑥0) = 𝑃0→𝑗𝑑𝑥0 

• Uninvolved token:   𝑑𝑥𝑘 = 𝐹𝑘𝑑(𝑃0→𝑘𝑥0) = 𝐹𝑘(𝑑𝑃0→𝑘𝑥0 + 𝑃0→𝑘𝑑𝑥0) = 0 

Solving this gives an inverse relationship between uninvolved tokens’ prices and total supply: 

Figure 7 : Bancor swap quantities for different CRRs - F=0.5 (Blue) and F=0.08 (Red). Swaps 

volumes 𝛿0 = 𝐴(𝛿𝑗) (dotted), 𝛿𝑗 = 𝐵(𝛿0)(solid) with instantaneous price lines at 𝛿0 = 𝛿𝑗 = 0. 

Table 1 : Bancor swap volumes for sales to the exchange (positive) and purchase from exchange (negative) for different CRRs 

𝐹𝑗 δ𝑗 δ0  𝐹𝑗 δ𝑗 δ0 

0.5 +0.200 +0.095  0.25 +0.200 +0.047 

0.5 -0.500 -0.293  0.25 -0.500 -0.159 

0.5 +1.000 0.414  0.25 +1.000 +0.189 

0.5 -1.000 -1.000  0.25 -1.000 -1.000 

0.5 +0.563 +0.250  0.25 +1.441 +0.250 

0.5 -0.938 -0.750  0.25 -0.996 -0.750 

 



𝑑𝑃0→𝑘𝑥0 + 𝑃0→𝑘𝑑𝑥0 = 0 ⇒  𝑃0→𝑘 =
𝑃0→𝑘

(0)
𝑥0

(0)

𝑥0
= (

𝑥0
(0)

𝑥0
(0)

+ Δ0

) 𝑃0→𝑘
(0)

= (
𝑥𝑗

(0)

𝑥𝑗
(0)

+ Δ𝑗

)

𝐹𝑗

𝑃0→𝑘
(0)

 

This framework generalises, allowing multi-token-based swaps to occur. Each token’s reserves are a 

fixed proportion of the 𝑇0 market cap, 𝑥𝑗 = 𝑃0→𝑗𝐹𝑗𝑥0, but now the change in token supply is broken 

down in terms of multiple tokens: 

𝑑𝑥0 = ∑ 𝑃𝑗→0

𝑗

𝑑𝑥𝑗 = ∑
𝑑𝑥𝑗

𝑃0→𝑗
𝑗

 

Combining these equations gives the general equations for token supply and swap volumes: 

𝑥0 = 𝑥0
(0)

∏ (
𝑥𝑗

𝑥𝑗
(0)

)

𝐹𝑗

𝑗

 ,   Δ0 = 𝑥0
(0)

(∏ (1 +
Δ𝑗

𝑥𝑗
(0)

)

𝐹𝑗

𝑗

− 1) 

The pricing update can be calculated by using the fact it can be built up from several single token 

swaps and then chaining several updates together. A single token swap Δ𝑗 has two effects: 

• 𝑃0→𝑘 ↦ (
𝑥𝑗

𝑥𝑗
(0))

−𝐹𝑗

𝑃0→𝑘 if 𝑗 ≠ 𝑘 

• 𝑃0→𝑗 ↦ (
𝑥0

𝑥0
(0))

𝛼𝑗

𝑃0→𝑗 = (
𝑥𝑗

𝑥𝑗
(0))

𝐹𝑗 𝛼𝑗

𝑃0→𝑗 = (
𝑥𝑗

𝑥𝑗
(0))

1−𝐹𝑗

𝑃0→𝑗 

These can be combined into a single expression: 

Figure 8: Normalised liquidity pricing curves for different CRRs – 0.9 (Blue), 0.5 (Red), 0.25 (Purple). Smaller 
CRRs lead to higher slippage. In the limit 𝐹 → 1 slippage vanishes. 



Δ𝑗  ∶   𝑃0→𝑘 ↦ (
𝑥𝑗

𝑥𝑗
(0)

)

δ𝑗𝑘−𝐹𝑗

𝑃0→𝑘 = (
𝑥𝑗

(0)
+ Δ𝑗

𝑥𝑗
(0)

)

δ𝑗𝑘−𝐹𝑗

𝑃0→𝑘 

Collecting terms then gives the more general price changes under an arbitrary [Δ1, … , Δ𝑁] swap. 

[Δ1, … , Δ𝑁]  ∶   𝑃0→𝑘   ↦   𝑃0→𝑘 ∏ (
𝑥𝑗

𝑥𝑗
(0)

)

δ𝑗𝑘−𝐹𝑗

j

=    (
𝑥𝑘

𝑥𝑘
(0)

) (
𝑥0

(0)

𝑥0
) 𝑃0→𝑘 

Qualitatively the prices are change according to the relative ratios between the Bancor token’s supply 

and the token associated to the price – every other token affects the price in the opposite manner. 

By using these equations any combination of tokens can be converted into another combination of 

tokens via the intermediate 𝑇0 token, which tracks total value and breaks down into individual token 

quantities via the CRRs and prices. 

A swap is then a special case where  Δ0 = 0 and two tokens, 𝑇𝑎, 𝑇𝑏, have changes non-zero and in 

opposite directions to one another: 

𝑥0

𝑥0
(0)

= ∏ (1 +
Δ𝑗

𝑥𝑗
(0)

)

𝐹𝑗

𝑗

= (1 +
𝛥𝑎

𝑥𝑎
(0)

)

𝐹𝑎

(1 +
𝛥𝑏

𝑥𝑏
(0)

)

𝐹𝑏

= 1 

Rearranging gives the swap amount: 

𝛥𝑎 = 𝑥𝑎
(0)

((1 +
𝛥𝑏

𝑥𝑏
(0)

)

−
𝐹𝑏
𝐹𝑎

− 1)  ,  𝛥𝑏 = 𝑥𝑏
(0)

((1 +
𝛥𝑎

𝑥𝑎
(0)

)

−
𝐹𝑎
𝐹𝑏

− 1) 

If 
𝐹𝑎

𝐹𝑏
= 1 we recover the UniSwap swap formula and if 

𝐹𝑎

𝐹𝑏
=

𝑤𝑎

𝑤𝑏
 we recover, accounting for a sign 

change convention, the Balancer swap formula. We can also use this to confirm the swap pricing 

changes and the pricing in terms of the original 𝑇0 token: 

𝑑𝑥𝑎

𝑑𝑥𝑏
= −

𝐹𝑏

𝐹𝑎

𝑥𝑎

𝑥𝑏
= −𝑃𝑏→𝑎 = −𝑃𝑏→0𝑃0→𝑎 = −

𝑃0→𝑎

𝑃0→𝑏
 ,  𝑃0→𝑎 =

𝑥0

𝑥𝑎
𝐹𝑎 

It is important to note that the instantaneous price this swap produces is not the same as the ratio of 

prices: 

𝛥𝑏

𝛥𝑎
≠

𝑃0→𝑎

𝑃0→𝑏
= 𝑃𝑎→𝑏 

This follows from the fact the swap volume Δ𝑎 → Δ𝑏 is calculated by integrating the swap’s effects 

while pricing gives an instantaneous price for an infinitesimal swap. 

While Bancor dynamically adjusts its pricing given the CRRs, internal liquidities and total supply of its 

smart token it still requires the CRRs to be provided by the controller(s) of the AMM.  

It is noteworthy that although the pool’s swap behaviour is derived from its pricing mechanism it is 

possible to put Bancor into an Invariant-based formalism, as hinted at by its ability to replicate 

UniSwap and Balancer behaviours. 



During a swap between two tokens the total supply of the Bancor smart token 𝑇0 is fixed, reducing 

the liquidity equation to an invariant-curve model. More generally, we can rearrange the equation to 

give an invariant even if the smart token supply changes: 

𝑥0 = 𝑥0
(0)

∏ (
𝑥𝑗

𝑥𝑗
(0)

)

𝐹𝑗

𝑗

 ⇒  
1

𝑥0
∏ 𝑥𝑗

𝐹𝑗

𝑗

=
1

𝑥0
(0)

∏ ቀ𝑥𝑗
(0)

ቁ
𝐹𝑗

𝑗

= ℐ 

This is just the Balancer equation but with 𝐹𝑗 ↔ 𝑤𝑗 and 𝑥0 dividing, not multiplying. This inverse 

behaviour follows from the fact the smart token is minted when 𝑥𝑗 increases, while in 𝑇𝑖  ↔ 𝑇𝑗  swaps 

one liquidity goes down, the other up. In effect 𝑥0 is just the κ “total liquidity” of the UniSwap or 

Balancer models, it is just explicitly tracked by external smart tokens rather than just internal 

parameters. 

Bancor advertises as a major feature of its protocol - Impermanent Loss Protection. Given it can 

reproduce the pricing profiles of Balancer and UniSwap it follows this is not done via a novel price 

slippage model but rather through fees, token burning and liquidity locking procedures. If a 

withdrawal is about to manifest Impermanent Loss into Permanent Loss by withdrawing liquidity after 

a relative price change, the exchange will not burn all the Bancor 𝑇0 tokens, it will allow the liquidity 

provider to keep the amount of 𝑇0 equal in value to the permanent loss6.  

Platypus – One Sided Liquidity 

This need for an externally defined value initialisation is exacerbated in any exchange that uses 

unilateral liquidity7 . The Platypus AMM (Platypus Team, 2022) uses price oracles to calculate swaps 

and their associated fees but does so without using the invariant models explored above and in a way 

that reduces liquidity fragmentation8.  

Each 𝑇𝑗 token resides within its own liquidity pool. Platypus keeps track of the total deposited liquidity 

(or liability) for each token, 𝐿𝑗, and the total assets in each pool, 𝐴𝑗 and defines the coverage ratio 

between them, 𝑟𝑗 =
𝐴𝑗

𝐿𝑗
. If 𝑟𝑗 > 1 then the pool has sufficient assets to cover its liability. As 𝑟𝑗 decreases 

the insolvency risk increases, a result the exchange is designed to discourage. It is advantageous to 

keep all 𝑟𝑗 ≈ 1 so that withdrawal of liquidity can be done in the same token as it was deposited. A 

well-designed exchange should discourage actions that push the liquidity out of balance and 

encourage actions that restore liquidity balance.  

Platypus obtains prices 𝑝𝑗  for each 𝑇𝑗 token from sources like Chainlink (Chainlink, 2022) and 

calculates the relative price between a pair of tokens by taking the ratio, as seen in the CSMM case: 

𝑃𝑖→𝑗 =
𝑝𝑖

𝑝𝑗
 

Factoring in slippage, 𝑆𝑖→𝑗, and the exchange haircut, ℎ, the instantaneous effective price paid by the 

exchange for a swap is modified, 

 
6 There is a minor dependency on which version of Bancor is involved and how long the liquidity has been 
provided but later protocols or longer provided liquidity are 100% covered 
7 Tokens are backed by liquidity in a 1-sided fashion, not in pairs. 
8 In CFMMs liquidity is often partitioned into pools per token pair. Liquidity in the ETH-USDC pool does not 
interact with liquidity in the BTC-USDC pool. 



𝑃𝑖→𝑗
∗ = 𝑃𝑖→𝑗(1 − 𝑆𝑖→𝑗)(1 − ℎ). 

Platypus constructs the slippage value by calculating the separate slippages for each of the two tokens 

(𝑇𝑖 and 𝑇𝑗)  involved in the swap: 

𝑆𝑖→𝑗 ቀ(𝑟𝑖, 𝑟𝑗) → (𝑟𝑖
′, 𝑟𝑗

′)ቁ = S(𝑟𝑖, 𝑟𝑖
′) − S(𝑟𝑗, 𝑟𝑗

′) = 𝑆𝑖 − 𝑆𝑗 

Platypus defines 𝑆𝑖 in terms of a monotonic decreasing weakly convex function 𝑔(𝑟) for 𝑟 > 0 that 

amounts to the average gradient of the function: 

𝑆(𝑟, 𝑟′) =
𝑔(𝑟′) − 𝑔(𝑟)

𝑟′ − 𝑟
= E[𝑔’(𝜌)|𝜌 ∈ [𝑟, 𝑟′]] 

With 𝑔 monotonic decreasing it follows 

sign[𝑆(𝑟, 𝑟′)] = −sign[(𝑟′ − 𝑟)]   ⇔   𝑟′ > 𝑟  ⇔ 𝑆(𝑟, 𝑟′) < 0 

This, along with the convexity, gives desirable properties for the slippages: 

I. If 𝑑𝑟 > 0 then S(𝑟, 𝑟′) > S(𝑟 + 𝑑𝑟, 𝑟′) 

II. If 𝑑𝑟′ > 0 then 𝑆(𝑟, 𝑟′) < 𝑆(𝑟, 𝑟′ + 𝑑𝑟′)  

This is illustrated in Figure 9 - the average gradient between two points increases or decreases 

according to which end point is increased. 

The total slippage 𝑆𝑖→𝑗 is then the difference of such average gradients induced by a swap. Given the 

properties of 𝑔(𝑟) states above it immediately follows that the exchange will “encourage” swaps that 

rebalance the exchange by charging lower fees. 

 𝑟𝑖 < 𝑟𝑖
′ < 𝑟𝑗 

 ⇒  𝑆𝑖→𝑗 < 0  ⇒  𝑃𝑖→𝑗(1 − 𝑆𝑖→𝑗)  >  𝑃𝑖→𝑗 
 𝑟𝑖 < 𝑟𝑗

′ < 𝑟𝑗 

Therefore, if the swap brings the coverage ratios together the exchange will give more favourable 

rates than a swap that does the opposite.  

Figure 9 : Marginal Slippage Function general behaviour. Left: 𝑆(𝑟, 𝑟′) > 𝑆(𝑟 + 𝑑𝑟, 𝑟′) for 𝑑𝑟 > 0. 
Right: 𝑆(𝑟, 𝑟′) < 𝑆(𝑟, 𝑟′ + 𝑑𝑟′) for 𝑑𝑟′ > 0. 



  |(𝑟𝑖
′)(1) − (𝑟𝑗

′)
(1)

| < |(𝑟𝑖
′)(2) − (𝑟𝑗

′)
(2)

|   ⇒  𝑆𝑖→𝑗
(1)

  <  𝑆𝑖→𝑗
(2)

  ⇒  𝑃𝑖→𝑗
(1)

  >  𝑃𝑖→𝑗
(2)

 

This is illustrated in Figure 10 for a generic weakly convex monotonically decreasing function9, as all 

such functions have this slippage behaviour. Marginal slippages 𝑆𝑖 and 𝑆𝑗 are the gradients of the lines, 

which are brought closer by bringing the coverage ratios closer. 

The “rebalancing encouragement” is the result of a more general behaviour of a multi-token exchange 

built in this manner – their slippage encourages all token coverages to move towards equality. 

In order to keep prices positive, it follows that 𝑆𝑖→𝑗 < 1 but then by symmetry of its definition, 𝑆𝑖→𝑗 =

𝑆𝑖 − 𝑆𝑗, it follows that 𝑆𝑖→𝑗 ∈ [−1, +1] and therefore10 𝑆𝑖 ∈ [−1,0]. This restricts the gradient of 𝑔(𝑟): 

𝑆𝑖 = 𝑆(𝑟𝑖, 𝑟𝑖
′) = E[𝑔’(𝑟)|𝑟 ∈ [𝑟𝑖, 𝑟𝑖

′]] ∈ [−1,0]  ⇒  𝑔′(𝑟) ∈ [−1,0] 

It also follows that liquidity impacts slippage in the required way – greater liquidity in a token will 

result in a smaller slippage contribution when performing an action involving that token. 

A significant benefit of Platypus’s approach is that these features are true for any choice of 𝑔(𝑟) with 

the above properties, allowing for a potentially huge variety of exchanges with equally rigorous 

footing.  

It then remains to specify the 𝑔(𝑟), which Platypus defines using a piecewise derivative 𝑔′(𝑟) : 

𝑔′(𝑟)  =  −1  where −
𝑘𝑛

𝑟𝑛+1  <  −1  

𝑔′(𝑟)  =  −
𝑘𝑛

𝑟𝑛+1  where −
𝑘𝑛

𝑟𝑛+1 ∈ [−1,0]  

Converting this to 𝑔(𝑟) and noting the cross-over value is 𝑟∗ = (𝑘𝑛)
1

𝑛+1 = √𝑘𝑛
𝑛+1

 

 
9 For convenience we use 𝑔(𝑟) =

1

𝑟
 for plotting, the Platypus choice for 𝑔(𝑟) is given later.  

10 𝑆𝑖 ≤ 0 since it is the average gradient of a monotonically decreasing function 

Figure 10 : Coverage ratio changes (Green to Red) that are encouraged (Left) and discouraged (Right). Slippage 
measures differences in gradients (Blue). Gradient differences are lower when coverage ratios are brought together 
(Left), rather than pushed apart (Right).  



𝑔(𝑟) = −𝑟 + 𝑟∗ ቀ1 +
1

𝑛
ቁ  where 𝑟 < 𝑟∗  

𝑔(𝑟) =  
𝑘

𝑟𝑛  where 𝑟 ≥ 𝑟∗  

 

Platypus sets the parameters to be 𝑘 = 2 × 10−5 and 𝑛 = 7, giving 𝑟∗ = (0.00014)0.125 ≈ 0.3298. 

The resultant curves for 𝑔(𝑟) and 𝑔′(𝑟) are shown in Figure 11. 

As will be shown later, the fact 𝑔′(𝑟) = −1 for 𝑟 ≤ 𝑟∗ leads to a wall of slippage for 𝑟 ≤ 𝑟∗ that 

prevents any swap from decreasing a coverage ratio below 𝑟∗ - the “swap tax” becomes 100%. 

The creators of Platypus recognise the exchange has the potential for arbitrage due to the univariate 

formalism via a specific combination of swaps, deposits and withdrawals. In an attempt to prevent 

this Platypus implements penalties for deposits and withdrawals derived in the case of zero swap fees 

(ℎ = 0), as this maximises possible arbitrage opportunities.  

The deposit and withdrawal penalties are only applied in instances where the coverage ratio is 

decreased, in line with the principle of penalising actions that negatively impact the “health” of a 

token. Withdrawal fees only apply when the pool ends up being under-covered, 𝑟𝑖
′ < 1, while the 

opposite is true of deposit fees, which are only charged when they result in an over-covered, 𝑟𝑖
′ > 1. 

This follows from the impact of deposits and withdrawals on assets and liabilities: 

Deposit   ∶  
𝐴

𝐿
→

𝐴 + 𝐷

𝐿 + 𝐷
 ,  Withdrawal :  

𝐴

𝐿
→

𝐴 − 𝑊

𝐿 − 𝑊
 

Qualitatively, deposits push the coverage towards 𝑟 = 1, so lower 𝑟 if 
𝐴

𝐿
> 1 and withdrawals pull 

coverage away from 𝑟 = 1, so lower 𝑟 if 
𝐴

𝐿
< 1. 

Figure 11 : Platypus “marginal slippage function” 𝑔(𝑟) (Blue) and its derivative 𝑔′(𝑟) 
(Green) showing piecewise behaviour, transitioning at 𝑟 = 𝑟∗ ≈ 0.3298. 



|
𝐴

𝐿
− 1| > |

𝐴 + 𝐷

𝐿 + 𝐷
− 1|  ,  |

𝐴

𝐿
− 1| < |

𝐴 − 𝑊

𝐿 − 𝑊
− 1| 

Unfortunately, the derivation of its arbitrage protection is flawed in several ways: 

• The described arbitrage loop does not zero out the second token 

• Net gain expression misses quadratic term of compounded slippage 

• Linear net gain expression’s slippage terms in second token incorrectly cancelled 

• Nested coverage dependence of second token ignored 

• Unjustified restriction of deposit/withdrawal penalties to “𝑟 lowering actions” only 

The net result of this is that the arbitrage “protection” in Platypus does not protect against arbitrage, 

a specific sequence of the form “swap 𝑇1 into 𝑇2, deposit 𝑇2, reverse swap 𝑇2 into 𝑇1 and withdrawal 

𝑇2” can return a net gain in 𝑇2 tokens – approximately 1 token per 25,000 swapped or 0.004% – when 

𝑇2 is over-covered and can be repeated until such time as the coverage is reduced to 1. This can be 

repeated for all over-covered tokens, eventually reducing all coverages to at most 1, 𝑟𝑗 ≤ 1. 

Total Arbitrage Yield = ∑ 𝑚𝑎𝑥(𝐴𝑗 − 𝐿𝑗, 0)

𝑗

= ∑ 𝑚𝑎𝑥(𝑟𝑗 − 1,0)𝐿𝑗

𝑗

 

This yield assumes zero fees and so turning fees on will erode this total. The Platypus StableSwap 

implementation, as described in its Yellow Paper (Platypus Team, 2022), states a fee level of ℎ =

0.01%. Fortunately for Platypus, the above arbitrage route vanishes for ℎ > 0.0067% ≡ ℎ∗.  

While this means the Platypus StableSwap is not currently arbitrageable it is not via the intended 

mechanism. This is a critical vulnerability – governance token holders in the future might vote to lower 

fees under the impression the exchange is arbitrage proof regardless of what the fees are set to, only 

to drop ℎ below the threshold ℎ∗ and unwittingly open an arbitrage route.  

The Platypus arbitrage design requires extensive reworking if the developers intend long term viability 

or wish Platypus to be the base platform from which newer exchanges and platforms are forked from 

or built up. This would require reissuing the relevant smart contracts and exchanging all current tokens 

for equivalent tokens on the new smart contracts. Until then the fees must be kept above ℎ∗. 

Due to the extreme nature of this issue a deep-dive into Platypus, its price slippage model, 

deposit/withdrawal penalties and multiple arbitrage routes is done in its own separate article – 

“Arbitrage Attacks in Platypus” (Haruko, 2022) 

Comparison of Exchanges in Swaps 

Having explored the mathematical underpinnings of each exchange we now compare the behaviour 

during swaps using two examples: 

• Stable swap: swap between two stablecoins with a desired 𝑃𝑖→𝑗 = 1 price ratio. 

• General swap: swap between two tokens with significantly different prices, 𝑃𝑖→𝑗 ≫ 1 

Due to the different pricing models, we cannot initialise all the exchanges with the same initial 

liquidities. Instead, we set each exchange’s liquidities to be as similar as possible while also producing 

the same initial price and then calculate the resultant price slippages for varying sized swaps. 

Stable Swap 

To obtain (or set) 𝑃𝐴𝐵𝐶→𝑋𝑌𝑍 = 1 we initialise the following exchanges: 



• SumSwap:   100 ABC, 100 XYZ  

• UniSwap:   100 ABC, 100 XYZ 

• StableSwap1:   100 ABC, 100 XYZ, 𝐴 = 1 

• StableSwap100:  100 ABC, 100 XYZ, 𝐴 = 100 

• CryptoPool1  100 ABC, 100 XYZ, 𝐴 = 1, 𝛾 = 10−1, ξ𝑗 = 𝑥𝑗 

• CryptoPool100  100 ABC, 100 XYZ, 𝐴 = 100, γ = 1, ξ𝑗 = 𝑥𝑗 

• Platypus  100 ABC, 100 XYZ, 𝑃𝐴𝐵𝐶→𝑋𝑌𝑍 = 1 

Figure 12 shows the slippage profiles, and the associated swap quantities, for multiple AMMs covered 

in this article parametrised in “units of token liquidity”. We have not included Balancer or Bancor 

because, as derived earlier, they give indistinguishable behaviour from UniSwap when given equal 

weights/CRRs and equal token liquidities. 

The “wall of slippage” can clearly be seen in several pools – the longer the price is held steady by larger 

leverage the more extreme the eventual slippage induced by the liquidity in the ABC token 

approaching 0. The SumSwap shows the limit of this, transitioning from a fixed price to total slippage 

at the instance the liquidity runs out. 

 

It is important to note that, for the pool shown in Figure 12, Platypus never outputs more than ≈ 67 

units, regardless of input quantity. This corresponds to the “wall of slippage” at 𝑟 = 𝑟∗ ≈ 0.3298: 

𝑟 =
𝐴 − 𝑑𝐴

𝐿
=

100 − 𝑑𝐴

100
≥ 𝑟∗ ≈ 0.3298 ⇒  𝑑𝐴 ≤ 100(1 − 0.3298) ≈ 67 

We can now reinterpret 𝑟∗ as the pool’s developers’ lower bound on solvency – below a ~33% 

coverage is deemed too risk and must be prevented from occurring during swaps, regardless of the 

amount swapped in. To quote Platypus Finance, “No whale is too big” (Platypus Finance, 2021). This 

contrasts with the other exchanges, each of which can be drained of a given token via swaps to 

arbitrarily low levels provided someone can tolerate the increasingly high prices.  

General Swap 

To obtain (or set) 𝑃𝐴𝐵𝐶→𝑋𝑌𝑍 = 5 we initialise the following exchanges: 

Figure 12 : Price slippage (Left) and swap output size (Right) as functions of swap input sizes, in units of pool 
liquidity, for multiple AMMs initialised for StableCoin pools (1:1 pricing). 



• SumSwap:   500 ABC, 100 XYZ  

• UniSwap:   500 ABC, 100 XYZ 

 

• Balancer2  500 ABC, 200 XYZ, 𝑤𝐴𝐵𝐶 = 0.25 , 𝑤𝑋𝑌𝑍 = 0.5 

• Bancor1  1000 𝑇0,  𝐹𝐴𝐵𝐶 = 0.5, 𝐹𝑋𝑌𝑍 = 0.25 

• Bancor2  2000 𝑇0, 𝐹𝐴𝐵𝐶 = 0.25, 𝐹𝑋𝑌𝑍 = 0.5 

• CryptoPool1  500 ABC, 100 XYZ, 𝐴 = 1, 𝛾 = 10−2, ξ𝐴𝐵𝐶 = 𝑥𝐴𝐵𝐶 , ξ𝑋𝑌𝑍 =
𝑥𝑋𝑌𝑍

5
 

• CryptoPool100  500 ABC, 100 XYZ, 𝐴 = 1000, γ = 10−1, ξ𝐴𝐵𝐶 = 𝑥𝐴𝐵𝐶 , ξ𝑋𝑌𝑍 =
𝑥𝑋𝑌𝑍

5
 

• Platypus  500 ABC, 100 XYZ, 𝑃𝐴𝐵𝐶→𝑋𝑌𝑍 = 5 

As in the StableCoin case, UniSwap, Bancor and Balancer can reproduce one another’s slippage given 

the appropriate liquidities, weights and CRRs.  

  

Figure 13 : Price slippage (Left) and swap output size (Right) as functions of swap input sizes, in units of pool 
liquidity, for multiple AMMs initialised for general pool (5:1 pricing). 



Exchange Features 

UniSwap Price Oracles 

As detailed previously, the UniSwap instantaneous pricing scheme between two tokens, 𝑇𝑚 and 𝑇𝑛, is 

the ratio of their liquidities: 𝑝𝑚→𝑛(𝑡) =
𝑥𝑛(𝑡)

𝑥𝑚(𝑡)
≡ 𝑝𝑡. 

To be a viable PO the prices must track market behaviour but also be resilient to manipulation and 

have low volatility. This is the reason UniSwap V1 is not a viable PO while UniSwap V2 & V3 are viable 

POs – V1 was too variable and open to manipulation to be reliable.  

UniSwap V2 & V3 stabilise their POs using accumulators, a running tally of prices that can be used to 

extract time-windowed averages.  

UniSwap V2 uses a direct summation tally 𝐴𝑡 = ∑ 𝑝𝑖
𝑡
𝑖=1  to accumulate a given price via arithmetic 

mean. The historical record of this accumulator can then be windowed to any time interval of interest: 

𝑝(𝑡1 → 𝑡2) =
1

t2 − t1
∑ 𝑝𝑖

t2

i=t1+1

=
1

t2 − t1
(∑ 𝑝𝑖

t2

i=1

− ∑ 𝑝𝑖

t1

i=1

) =
𝐴𝑡2

− 𝐴𝑡1

t2 − t1
 

This accumulator must be done for all prices in the pool, even though the instantaneous price of Token 

1 in terms of Token 2 is the inverse of Token 2 in terms of Token 111. UniSwap V3 remedies this issue 

by altering the accumulator to a geometric mean version: 

𝐴𝑡 = ∑ log1.0001(𝑝𝑖)

𝑡

𝑖=1

 ⇒  𝑝(𝑡1 → 𝑡2) = ( ∏ 𝑝𝑖

𝑡2

𝑖=𝑡1+1

)

1
𝑡2−𝑡1

= 1.0001
(

𝐴𝑡2−𝐴𝑡1
𝑡2−𝑡1

)
 

This accumulator-based pricing now preserves the inverse relationship between token pair prices 

(𝑇𝑥 , 𝑇𝑦), removing the need for half of the accumulators. 

𝑝𝑥→𝑦(𝑡1 → 𝑡2) 𝑝𝑦→ 𝑥(𝑡1 → 𝑡2) = ( ∏ (𝑝𝑥→ 𝑦)(𝑡 = 𝑖)

𝑡2

𝑖=𝑡1+1

)

1
𝑡2−𝑡1

( ∏ 𝑝𝑦→ 𝑥(𝑡1 → 𝑡2)

𝑡2

𝑖=𝑡1+1

)

1
𝑡2−𝑡1

 

= ( ∏ (𝑝𝑥→ 𝑦)(𝑡 = 𝑖) 𝑝𝑦→ 𝑥(𝑡1 → 𝑡2)

𝑡2

𝑖=𝑡1+1

)

1
𝑡2−𝑡1

= 1                 

Impermanent Loss 

One shortcoming common to all the invariant approaches that allow slippage is Impermeant Loss (IL), 

which is the situation where providing liquidity can result in a loss of overall value compared to the 

“Mattress Investment Strategy” (MIS) - keeping your assets under your mattress and not in a liquidity 

pool. 

 
11 In general, 𝐸 [

1

𝑝
] ≠

1

𝐸[𝑝]
 due to the non-linearity of the map 𝑓: 𝑥 ↦

1

𝑥
 . 



Slippage Allowing Invariants (all invariants except Constant Sum) derive a price from relative token 

abundances and rely on arbitragers to push the AMM towards the market’s state. This removes the 

need for a Price Oracle but allows for value to be extracted from the AMM. 

Suppose at market open 1 T1 token sells for $10 and 1 T2 token sells for $1 on the market and a 

Slippage Allowing Invariant AMM (SAIMM), which contains liquidity provided by Investor, exchanges 

them in the “market accurate” rate of 1:10. At some point during the morning the market value of 1 

T1 token increases to $12 or equivalently 12 T2 tokens. The market value of the SAIMM’s liquidity will 

increase but the SAIMM has no pricing oracle to know this and will continue exchanging the tokens in 

a “cheap” ratio of 1:10. This will motivate arbitragers to go the SAIMM and swap T2 tokens into T1 

tokens until such time as the slippage moves the price to 1:12 and no further arbitrage is possible.  

If Investor looks to withdraw their liquidity from the SAIMM at lunchtime, they will realise a permanent 

loss – the SAIMM has sold a portion of their “more valuable” T1 tokens at below market rate. If 

Investor had used the MIS they would still own the original T1 tokens and be able to benefit from their 

increased market price.  

This loss is impermanent if they do not withdraw their liquidity and, in the afternoon, the market 

returns to the original price of 1 T1 token sells for $10 – arbitragers will look to the SAIMM to swap T1 

tokens into T2 tokens until such time as the slippage moves the price back to 1:10.  

Now the Investor could withdraw their liquidity from the SAIMM and realise the original total market 

value equal to the MIS.  

The same impermanence occurs regardless of how the market returns to the 1:10 ratio. If the T2 token 

goes to $1.20 in the afternoon arbitragers will move the SAIMM to the 1:10 ratio, returning the original 

liquidity ratio and giving Investor the same total value as the MIS.  

Figure 13 shows a numerical simulation of this process – IL vanishes when the price returns to its initial 

value but the larger the price change, the larger the IL and the change in 𝑇𝑥 holdings.   

Figure 14 : Simulation of 2 token UniSwap pool showing Impermanent Loss in the Total Liquidity value 
(Blue) as a function of Price (Red), as well as 𝑇𝑥 liquidity variation (Green), induced by arbitrage, and 
cumulative arbitrage value (Orange). 



A more detailed analysis of two arbitrary price moves is given in the Appendix, where it is proven that 

provided the market moves in a “loop”, returning to the original pricing ratio between the two tokens 

(independent of their values relative to a third asset), there will be no IL. 

Overall, a liquidity provider who rides out market fluctuations will experience IL until the market 

returns to the same configuration as when they deposited their liquidity, generating returns via fees 

as the exchange moves. The ideal CFMM is therefore one with large volatility in its pricing but that 

reliably returns to its initial price value.  

For AMMs between two stablecoins the price change will be minimal, giving little or no IL, but the low 

volatility will return little in the way of fees. Swaps involving one (or even two) high volatility tokens 

can generate significant fees due to frequent, large movements in relative price, but this makes market 

reversion unlikely and increases the likelihood of IL becoming permanent.  

Bancor’s “solution” to this does not resolve this by changing price slippages, compared to UniSwap or 

Balancer, but instead compensates liquidity providers, who suffer permanent loss, with its own 

tokens. 

Concentrated Liquidity 

CFMMs aim to provide pricings across the entire range of token availability, x, y ∈ (0, ∞). However, 

most price movements, especially between two stablecoins, happen in a very small region. 

Concentrated Liquidity is a means of focusing liquidity into specific regions of price movement – while 

this may reduce the range a CFMM is able to reliably operate over it acts like leverage within the 

regions of focus and can allow a LP to boost their returns. 

 

An invariant with identical curvature, and therefore pricing scheme, to the Constant Product invariant 

𝑥𝑦 =  κ, is obtained by artificially boosting the counts of each token, (𝑥 + 𝐴)(𝑦 + 𝐵) = κ - swaps 

implemented by the exchange will act as if it contains (𝑥 + 𝐴) 𝑇𝑥 tokens and (𝑦 + 𝐵) 𝑇𝑦 tokens. 

The risk of acting in this way is that the exchange could run out of tokens as the pricing, and its 

associated slippage, acts to prevent the exchange losing (𝑥 + 𝐴) 𝑇𝑥 tokens or (𝑦 + 𝐵) 𝑇𝑦 tokens, not 

𝑥 𝑇𝑥 tokens or 𝑦 𝑇𝑦 tokens.  

As detailed in the Appendix, it can be shown that 𝐴, 𝐵 can be written in terms of the desired liquidity 

κ and the prices at which the exchange would run out of one or the other token,  

Figure 15 : Different intervals of liquidity concentration with different fee weightings.  



(𝑥 +
√κ

√𝑃𝑚𝑎𝑥

) (𝑦 + √𝑃𝑚𝑖𝑛√κ) = κ 

The pricing scheme of this invariant follows immediately, 

𝑃(𝑥, 𝑦) = κ (𝑥 +
√κ

√𝑃𝑚𝑎𝑥

)

−2

 

This invariant can be used in several ways: 

• Given price interval [𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥] what initial portfolio (𝑥0, 𝑦0) is needed to replicate a CPMM 

with liquidity 𝜅 and initial price 𝑃∗? 

• Given an initial portfolio (𝑥0, 𝑦0) over what price interval [𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥] are we able to replicate 

a CPMM with liquidity κ and initial price 𝑃∗? 

• Given an initial portfolio (𝑥0, 𝑦0) and price interval [𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥] what CPMM with liquidity 𝜅 

and initial price 𝑃∗ are we able to replicate?  

These stem from the two constraints linking the 6 variables 𝑥0, 𝑦0, κ, 𝑃∗, 𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥 (where 𝑃∗ ∈

[𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥]) 

𝑦0 = √κ(√𝑃∗ − √𝑃𝑚𝑖𝑛) ,  𝑥0 = √κ (
1

√𝑃∗
−

1

√𝑃𝑚𝑎𝑥

) 

Any portfolio can be used to cover any price range, (𝑥0, 𝑦0) ∼ [𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥], but the size of the price 

range will impact the effective liquidity κ – broader spreads will result in lower effective liquidity. 

A LP can gain more fees by concentrating their liquidity in the typical price range of a token-pair, as 

their contribution to the AMM in that price interval is increased, but too small a range runs the risk of 

the price moving outside the range and no fees being received at all 

This gives rise to the opportunity for liquidity strategies in exchanges implementing concentrated 

liquidity - each liquidity provider could specify how their deposit is to be broken down into smaller 

deposits, each of which are then assigned to a pricing interval: 

Figure 16 : Concentrated liquidity strategies for different exchange types. Standard liquidity (Orange), Normal 
for 1:1 StableCoin (Green), LogNormal for 1:1 StableCoins (Blue), LogNormal for 3:1 (Semi-)StableCoins (Red). 



(𝑥, 𝑦) = (∑ 𝑥𝑗

𝑗

, ∑ 𝑦𝑗

𝑗

)  ,  (𝑥𝑗, 𝑦𝑗) ∼ [𝑃𝑚𝑖𝑛
𝑗

, 𝑃𝑚𝑎𝑥
𝑗

] 

Figure 15 shows several example liquidity strategies, concentrating liquidity in different ways 

depending on the expected behaviour of the token pair, informed by historical and predicted 

movements of the AMM’s price. 

When a swap induces a price move 𝑃 → 𝑃′ all liquidity providers with deposits whose price ranges 

fully cover the swap will receive a portion of the swap’s fees, where the portion is determined by their 

relative deposit sizes in that price interval.  

Implementation 

Inaccurate Leverage 

There are two aspects to the deployment of an AMM: 

• Mathematical design 

• Code-based implementation 

The early years of smart contracts are littered with exchanges, AMMs, DAOs and other smart contract 

systems that have been hacked, drained or undermined through failures of implementation rather 

than failures of design. 

Each of the AMMs discussed here have publicly readable source code (Curve, 2021), allowing for rapid 

proliferation of many AMMs that are marginal refinements of a few original implementations, such as 

Curve’s USDN (Curve, 2021) and 3pool (Curve, 2021) code implemented in Vyper (Vyper, 2020) being 

identical in many areas.  

This duplication of platforms as the potential for bugs and typos to be carried over from one pool to 

the next. Just such an issue exists within several StableSwap based pools in the Curve AMM, where 

the leverage coefficient is mis-calculated. 

We focus on the StableSwap3pool.vy of Curve’s 3pool (Curve, 2020) but it is not unique. The definition 

of the leverage amplitude is given in Line 131, within the contract’s __init__(): 

 

Here 𝑛 is the number of coins in the pool, labelled as N_COINS within the AMM’s Vyper code. This 

would imply _A takes the value A𝑁𝑐oin(𝑁𝑐𝑜𝑖𝑛 − 1), where 𝐴 is stated on the pool’s interface (5000 at 

time of writing). 

 

Given the definition is part of the __init__() this suggests it is a requirement on the pool’s creator 

to pre-process the leverage amplitude fed into the contract. This point will be returned to once we 

follow through the usage of _A. 



Elsewhere in the code the function self._A() is used to obtain the amplitude value for use in 

invariant and swap calculations. For example, at Line 367, within get_y(), which 3pool uses to 

determine the amount of the outbound token it pays in exchange for the inbound tokens within a 

swap. 

At Line 371 the value of Ann is calculated, with an identical calculation occurring at Line 204, inside 

the self.get_D( ) function called at Line 368. 

 

In both instances the amplitude is multiplied by N_COINS. This implies that the contract views the 

output of self._A( ), amp , as 𝐴(𝑁𝑐𝑜𝑖𝑛)(𝑁𝑐𝑜𝑖𝑛−1), so that Ann = amp ∗ Ncoin = A(𝑁𝑐𝑜𝑖𝑛)𝑁𝑐𝑜𝑖𝑛, as 

given in the white paper. 

With conflicting comments in the source code, both of which are in contradiction to the original white 

paper, it is important to determine the precise behaviour of 3pool. Fortunately, we can reproduce the 

pool using the white paper, source code, fee levels, live liquidity for each token and leverage amplitude 

A.12 

Having done this, we find the behaviour of 3pool can only be reproduced accurately13 if the Ann 

quantity is set equal to 15000 =  5000 ∗ 3, 𝐴𝑛𝑛 = 𝐴𝑁𝑐𝑜𝑖𝑛, throughout. Setting 𝐴𝑛𝑛 =

𝐴(𝑁𝑐𝑜𝑖𝑛)𝑁𝑐𝑜𝑖𝑛  gives at 𝐴𝑛𝑛 = 135,000 and the 9-fold (𝑓𝑟𝑜𝑚 (𝑁𝑐𝑜𝑖𝑛)𝑁𝑐𝑜𝑖𝑛−1  =  32 = 9) increase of 

leverage reduces price slippage significantly below the slippage stated by 3pool. 

Continued investigation into other StableSwap-based pools on Curve further supports this conclusion. 

For example, replicating the MIM/UST exchange14 rates can only be done by settings its 𝐴𝑛𝑛 =

 2000 =  1000 ∗  2, now missing a factor of (𝑁𝑐𝑜𝑖𝑛)𝑁𝑐𝑜𝑖𝑛−1 = 2.  

In effect 3pool is acting like a “true StableSwap pool” whose effective leverage 𝐴∗ =
𝐴

𝑁𝑁−1 =
5000

32 ≈

555, not a StableSwap with the leverage 𝐴 =  5000, as stated on the 3pool interface. Similarly, the 

MIM/UST exchange is operating at a reduced effective leverage of 𝐴∗ =
𝐴

𝑁𝑁−1 =
1000

21 = 500. 

Errors 

There are three implementation errors involved in this issue: 

1. Incorrect definition of the initial leverage amplitude, 𝐴𝑁𝑐𝑜𝑖𝑛(𝑁𝑐𝑜𝑖𝑛 − 1), in comment 

2. Failure to initialise required definition of leverage amplitude 

3. Large scale copy & pasting of code without independent duplication/testing 

 
12 With a liquidity of 1465395045.41 DAI, 1253974861.09 USDC, 531674329.1 USDT, leverage A=5000, fees 
0.03% and stated swap prices 0.9997 USDC per 1 DAI and 0.9994 USDT per 1 DAI 
13 All exchange rates agree to the 5 significant figures stated by the pool. 
14 With a liquidity of 60201560.74 MIM, 46669735.86 UST, leverage = 1000, fees = 0.04% and stated swap 
prices of 0.9993388473 UST per 1 MIM and 0.9999 MIM per 1 UST 



The origin of Error 1 can be guessed from the code comment itself. If amp was initialised as 

A(𝑁𝑐𝑜𝑖𝑛)𝑁𝑐𝑜𝑖𝑛−1 then the equation 𝐴𝑛𝑛 = amp ∗ 𝑁𝑐𝑜𝑖𝑛 would be correct. The coding difference 

between (𝑁𝑐𝑜𝑖𝑛)𝑁𝑐𝑜𝑖𝑛−1 and 𝑁𝑐oin(𝑁𝑐𝑜𝑖𝑛 − 1) is a single asterisk: 

• 𝑁𝑐𝑜𝑖𝑛(𝑁𝑐𝑜𝑖𝑛 − 1) is coded as N_COINS * (N_COINS – 1) 

• (𝑁𝑐𝑜𝑖𝑛)𝑁𝑐𝑜𝑖𝑛−1  is coded as N_COINS ** (N_COINS – 1) 

To properly inform creators of later StableSwap-based AMMs the comment in Line 131 should 

therefore have been: 

@param _A Amplification coefficient multiplied by n ** (n - 1) 

However, due to Error 2 the Error 1 is somewhat immaterial – 3pool and many other StableSwap pools 

that use the same original source code have been initialised with the assumption the __init__() 

argument _A is the A parameter of the StableSwap white paper when the code presumes _A is equal 

to 𝐴(𝑁𝑐𝑜𝑖𝑛)𝑁𝑐𝑜𝑖𝑛−1.  

Though the only impact of this is to result in a lower effective leverage, with everything else of the 

pool operating unchanged, it illustrates the perceived benefit of rapid duplication and deployment of 

DeFi infrastructure comes with important caveats, as highlighted in Error 3 – failure to check the code 

does what it claims to do before deploying it. 

As AMMs become more ingrained they will be incorporated into larger systems, both CeFi and DeFi. 

It is highly likely such systems will incorporate the AMM’s parameters to tailor their dynamics to the 

specifics of each pool on the assumption that the AMM “does what it says on the tin”, or rather “does 

what it says in the white paper”. In a world where the motto is “code is law”, everyone’s code is 

publicly accessible and patching a live system is impossible, the act of copy and pasting code is both 

very tempting and very dangerous. With Curve having passed multiple audits it highlights the need to 

audit DAOs from scratch, the fact they duplicate 90+% of their code from previously audited platforms 

does not mean they should be “rubber stamped”. 

This is particularly highlighted by the code of Curve’s 4pool, which contains a correction to the */** 

typo mistake in 3pool: 

Unfortunately, the prices stated on Curve are still not reproduced by passing the code _A=32,000, 

which is what the 𝐴 = 500, 𝑁 = 4 parameters suggest the input should be, which would produce the 

𝐴𝑛𝑛 =  128,000. Instead, they are still following the under-leveraged 𝐴𝑛𝑛 =  2,000 price curve. 

One potential solution to this is “independent redundancy”, at least at the white paper stage. When 

NASA designed and built the Space Shuttle, they implemented a “quad+” redundant system – 5 

computers processed identical data, 4 of which were identical, both in hardware and software, and 

built by a single contractor while the 5th was built and ran software by entirely separate contractors. 

This avoided duplicating errors on all levels – it was unlikely two programmers using different 

platforms and not in communication would produce the same typo or bug.  

As new DAOs and white papers are written this principle could be implemented – following the 

creation of the mathematical/algorithmic framework of a new smart contract multiple versions are 

implemented by different coders in multiple languages and a battery of tests performed. While Python 

or Java implementations cannot run on the EVM they would provide checks and balances for smart 

contracts, as well as convenient locally executable for traders wanting to simulate AMM behaviour 

given a series of swaps, deposits, and withdrawals. 



  



Summary 

Automated Market Makers are a demonstration of the potential for DeFi, and blockchain based 

systems in general – providing a complete automation of a fundamentally important process within 

financial systems.  

They are moving pricing schemes away from market driven black boxes implemented by individual 

institutions, almost manually adapting to market dynamics, and into the public domain. Increased 

transparency, the removal of potential alterations motived by self-interest, lowering fees, predictable 

responses to liquidity and swap volumes all make for desirable aspects of DeFi.  

With the extra transparency in the pricing models comes the challenge, and opportunity, of an 

investor being able to enrich their own strategies by providing liquidity to, or making use of, specific 

AMMs based on their properties. 

• UniSwap V2 

o Invariant-based, with simple formulae giving clear behaviour and lower gas fees 

o Prices defined by liquidity with no “control parameters” for high levels of slippage 

o High slippage opens possibilities for significant impermanent loss. 

o Generates a time accumulator price oracle 

• UniSwap V3 

o Invariant-based, using the same invariant as UniSwap V2 

o Allows concentrated liquidity for elaborate liquidity provider strategies 

o Generates a log-space accumulator price oracle 

• Balancer 

o Invariant-based, generalising UniSwap model by adding in weights for each token 

o Weights allow price setting for arbitrary liquidity 

o More complicated, but solvable, formulae avoiding numerical methods and their high 

gas fees 

• Curve V1: StableSwap 

o Invariant- based, generalising UniSwap model by introducing leverage parameter to 

control slippage 

o Complicated formulae requiring numerical methods and higher gas fees than UniSwap 

• Curve V2: CryptoPool 

o Invariant-based, generalising StableSwap’s leverage with extra calibration parameters 

o Pricing oracle inputs allow leverage to be focused at any price, not just 1:1 Stablecoins 

o More complicated formulae requiring numerical methods, further increasing gas fees 

• Bancor 

o Semi-unilateral based exchange, using its own smart token as part of exchanges 

o Uses constant reserve ratios between smart token and reserves, instead of weights 

o Produces very similar behaviour to Balancer, and thus UniSwap, by associated weights 

with constant reserve ratios and smart token supply with invariant curve 

o Impermanent Loss protection implemented through fees and liquidity locking, not 

novel slippage models 

• Platypus 

o Truly unilateral exchange model, preventing liquidity fragmentation by dynamically 

linking token pools as and when swaps are performed. 

o No direct leverage parameter akin to Invariant-based methods 



o Entirely different mathematical approach to all other explored exchange models, with 

the potential to be generalised or modified in many ways 

o Requires manifest arbitrage protection due to unique mathematical approach – 

currently incorrectly implemented 

The easy generalisation of Invariant-based exchanges has already led to their proliferation and 

adaptation to newly emerging DeFi requirements or desires. This proliferation will only continue as 

new DeFi sectors emerge and evolve, likely pushing the complexity of AMMs even further, both in 

terms of mathematics and their code.  

The lack of a central overseer can be just as big a weakness as a strength in a “code is law” world 

because blockchain doesn’t debug code, it makes it immune to tampering and patching. The under-

leveraging of 3pool’s Vyper implementation demonstrates how easy it is for errors to slip through, 

especially given it has no impact on the security, coding structure or generic behaviour of the pool.  

With publicly available code bases and the increasing blockchain experience of new developers the 

temptation, or routine habit, will be to reuse larger and larger pre-built systems – already seen in the 

duplication of 3pool’s error in other pools. In a CeFi world newly discovered bugs can be patched out 

quickly and, perhaps just as importantly for investor confidence, quietly behind the scenes. DeFi’s 

need to redeploy entire platforms and then do a token migration means everyone must be told and 

must act to ensure a proper migration. For niche use cases this might be acceptable but redeploying 

a large pool that does billions of dollars of transactions a day will present major disruptions that could 

rumble on for years.  

A trader or institution looking for a new DeFi alternative to traditional CeFi systems may be enticed by 

high returns through liquidity farming or low swap fees and see a successful audit as conclusive proof 

of the platform’s safety.  

However, if many audits are too reactionary, instead of being proactive, they look to assess previously 

exploited vulnerabilities, trying to avoid repeats of previous DeFi systems. This can leave open issues 

from new or previously under-considered avenues. The open nature of an exchange’s pricing model 

and the ease with which new models can be decided upon, implemented and deployed means 

mathematical attacks are a vector that will increase in prominence as the models evolve to address 

new requirements in the DeFi sector, exploiting the potential mindset of “if the models are public 

surely that means they’re sound?”, trusting that someone will have checked the underlying details. 

The mathematical complexity of Platypus, relative to the other exchanges we examined, is a prime 

example of this – the new approach has significant potential but also needs significant evaluation, 

especially when arbitrage protection must be explicitly added. If someone duplicated the Platypus 

code base and decided to significantly change the slippage function it could require a complete re-

evaluation of the arbitrage protection.  

We hope that the auditing community will be proactive in increasing their attention of the 

mathematical models used in DeFi systems so that they can evolve alongside the community’s needs. 

Until this happens it is vital to any investor considering providing liquidity to AMMs or using on them 

to perform significant volumes of business to ensure they are fully assessed on every level before 

relying on them. 

 

 



 

 

Appendix 

Impermanent Loss Proof 

Here we detail the mathematical origin of Impermanent Loss – losses incurred by arbitrage actions on 

a single (relative) price move, followed by a removal of those losses via further arbitrage actions after 

the (relative) price returns to its initial values. Due to its algebraic convenience we focus on a Constant 

Product Market Maker (CPMM), such as UniSwap.  

Initial Status 

A 2-token CPMM is initialised with (𝑇𝑥 , 𝑇𝑦) token deposits (𝑥0, 𝑦0) and liquidity invariant 𝜅 = 𝑥0𝑦0. 

The CPMM will give an initial relative spot price 𝑃𝑦→𝑥,0 ≡ 𝑃0 of −
𝑑𝑦

𝑑𝑥
(𝑥0) = +

𝜅

𝑥0
2 =

𝑦0

𝑥0
 . This implies 

𝜅 = 𝑃0𝑥0
2 = 𝑃0

𝜅2

𝑦0
2 and so  𝜅 =

𝑦0
2

𝑃0
. This spot price initially matches the market price 𝑝, so there is no 

arbitrage opportunity, and the CPMM’s portfolio market value is 𝑉 = (𝑃0𝑥0 + 𝑦0), as priced in units 

of 𝑇𝑦.  

More succinctly, the state of the system is the tuple 𝑆 = (𝑥, 𝑦, 𝑝) with value 𝑉(𝑆) = 𝑝𝑥 + 𝑦. Initially 

we have 𝑆0 = (𝑥0, 𝑦0, 𝑃0). 

Market Movement 1 

The market price suddenly changes to 𝑃1, so arbitragers can sell 1 𝑇𝑥 token for 𝑃1 𝑇𝑦 tokens on the 

market.  

𝑆0 → 𝑆1
− = (𝑥0, 𝑦0, 𝑃1)  ⇒  𝑉(𝑆1

−) = 𝑉1
− = 𝑃1𝑥0 + 𝑦0 

The CPMM still uses the price 𝑃0 =
𝑦0

𝑥0
 so market/CPMM arbitrage is possible. The point where the 

CPMM provides no benefit over the market is when the CPMM price reaches 𝑃1 :  

𝑃1 = −
dy

dx
(𝑥1) = +

κ

𝑥1
2 =

𝑃0𝑥0
2

𝑥1
2  ⇒  𝑥1 = √

𝑃0

𝑃1
𝑥0  ,   𝑦1 = √

𝑃1

𝑃0
𝑦0 

The change in the pool determines the maximum arbitrage swap possible: 

𝑑𝑥0 = (√
𝑃0

𝑃1
− 1) 𝑥0 ,  𝑑𝑦0 = (√

𝑃1

𝑃0
− 1) 𝑦0 

For 𝑃1 < 𝑃0 this will prompt the arbitrager to sell 𝑇𝑥 tokens to the CPMM, which will provide more 𝑇𝑦 

tokens per 𝑇𝑥 than the open market, up to a point, making 𝑑𝑥0 > 0, 𝑑𝑦0 < 0. Conversely if 𝑃1 > 𝑃0 

the arbitrager will sell 𝑇𝑦 tokens to the CPMM for above market rates, making 𝑑𝑥0 < 0, 𝑑𝑦0 > 0. 

This gives the new, arbitrage free, state: 

𝑆1
− → 𝑆1

+ = (𝑥1, 𝑦1, 𝑃1) = (𝑥0 + 𝑑𝑥0, 𝑦0 + 𝑑𝑦0, 𝑃1) = (√
𝑃0

𝑃1
𝑥0, √

𝑃1

𝑃0
𝑦0, 𝑃1) 



Relative to market prices the ratio15 of these two swapped token sets is not 1,  

−
𝑉(𝑑𝑥0,0, 𝑃1)

𝑉(0, 𝑑𝑦0, 𝑃1)
= −

(√
𝑃0
𝑃1

− 1) 𝑥0𝑃1

(√
𝑃1
𝑃0

− 1) 𝑦0

= √
𝑃0

𝑃1

𝑥0

𝑦0

𝑉𝑥
1

𝑉𝑦
1 = √

𝑃0

𝑃1

1

𝑃0
𝑃1 = √

𝑃1

𝑃0
 

The direction of the swap is controlled by 
𝑃1

𝑃0
 and we see if 

𝑃1

𝑃0
< 1 the value of the 𝑇𝑥 flowing into the 

CPMM is less than the value of the 𝑇𝑦, giving arbitrage value. Conversely if 
𝑃1

𝑃0
> 1 the swap direction 

flips and arbitrary value still exists.  

The liquidity value of the arbitrage-free state, 𝑆1
+, can be expressed in terms of the original 𝑆0

+: 

𝑉(𝑆1
+) = 𝑃1𝑥1 + 𝑦1 = 𝑃1√

𝑃0

𝑃1
𝑥0 + √

𝑃1

𝑃0
𝑦0 = √𝑃0𝑃1𝑥0 + √

𝑃1

𝑃0
𝑦0 

This allows a direct calculation of the value lost to arbitrage: 

𝑉(𝑆1
−) − 𝑉(𝑆1

+) = (𝑃1𝑥0 + 𝑦0) − (𝑃1𝑥1 + 𝑦1) 

Substituting for 𝑥1, 𝑥0, 𝑦1 in terms of 𝑦0: 

𝑉(𝑆1
−) − 𝑉(𝑆1

+) =
𝑃1

𝑃0
(√

𝑃0

𝑃1
− 1) 𝑦0 + (√

𝑃1

𝑃0
− 1) 𝑦0 = − (√

𝑃1

𝑃0
− 1)

2

𝑦0  ≤ 0 

Therefore, if 
𝑃1

𝑃0
 ≠ 1 there is always loss to arbitrage regardless of price movement up or down.  

Note that since 𝑦0 =
κ

𝑥0
 it follows that the overall amount of value that can be extracted from the 

CPMM is proportional to its liquidity – largely liquidity reduces slippage, which means more 

opportunity for an arbitrager to do “net gain” swaps before the CPMM has adjusted. 

Market Movement 2 

Suppose now the market instantaneously moves to a new price, 𝑃2, 

𝑆2
− = (𝑥1, 𝑦1, 𝑃2) 

Arbitragers will once again look to exploit the CPMM until its price matches the market, giving very 

similar results to the first round of arbitrage: 

𝑆2
− → 𝑆2

+ = (𝑥2, 𝑦2, 𝑃2) = (𝑥1 + 𝑑𝑥1, 𝑦1 + 𝑑𝑦1, 𝑃2) = (√
𝑃1

𝑃2
𝑥1, √

𝑃2

𝑃1
𝑦1, 𝑃2) 

Following this arbitrage, the market value of the CPMM’s portfolio has changed again: 

𝑉(𝑆2
+) = 𝑃1𝑥1 + 𝑦1 = √𝑃1𝑃2𝑥1 + √

𝑃2

𝑃1
𝑦1 

 
15 Accounting for the relative minus sign between “swap in” and “swap out” 



Expressing 𝑆2
+ in terms of 𝑆1

+ and then 𝑆0
+ gives an elegant result: 

𝑉(𝑆2
+) = √𝑃1𝑃2 (√

𝑃0

𝑃1
𝑥0) + √

𝑃2

𝑃1
(√

𝑃1

𝑃0
𝑦0) = √𝑃0𝑃2𝑥0 + √

𝑃2

𝑃0
𝑦0 

This is the same value as would have occurred if the market had jumped from 𝑃0 directly to 𝑃2, the 

intermediate price 𝑃1 is irrelevant.  

This is the fundamental essence of the impermanence of Impermanent Loss - if 𝑃2 = 𝑃0 then the 

market has returned to its original state and the portfolio market value also returns to its original 

state: 

𝑉(𝑆2
+|𝑃2 = 𝑃0) = √𝑃0𝑃0𝑥0 + √

𝑃0

𝑃0
𝑦0 = 𝑃0𝑥0 + 𝑦0 = 𝑉(𝑆0

+) 

The “on paper” loss after the first price move has been made cancelled out following the market’s 

correction back to its original pricing scheme. The “Mattress Investment Strategy” is then 

outperformed by accounting for the fees given to liquidity providers.  

This can seem counter intuitive at first – at each stage arbitragers extract value, yet the loss vanishes? 

It is important to remember “value” is not conserved, the external market price changes constantly 

redefine the value of the CPMM’s liquidity and price slippage also induces liquidity value changes by 

its very nature.  

CFMMs with more complicated invariant curves will experience similar behaviours, though the 

resultant value changes and arbitrage opportunities will require iterative or approximation methods 

to calculate. 

Concentrated Liquidity 

This section outlines the concept Concentrated Liquidity as implemented in UniSwap V3 (Adams Z. S., 

2021) and elaborates on the benefits and costs of such a system. 

A LP with assets of 𝑋 𝑇1 tokens and 𝑌 𝑇2 tokens can create a vanilla CPMM using the invariant 𝑋𝑌 =

 𝜅, with initial instantaneous pricing 𝑃 = −
𝑑𝑦

𝑑𝑥
(𝑋, 𝑌) =

𝜅

𝑋2 =
𝑌

𝑋
= 𝑝∗. Assuming this reflects the 

current market prices the total value of the CPMM’s holdings is  

𝑉 = (𝑃∗𝑋 + 𝑌)𝑉(𝑇2) = (2𝑌)𝑉(𝑇2) 

A second LP might wish to replicate the pricing of this CPMM but with much less liquidity. To that end 

we create an AMM that boosts the reserves by adding some positive numbers to them, 𝑥 ↦ 𝑥 + 𝛼 , 

𝑦 ↦ 𝑦 + 𝛽. Since the instantaneous price, 𝑃 =  −
𝑑𝑦

𝑑𝑥
 , is invariant under translations they are a 

natural transformation to consider. 

For convenience we write 𝛼 = √𝜉−1 . 𝜅 and 𝛽 = √𝜆 . 𝜅 where κ is the invariant of the CPMM we wish 

to replicate, and construct a new Constant Product invariant: 

ቀ𝑥 + √𝜉−1 . 𝜅ቁ (𝑦 + √𝜆 . 𝜅) = 𝜅 



The “raw liquidity” of 𝑥 has been boosted into the “effective liquidity” of 𝑥 + √ξ. κ and likewise for 𝑦. 

One immediate outcome of this change is that it is now possible to exhaust the holdings of this 

Concentrated Liquidity AMM (CLAMM) in a particular token. 

𝑥 = 0 ⇒  √𝜉−1 . 𝜅(𝑦 + √𝜆 . 𝜅) = 𝜅 ⇒  𝑦 = √𝜅(√𝜉 − √𝜆) 

𝑦 = 0 ⇒  ቀ𝑥 + √𝜉−1 . 𝜅ቁ √𝜆 . 𝜅 = 𝜅 ⇒  𝑥 = √𝜅 (
1

√𝜆
−

1

√𝜉
) 

Therefore, this new invariant has restricted the token holdings of the CPMM: 

𝑥  ∈ (0, √κ (
1

√λ
−

1

√ξ
))  ,  𝑦  ∈ ቀ0, √κ(√ξ − √λ)ቁ   

This also caps the level of price slippage the CLAMM can provide. 

𝑃(𝑥, 𝑦) = −
𝑑𝑦

𝑑𝑥
(𝑥, 𝑦) = +

𝜅

ቀ𝑥 + √𝜉−1 . 𝜅ቁ
2  ⇒  𝑃(0, 𝑦𝑚𝑎𝑥) = 𝜆 ,  𝑃(𝑥𝑚𝑎𝑥, 0) = 𝜉 

The price is a monotonically decreasing function of 𝑥 and so takes its minimal value when 𝑥 is 

maximised, equivalent to 𝑦 = 0 for the CLAMM. Similarly, the price is maximised when 𝑥 is minimised. 

⇒  𝜉 = 𝑃𝑚𝑎𝑥 ,  𝜆 = 𝑃𝑚𝑖𝑛 

This gives an intuitive parametrisation for LPs looking to concentrate their deposits within the CLAMM, 

(𝑥 +
√κ

√𝑃𝑚𝑎𝑥

) (𝑦 + √𝑃𝑚𝑖𝑛√κ) = κ2 

To calculate the initial capital required to replicate the original CPMM of liquidity κ, along with its 

initial pricing scheme, we calculate the instantaneous price under the CLAMM and use it to deduce 

the initial concentrated liquidities: 

−
𝑑𝑦

𝑑𝑥
(𝑥0, 𝑦0) = +κ (𝑥0 +

√κ

√𝑃𝑚𝑎𝑥

)

−2

= 𝑝∗  ⇒  𝑥0 = √κ (
1

√𝑃∗
−

1

√𝑃𝑚𝑎𝑥

) 

Inserting into the CLAMM invariant gives the 𝑦 = 𝑦0 initial concentrated liquidity: 

(𝑥0 +
√κ

√𝑃𝑚𝑎𝑥

) (𝑦0 + √𝑃𝑚𝑖𝑛√κ) = κ2  ⇒  𝑦0 = √κ(√𝑃∗ − √𝑃𝑚𝑖𝑛) 

Both 𝜅, 𝑃∗ are defined in terms of the original CPMM’s initial liquidity (𝑋, 𝑌), giving the CLAMM an 

initial configuration of 

𝑥0 = √𝑋𝑌 (√
𝑋

𝑌
−

1

√𝑃𝑚𝑎𝑥

) = 𝑋 −
√𝑋𝑌

√𝑃𝑚𝑎𝑥

  ,   𝑦0 = √𝑋𝑌 (√
𝑌

𝑋
− √𝑃𝑚𝑖𝑛) = 𝑌 − √𝑃𝑚𝑖𝑛√𝑋𝑌 

This has replicated the original CPMM’s behaviour over the price range 𝑃 ∈ [𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥] but with less 

liquidity. By decreasing 𝑃𝑚𝑎𝑥 the 𝑇1token requirements are reduced, while increasing 𝑃𝑚𝑖𝑛 reduces 

the 𝑇2 token requirements. In each case the price limit is 𝑃∗ =
𝑌

𝑋
 , as after that the token requirements 

become negative and meaningless. To avoid this, we require 𝑃𝑚𝑖𝑛 < 𝑃∗ < 𝑃𝑚𝑎𝑥. This is entirely 



expected – we cannot use concentrated liquidity to reproduce a price 𝑃∗ if that price isn’t in the 

concentrated liquidity interval, 𝑃∗  ∉ [𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥]. Examples of a successful replication and failed 

replication are shown in Figure 16. 

An alternative perspective is to start with initial liquidity (𝑥0, 𝑦0) and desired pricing interval 𝑃 ∈

[𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥] and calculate the effective liquidity by solving the above quadratic: 

𝐴 = √
𝑃𝑚𝑖𝑛

𝑃𝑚𝑎𝑥
− 1  ,  𝐵  =  

𝑦0

√𝑃𝑚𝑎𝑥

+ 𝑥0√𝑃𝑚𝑖𝑛  ,  𝐶  =  𝑥0𝑦0  ⇒  √𝜅 =
−𝐵 ± √𝐵2 − 4𝐴𝐶

2𝐴
 

Immediately we see that 𝐴 → 0 as 
𝑃𝑚𝑖𝑛

𝑃𝑚𝑎𝑥
→ 1, which causes κ → ∞, showing the effective liquidity is 

infinite as we concentrate raw liquidity into smaller and smaller intervals. Examples of this are shown 

in Figure 18 and Figure 17: the raw liquidity curve (Red) is converted into concentrated liquidity curves 

(Orange), which replicate the behaviour of a section of the effective liquidity curves (Blue) 

Calculating the CLAMM’s market value shows the significantly lower investment costs: 

𝑉 = (𝑃∗ (𝑋 −
√𝑋𝑌

√𝑃𝑚𝑎𝑥

) + 𝑌 − √𝑃𝑚𝑖𝑛√𝑋𝑌) 𝑉(𝑇2) 

            = (2𝑌)V(𝑇2) − 𝑌 (
1

√𝑃𝑚𝑎𝑥

√
Y

X
+ √𝑃𝑚𝑖𝑛√

X

Y
) V(𝑇2) 

Figure 17 – Concentrated liquidity and price replication. Left: Raw liquidity curve (Green) and price point (Red) replicated 
within concentrated liquidity pool’s (Blue) price point (Purple). Right: Raw liquidity curve (Green) and price point (Red) 
cannot be replicated within concentrated liquidity pool’s (Blue) price point (Purple). 



 

            = (2𝑌)V(𝑇2) − 𝑌 (√
𝑃∗

𝑃𝑚𝑎𝑥
+ √

𝑃𝑚𝑖𝑛

𝑃∗
) V(𝑇2) 

= (2 − √
𝑃∗

𝑃𝑚𝑎𝑥
− √

𝑃𝑚𝑖𝑛

𝑃∗
)  Y V(𝑇2) 

The ratio of the CLAMM to CPMM cost reduces to depending entirely on the price bounds 

Figure 19 : Liquidity curves for (𝑥0, 𝑦0) = (100,100) with raw liquidity  𝜅 = 10000  (Red), concentrated liquidity 
(Orange) and effective liquidity (Blue). Left:  (𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥) = (0.278 , 3.597) gives 𝜅∗ = 44752, 𝑥𝑚𝑎𝑥 = 289.6 and 
𝑦𝑚𝑎𝑥 = 289.6. Right:  (𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥) = (0.819 , 1.221) gives  𝜅∗ = 1104250, 𝑥𝑚𝑎𝑥 = 210.5 and 𝑦𝑚𝑎𝑥 = 210.5 

Figure 18 : Liquidity curves for (𝑥0, 𝑦0) = (100,100) with raw liquidity  𝜅 = 10000  (Red), concentrated liquidity 
(Orange) and effective liquidity (Blue).  Left:  (𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥) = (0.30,3.32) gives 𝜅∗ = 49123, 𝑥𝑚𝑎𝑥 = 282.2 and 
𝑦𝑚𝑎𝑥 = 282.2. Right:  (𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥) = (0.54,99.5) gives  𝜅∗ = 25235, 𝑥𝑚𝑎𝑥 = 198.5 and 𝑦𝑚𝑎𝑥 = 1466.8 



ρ =
𝑉(𝐶𝐿𝐴𝑀𝑀)

𝑉(𝐶𝑃𝑀𝑀)
=

1

2
(2 − √

𝑃∗

𝑃𝑚𝑎𝑥
− √

𝑃𝑚𝑖𝑛

𝑃∗
)  

Writing the 𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥 as a proportion of the initial price, 𝑃𝑚𝑖𝑛/𝑚𝑎𝑥 = 𝑟𝑚𝑖𝑛/𝑚𝑎𝑥𝑃∗, shows that the 

ratio benefit of concentrating liquidity is independent of the price, only the relative interval of 

concentration. 

ρ =
𝑉(𝐶𝐿𝐴𝑀𝑀)

𝑉(𝐶𝑃𝑀𝑀)
=

1

2
(2 − √

1

𝑟𝑚𝑎𝑥
− √𝑟𝑚𝑖𝑛)  

Example 

Suppose a LP created a vanilla CPMM using 102 𝑇𝑥 tokens and 106 𝑇𝑦 tokens, giving liquidity κ = 108 

and an instantaneous price of 𝑃(𝑥, 𝑦) =
κ

𝑥2 = 104 𝑇𝑦 tokens for a single 𝑇𝑥 token. 

A second LP wants to be able to replicate this over the price range 𝑃 ∈ [ 6400 , 12100 ] using a 

CLAMM. Converting the price interval into spot price ratios: 

[ 6400 ,  12100 ] = [0.82 ×  104, 1.12  ×  104] 

The capital necessary to match the liquidity profile and initial pricing scheme is 

𝑥0 = X −
√XY

√𝑃𝑚𝑎𝑥

= 9.1 ,  𝑦0 = Y − √𝑃𝑚𝑖𝑛√XY = 200,000 

The cost reduction in using the CLAMM is significant, 

ρ =
𝑉(𝐶𝐿𝐴𝑀𝑀)

𝑉(𝐶𝑃𝑀𝑀)
=

1

2
(2 − √

1

1.12
− √0.82) =

1

2
(2 − 0.91 − 0.8) = 0.145 

Therefore, creating a CLAMM with concentrated liquidity in the 64%-121% price interval around a 

price point is less than 15% the cost of creating an equivalent CPMM, regardless of the initial price. 

UniSwap Price Oracle 

In the white papers of both UniSwap V2 and V3 the index range of initial time-windowed price is 

wrong. Equation (3) of UniSwap V2 (Adams Z. R., 2020, p. 3) gives the following definition: 

 

The second expression is not equal to the expressions that follow due to the summation range: 

∑ 𝑝𝑖

t2

i=t1

= ∑ 𝑝𝑖

t2

i=1

− ∑ 𝑝𝑖

t1

i=1

+ 𝑝𝑡1
 ≠ ∑ 𝑝𝑖

t2

i=1

− ∑ 𝑝𝑖

t1

i=1

 

To illustrate this, we set 𝑡1 = 1 and 𝑡2 = 4 : 



𝑝(1 → 4) =
1

4 − 1
∑ 𝑝𝑖

4

i=1

=
1

3
(𝑝1 + 𝑝2 + 𝑝3 + 𝑝4)  

To match the denominator’s 𝑡2 − 𝑡1 scaling the price accumulator should either not include 𝑝𝑡1
 or 𝑝𝑡2

. 

Not including the 𝑝𝑡1
leads to the expression given earlier in this article: 

𝑝(t1 → t2) ≡
1

𝑡2 − 𝑡1
∑ 𝑝𝑖

t2

𝑖=t1+1

=
𝐴𝑡2

− 𝐴𝑡1

t2 − t1
 

The same error occurs between Equations (5.2), (5.3) and (5.4) of the UniSwap V3 white paper (Adams 

Z. S., 2021, p. 4): 

The same misalignment at 𝑡 = 𝑡1 occurs: 

∑ 𝑙𝑜𝑔ξ(𝑝𝑖)

t2

i=t1

= ∑ 𝑙𝑜𝑔ξ(𝑝𝑖)

t2

i=1

− ∑ 𝑙𝑜𝑔ξ(𝑝𝑖)

t1

i=1

+ 𝑙𝑜𝑔ξ(𝑝𝑡1
)   ≠ ∑ 𝑙𝑜𝑔ξ(𝑝𝑖)

t2

i=1

− ∑ 𝑙𝑜𝑔ξ(𝑝𝑖)

t1

i=1

 

Using the same 𝑡1 = 1, 𝑡2 = 4 example: 

𝑝(𝑡1 → 𝑡2) = (∏ 𝑝𝑖

𝑡2

𝑖=𝑡1

)

1
𝑡2−𝑡1

 →  𝑝(1 → 4) = (∏ 𝑝𝑖

4

𝑖=1

)

1
4−1

= √𝑝1𝑝2𝑝3𝑝4
3   

The 𝑝𝑡1
term should not be included in the time windowed expression to give the correct geometric 

mean. 

Provided a pool only uses the accumulator-based definition this is only an error on paper. However, if 

the “raw” expressions ∑ 𝑝𝑖
t2
i=t1

 or ∏ 𝑝𝑖
𝑡2
𝑖=𝑡1

 are used anywhere there will be inconsistencies within the 

pool’s pricing oracle. For large time windows, 𝑡2 − 𝑡1 = δ𝑡 ≫ 0, the errors will be small but for small 

time windows the differences could be significant. 

For example, set δ𝑡 =  1: 

• Raw arithmetic expression: 
1

1
∑ 𝑝𝑖

t1+1
i=t1

= 𝑝𝑡1
+ 𝑝𝑡1+1 

• Arithmetic accumulator equivalent: 
1

1
∑ 𝑝𝑖

t1+1
i=t1+1 = 𝑝𝑡1+1 

• Raw geometric expression: ቀ∏ 𝑝𝑖
𝑡1+1
𝑖=𝑡1

ቁ

1

1
= 𝑝𝑡1

𝑝𝑡1+1 

• Geometric accumulator equivalent: ቀ∏ 𝑝𝑖
𝑡1+1
𝑖=𝑡1+1 ቁ

1

1
= 𝑝𝑡1+1 

Fortunately, the smart contracts for UniSwap V2 (UniSwap, 2020) & V3 (UniSwap, 2022) only use the 

accumulator versions. Despite this, the error in the white paper can easily be incorporated into smart 

contracts written by 3rd parties who have read the white paper and are looking to build upon the 



UniSwap approach or who wish to develop a platform that interacts with a UniSwap AMM and whose 

internal model of the price oracle is more conveniently written using the “raw” expressions.  
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