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Coursework 1: Sensing  
 

1. Introduction and objectives 
This report discusses the development of a film-rating service based on emotion and 
movement of the viewer. Film reviews are usually a combination of objective analysis of 
aspects of a film, like directing, plot, cinematography and acting, together with subjective 
evaluation of aspects of the deeper substance like emotional impact, depth of thinking and 
authenticity. Both the objective and subjective side of a film review involve conscious 
thinking and analysis. This project aims to bring the viewer information on their 
subconscious, visceral reaction to a film. It is not in any way meant to be a standalone 
review system, as experience from films cannot be represented through emotions only. The 
purpose is to provide a source of nuanced, previously unknown data that a film viewer can 
take into consideration when forming an opinion on a film.  

 
Personal objectives were to build an interactive website powered by a Python back-end to 
display useful insights from data in an easy-to-understand form, become familiar with 
server communication, and learn to build and train a convolutional neural network using 
Python, and apply it to data from the real-world. 

 
The project consisted of three main stages - building the data collection app, building an 
interactive data visualisation app and reporting. These were carried out in a sequence 
shown in Figure 1.  

 

 
Figure 1 – Gannt Chart of Stages of the Project Development 

 
Firstly, a neural network was created and trained on a dataset of faces. Each of these were 
labelled with five emotions - happy, sad, neutral, surprised, angry. A Windows app was 
built that guides the user to load a film, appropriate subtitles file, and plays the film using a 
VLC API. During the playback it obtains image data from the webcam, processes it and 
feeds it into the neural network model. Emotions are recorded and stored for every second 
of the film playback. The camera data is also used to calculate the face movement of the 
user. Movement and gesture dynamics alone have been previously used for emotion 



recognition (Melzer, Shafir & Tsachor, 2019). In the context of the project, movement is 
used together with the facial expression data to infer the intensity of the recorded emotions. 
The calculated movement is also recorded for every second of the film playback. The .srt 
file is processed and correlated with the current playback time from the VLC API to record 
what the characters on the screen were saying at each second of the film.  

 
Sixty seconds of this data - emotions, movement, playback time, script lines - is stored and 
transferred every minute to a MongoDB Atlas Server. A new collection is created for each 
film and every minute of data is stored as a single document in this collection.  

 
A web app was developed and hosted locally. It pulls the data from Mongo Server and 
visualises it in a dashboard. The data is processed on loading of the website, directly on the 
client’s device using Python. Additional metrics like film rating, favourite section of film, 
distracted time and predominant emotions are inferred from the data. The Plot.ly library is 
used to display interactive graphs to visualise how the rating was obtained and how the 
user’s movement and emotions developed over the course of the film. An IMDb rating of 
the film, director and cast are also displayed using the Imdbpython API. 
 

2. Data Sources and sensing set-up 
Emotion Tracking 
The convolutional neural network is trained on a dataset that contains over 30 000 png 
images. Each image is grayscale with a resolution of 40 x 40 pixels, sorted into two folders 
- train and validation in a ratio of 80/20. Both train and validation directories contain five 
folders based on the emotion they are portraying - happy, sad, neutral, angry, surprised. 
Examples of these are shown in Figure 2. The ‘classification.py’ file is used to build the 
CNN. It loads the train and validation datasets. Keras module is used to build the sequential 
convolutional neural network. The network consists of seven blocks. In the first four, 3 x 3 
pixel convolutional kernels are applied to the input layers. Batch normalisation function 
normalises the output of each layer and max pooling function is used to calculate the 
maximum value of each patch of the feature map to reduce computation time. The model is 
then flattened, compiled and saved as a .h5 file. A model with accuracy of 66 per cent was 
achieved using the dataset.  

 

 
Figure 2: Example Dataset Emages Showing All the Emotions 

 
 



Initial Setup 
The python file collect_main.py is run when the user intends to watch a film, on the device 
they will be using to watch it. Firstly, it prompts them to store their film and subtitle files in a 
directory on their desktop. It then asks for the name of the directory to locate the files 
within it, using the Python OS module. The video files are printed out so that the user can 
specify which film they want to watch and the appropriate subtitle file to go with it. A face 
presence check is carried out next using the openCV module to get the user familiar with 
the emotion recognition software, so that they can adjust the camera angle so that the 
whole face is visible. A square is drawn around the user’s head in real time on the camera 
feed to show when a face is detected, together with a text message. The script requires the 
user to position their head within the frame for four seconds to continue. After the check is 
finished, the film file is loaded into VLC and initialised using the VLC API for Python. A five 
second countdown begins and afterwards the VLC window is taken full-screen and the film 
starts. The script was compiled into an .exe file using Pyinstall module for easier 
distribution and use. 

 
3. Data collection and storage process 

What Data Is Collected 
There are two real-time-based data streams tracked by the script - emotions using the 
expression recognition model and head movement. During the setup process, the neural 
network model is loaded and a video-stream is initialised from the webcam using the 
openCV module. The script uses the ‘haar_cascades_frontal_face.xml’ face classifier to 
recognise faces and crop the frames from the webcam to only show the face. It is also 
used to detect the x, y coordinates of the face in the video-stream together with the width 
and height of the recognised face. 
 
An algorithm was developed that parses a regular subtitle.srt file and returns a 
chronological list with an entry of what was said in the film at every second of the playback. 
Seconds during which noting was said are represented with a zero. The list can be indexed 
using the playback time. For example, entry number 89 outputs what was said during the 
90th second of the film. 

 
Data Collection Description 
After the film is started following the initial setup, the script enters a loop where a frame 
from the webcam is saved, cropped to only show the face, converted to greyscale and 
down sampled to 40 x 40 pixels. This is done to match the format of the dataset pictures. 
The picture is fed into the neural network model, which returns 5 numbers that reflect the 
confidence of the network that the recorded frame was of one of the 5 known emotions. 
The largest value is chosen as the predicted emotion and appended to the 
immediate_emotions_list. The other values are discarded. While in this loop, the initial 
position of the face is recorded. In the next run the new face coordinates are compared to 
the previous position, the distance-moved is calculated using simple trigonometry and 
appended to the immediate_movement_list. 
 

 
Figure3: Example of the Emotion Recognition Using a CNN-generated model 



How fast the face movement and expression recognition run depends on the computational 
performance of the user’s computer. Conclusively the number of entries in both the 
immediate emotion and movement lists will vary from user to user. The assumption is that 
all computers will be able to determine the facial expression and movement at least once 
per second. This was determined to be a safe assumption after testing on three laptops of 
varying performance, where the script was able to output at least 40 entries each second. 
However, performance optimisation and testing would need to be considered, should the 
app be taken to production. Continuous data sampling was chosen to capture small 
differences in head movement precisely over the course of one second as sampling at e.g. 
1Hz would miss most of the minor movements. As mentioned, it was determined to be safe 
as the script is meant to run on regular personal computers, where energy consumption 
and computational constraints were found to be a non-issue. 
 
At the end of every second since the start of playback, the emotion that occurred the most 
times in the immediate_emotions_list is appended to seconds_emotions_list as it would not 
be of any value to see how the emotion is changing every few milliseconds. The average 
face movement for that second is calculated and appended to the seconds_movement_list. 
VLC API is used to obtain the current playback time, which is appended to 
seconds_playback_list. In theory, the playback time could be inferred from the number of 
times the seconds loop was run. This was deemed to be risky as there might be stutters in 
the video or performance hick-ups of the code, and so the VLC API was used instead as a 
fail-proof method of determining the playback time. The current playback second is also 
used to find the film script lines that were said over the course of the past second from the 
parsed subtitle list. It is appended to seconds_text_list. The order in which the data is 
handled is shown in Figure 4. 
 

 
Figure 4: Hierarchy Of Data Handling 

 
When the number of entries in the seconds list equals 60, the seconds_playback, 
seconds_movement, seconds_emotion and seconds_text lists are stored in a dictionary 
with appropriate keys and a chronological order _id as shown in Figure 5. 
 

 
Figure 5: Dictionary Containing One Minute of Data 

 
MongoDB Atlas Cloud was chosen for storing the project data, because it is free and easy 
to use. It is an open-source document database. The service is robust, which eliminates the 
need for secondary backups as all data is transferred and stored in the Atlas Cloud. The 
document model is mapped to objects in the code, making it easy to implement, while 
providing options for scalability, should there be a need in the future. Although 



TimescaleDB provides better query performance and lower disk usage, it was determined 
unnecessary for a small-scale application as it does not provide a free option.  
 
The Pymongo module was used for connecting to the Atlas server in Python. A cluster was 
created where all the film data will be stored. When recording data from watching a new 
film, a new collection is automatically created in the Film Cluster using the Film Name. Each 
minute of data is then chronologically stored as a document in the collection every minute. 
The MongoDB data structure is shown in Figure 6. These can be easily managed using the 
Pymongo module or the mongo web app. 
 

 
Figure 6: MongoDB Datastructure 

 
To minimise the amount of data transferred and relieve strain from the pc running the 
logging script, all data processing is done in browser on the client’s device. Only raw data 
is transferred to and from the Mongo database. The timestamp, id, movement and 
emotions data is transferred as numerical values. The subtitle lines are transferred as 
strings. Size of a single dictionary containing one minute of recorded dat was found to be 
around 250bytes, while the size of data gathered from watching a two-hour long film would 
be around 30 kilobytes. 
 

4. Basic characteristics of the end-to-end systems setup 
 

 
 

Figure 7: Flow Diagram of the System 



Coursework 2: Internet of Things (up to 5 pages) 
 

1. Data Interaction/visualisation/actuation platform 
Python Dash module was chosen to implement the web app. It is a framework built on top 
of Flask and Plotly.js and React, which enables building of dashboards using Python. The 
apps run on a user’s web browser. Because of this, it provides a high-level way of creating 
interactive websites. If offers good integration with the Plotly module, which enables 
creation of interactive charts and other useful means of data visualisation.  

 
Using dash, both the backend and frontend are handled in a single Python file called 
client.py. Dash provides HTML classes that enable generation of HTML content. For ease 
of reading, functions for handling and processing of the data are stored and imported from 
functions.py. The Bootstrap theme was used as a skeleton for the UI and additionally a 
styles.css file is stored in the assets folder that customises the appearance of the web app. 

 
Further data processing needs to be carried out to the raw collected data stored in the 
MongoDB Cloud. Pymongo Pyhton module is used to access the Atlas Cloud database. 
The web app is fully based on the content from the Mongo cluster. Data for each film is 
stored in a separate collection in the cluster. Subpages are created automatically for each 
film, appropriately named and under an appropriate link, based on the names of the Mongo 
collections. When the website is opened in a browser, Dash automatically runs a 
render_page_content function, which was adjusted to take the url slug as an argument. A 
list is created with pathnames of all the films and displayed in the navbar, each pointing to a 
url slug of a film. Based on the url that the user inputs into the browser, functions which 
output the webpage content are called with the argument of the url slug. This way, all the 
dashboards for all films are output using only two functions. 
 
Each of the functions returns a Div class from Dash_html_components, which contains 
other HTML classes such as other Divs, Headers, Paragraphs etc. The content of the 
dashboards is card-based, formatted using the dbc.card class from the 
dash_bootstrap_components module. They are appropriately formatted into rows and 
columns using dbc.row and dbc.col classes, as shown in Figure 8. Custom injected CSS is 
used to specify the styling. 
 

 
Figure 8: Formatting Using the Bootstrap Components 

 
2. Data analytics, inferences and insights 

All the data processing functions are stored in the functions.py file and imported into the 
main client.py file. Every minute of the recorded data is stored on MongoDB in the form of 
dictionaries inside collections. All collections are downloaded and converted into one 



Pandas data frame for each film. This is to make the further processing easier and also 
because the plot.ly module that will be used to display charts requires a pandas dataset. 
They are stored in one dataframe list for easy accessing. It was chosen to download all the 
film data on the fist visit to the site, rather than only obtaining the specific film data after a 
film page is picked by the user. This is to be able to display the graph of favourite films on 
the home page, together with the total watch time and average rating across all the films, 
which require data of all the films. A library of 100 2-hour long recorded films would equate 
to an initial download of 3MB, which was deemed to be reasonable, although this aspect 
should be taken into consideration if the project is carried forwards. 
 
Film Rating 
A rating of the film is calculated from the collected data based on the recorded emotions 
and face movement. Movement alone can be used to infer emotion of the user (Melzer, 
Shafir & Tsachor, 2019). For this project it is paired with the emotion recognition to 
determine the intensity of the emotion. Amount of face movement was tested to determine 
what the output vales are, so they can be split up into three categories - no movement, 
medium amount of movement and large amount of movement. These three categories were 
then considered when determining how big of an effect an emotion should have on the 
rating. Firstly, it was established what score a film should get, if one emotion is kept 
throughout the whole playtime, as seen in Figure 9. For example, if the viewer only displays 
a neutral emotion and no movement, the film should get 65 / 100, as the viewer did not get 
distracted at all, so they clearly have been interested by the film, however it has not evoked 
any strong emotions. The contribution of emotions and movement to a score is 
cumulatively added each second. The average length of film was determined to be 90 
minutes. Based on this a contribution of the the emotion-movement combination for every 
second is calculated. At playbacktime = 0, each film is assigned a score of 50. Looking 
back at the example above, if a film is to get a score of 65 for all neutral emotions and no 
movement, contribution to score for every second is calculated as shown below. 
 

1_second_contribution = (Final_Score - Initial_Score)/5400 = 0.0028 
Initial_Score = 50 
Final_Score = 65 

Time_elapsed = 90minutes x 60 = 5400 seconds 
1_second_contribution = (65-50)/5400 = 0.0028 

 

 
Figure 9 – Description of Contribution of Movement and Emotion to the Score 



A multiplier is calculated based on the length of a film and all second contribution are 
normalised so that the final score is not dependent on the length of the film. If a constant 
emotion is detected for consecutive 5 seconds or more, a higher contribution to the score - 
depending on what the emotion is - is recorded as these mean that a constant emotion has 
been recorded. If there is no emotion recorded for 5 seconds or more, score is subtracted 
because the viewer is distracted and not paying attention. If there is a singular spike in 
movement and the linked emotion is happy, surprised or angry, a higher contribution to 
score is recorder as this means that the user is experiencing strong emotions.  
 
The 1_second_contributions are added to the original pandas dataframe in a new column 
called rating_seconds. The final score of the film is calculated by adding up all the 
1_second_contributions. 
 
Favourite Section 
The favourite section is a 20-second long section of a film which had the highest 
contribution to the rating. It is obtained by looping through the rating_seconds, first 
appending the initial 20 values to a running_list and calculating the sum. The value is stored 
and then in every other loop the next rating_second is appended and first value in the list is 
removed. Sum is calculated and compared to the previous highest sum. If It is bigger, the 
new section is remembered and the previous highest sum is reassigned. After the section 
with largest rating_seconds is found, the appropriate film script lines are retrieved from the 
pandas data frame. The favourite time section of the film is displayed together with the lines 
that were said during that section. 
 
Graphs Description 
Using the Plotly library, four graphs are constructed. Firstly a graph of emotions against the 
timestamp with a colour of the data points mapped to the rating_second. It shows the user 
how they emotions developed through the course of the film and what impact they have on 
the final score (see Figure 10).

 
Figure 10: Graph of Recorded Emotions Plotted Against the Playback Time 

 
Secondly a graph of movement against the timestamp to display how much the user was 
moving throughout the film (see Figure 11). Thirdly a graph of rating_seconds against the 
timestamp which shows how the film score was changing through the film (see Figure 12). 
 
 
 



     
Figure 11: Graph of Recorded Movement Plotted against the Playback Time. 

 

 
Figure 12: Graph Showing How the Score Evolved With Time 

 
Lastly a favourites graph showing all the films the user has watched, ordered based on the 
calculated rating. All the graphs are interactive and can be zoomed in and panned around 
by the user. The first three graphs also show what was said during each second in the film 
when hovering over a datapoint.   
 
Other Metrics 
The number of entries in the emotion_list with no emotion detected is summed up and 
output as Distracted Time, because the viewer was not looking at the screen. IMDb 
database is queried with the name of the film using the Python IMDb API to find the IMDB 
movie ID. This is then used to find the IMDB rating of the film, director, cast and the link. 
 
All of this information is displayed using the dash_bootstrap_cards class. Each element has 
its own card to visually distinguish between the different information as shown in Figure 13. 
 



 
Figure 13: Visual Distinction of the Different Metrics Using Bootstrap Cards 

 
3. Discussions on the important aspects of the project 

An important aspect to consider is the protection and privacy of the sensitive data when it 
comes to facial tracking and emotion recognition. The emotion recognition system for this 
project was only tested on a handful of people known to the author that agreed to do so. All 
emotion recognition is carried out locally on the user’s device. The information transferred 
to the server consists only of indexes that specify the emotion and distance that the face 
had moved. MongoDB also uses TLS/SSL encryption so that the traffic is only readable by 
the client. Data privacy would need to be closely considered, should this service be taken 
public, due to the sensitive nature of the data.  

 
From my point of view the important aspects were the personal learning objectives 
considering Python web app development and design, training and use of convolutional 
neural networks, server communication and data processing and handling were fulfilled. I 
feel I am in a good position to build on these learning and take the knowledge further in the 
future. 
 

4. Avenues for future work and potential impact 
A potential area for improvement could be the rating algorithm. A larger dataset of facial 
expressions and movement from film tracking would need to be collected together with the 
viewers objective rating of the film. A machine learning algorithm could be trained on this 
dataset to provide ratings closer representing the actual viewers feelings about the film. At 
the moment the service is more of an add-on to the usual film reviews, disconnected from 
what the viewer thinks. 

 
After sending the tracking script to some friends, the feedback was that sitting directly in 
front of a laptop camera at all times while watching a film is uncomfortable. Future work 
could be done into developing an app for Android TV or other proprietary TV operating 
systems, as many modern smart TVs have webcams. That way, the emotion tracking could 
be carried out in the background, while watching a film comfortably in the living room.  

 
The web app currently works for only one user. An account system could be developed in 
the future to allow multiple users to track and see their films. It is also running locally, on a 
server created by Dash. It was attempted to deploy the web app onto Heroku Server using 
the Heroku CLI Python module, which supports Python web apps and so minimal 
configuration is required. Because of the bandwidth and speed limitations of the free 
account tier, and the timeout setup of the server, the website was failing to load 
occasionally. In case of continuing on with the project, this avenue should be explored as 
Heroku also provides scalability to enterprise-level deployments, should it be desired in the 
future. 
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