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Abstract 

 

 Decentralized data storage networks, such as Arweave, Filecoin, and Storj, have enabled 

a new wave of decentralized development by creating trustless, secure methods of storing 

data.  This paper extends the functionality provided by these data storage networks through a 

SQL database synchronicity protocol that fuels rapid decentralized development, as well as 

maximizes data composability by enabling decentralized data to be accessed with SQL 

statements. 
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1. Introduction 
1.1 Motivation 

 

In this paper, we introduce KwilDB, a novel 

solution to enable a highly scalable, decentralized 

SQL database.  By leveraging SQL as the main 

method of interaction, KwilDB enables rapid, 

complex, decentralized development, while 

simultaneously removing the need for developers to 

learn any new skills and languages. 

The advantages of utilizing KwilDB can be 

separated into four distinct categories: 

1. Radically decreased development time 

2. Enhanced functionality and customization 

3. Lightning-fast query speed and load times 

4. Ease of data composability 

 

First, the implementation of a decentralized SQL 

database makes building on decentralized architecture 

native to nearly every developer.  SQL, or Structured 

Query Language, which was first introduced in 1979, 

has become the predominant query language for 

databases. Reportedly, 57% of professional 

developers know SQL1, and over 60% of databases 

currently in use are SQL databases.2  By extending the 

functionality of such a commonplace tool to 

decentralized architecture, KwilDB facilitates 

decentralized development with radically decreased 

development times and technical bars to entry. 

KwilDB also enables the development of 

certain functionalities that were previously impossible 

in Web3.  By providing developers with a full-featured 

SQL engine, KwilDB allows developers to execute 

highly complex queries against massive data sets in 

milliseconds.  This level of functionality and 

optimization allows Web3 applications to be data-

driven, while not having to compromise the 

decentralized nature of their product. 

Critical to the mass adoption of Web3 

technology is its ability to provide end users with the 

user experience they have become accustomed to in 

Web2.  In 2009, Amazon found that every 100ms 

increase in load times decreased total revenue by 

1%.3  Currently, Web3 data servicing solutions suffer 

from extremely long query times, significantly 

hampering adoption.  In the development of our test 

social application, Ecclesia, our team found that the 

time to load a user’s feed when using an Arweave 

gateway could be as long as 19 seconds.  When 

utilizing KwilDB, this query time decreased to an 

average of merely 175ms.  KwilDB’s ability to rapidly 

search through massive data sets by virtually any 

parameter enables client applications to deliver to their 

end users the UX necessary to be competitive and 

reach mass adoption. 

Finally, the most unique feature provided by 

KwilDB is the ease of data composability.  In DeFi, 

the Web3 community witnessed an explosion of 

financial tools that were built on top of trustless and 

permissionless smart contracts, enabling application-

level interoperability unlike ever before.  KwilDB 

enables this same level of composability with data 

sets, while exposing the data via regular SQL 

statements.  Whether a developer is looking to 

leverage an entire application’s data set, or is 

interested in conducting full text search to find specific 

pieces of data, KwilDB enables an extremely easy and 

efficient way to leverage data composability. 

 

1.2 Glossary of Terms 

Term Definition 

Data Set 

/ Data 

Moat 

A uniquely identifiable collection of 

data in a database, including all past 

state changes, and includes a staking 

pool. 

Staking 

Pool 

A pool of staked $KWIL tokens used to 

vote on data validity, choose validator 

order, and collateralize funds in funding 

pools. 

Funding 

Pool 

A community owned pool that enables 

communities to fund their validators and 

pay data / compute debts.  These can 

exist on any chain, and any Data Set can 

have multiple funding pools. 

Lead 

Validator 

The node who has the highest stake / has 

the most stake delegated to them.  This 

node is the default mechanism by which 

blocks are submitted to Arweave. 

Peer 

Validator 

Any node that has an amount staked and 

is not the lead validator.  Peer validators 

can maintain a full database, however 

they’re only required to maintain state 

changes for unconfirmed blocks. 

Secret A secret is a random 32 byte string used 

to retroactively verify data writes to the 

network.  At any point in time, there are 

three unique secrets defined for a Data 

Set. 



 

2. Standard 
2.1 Network Structure 

  

While all Kwil nodes utilize the same token, 

the structure of the network can be broken down 

among Data Sets.  Data Sets, which are also 

sometimes referred to as Data Moats, are simply 

application-specific databases living on top of the 

KwilDB protocol.  Unlike traditional blockchain 

networks4, a node is only responsible for interacting 

with peers operating the same Data Sets as them, and 

is not responsible for any other data. 

Figure 1: Validation Pools 

Depicted are 5 individual nodes.  2 nodes are serving Data Set A, 

2 nodes are serving Data Set B, and 1 node is serving both Data 

Sets A & B 

 

The ability to become a node (and therefore a 

validator) is determined by the amount staked in a 

staking pool.  Nodes either need to stake themselves in 

a pool, or have stake delegated to them by pool 

members.  Read more about staking pools in section 

6.1. 

By splitting the network among pool 

participants, data throughput is only limited by the 

hardware contained within the pool.  Therefore, 

regardless of the amount of KwilDB Data Sets, each 

Data Set has its own scalability threshold that is 

entirely independent of the rest of the 

network.  Furthermore, all data writes submitted from 

a validation pool are put into blocks before being sent 

to Arweave, helping to increase the data throughput of 

each validation pool.  More information on the block 

structure can be found in section 2.5. 

 

 

 

2.2 Block Mining 

In order to mine a block, a validator must be 

selected as the lead validator.  Currently, the lead 

validator is the validator who has the highest personal 

and delegated stake, however in the future, other 

mechanisms may exist to select which participant is 

the lead validator. 

Once a lead validator is selected, the validator 

has a defined amount of time to submit a valid 

block.  This amount of time for valid block submission 

can be set by the Data Set creator.  If the lead validator 

fails to submit data within the allotted time frame, the 

block is treated as a false submission, and the next 

highest delegated validator is able to submit the block. 

The block mining process involves two 

separate steps.  First, the node must submit the block 

to Arweave.  Once the block has been mined on 

Arweave, the node must register the block header in 

the Smartweave contract.  The block header contains 

the transaction ID of the block on Arweave5, enabling 

the Data Set registry to also act as a block index. 

 

Figure 2: Block Mining Schema 

 

In the case of an invalid block submission, the 

lead validator’s stake is slashed, and the highest peer 

validator becomes the next lead validator.  In this 

instance, the new lead validator has until the next 

block in the pool is mined to retroactively correct the 

previous block.  If a block resubmission by the new 

lead validator is successful, the new validator is 

entitled to the rewards of the previous lead validator. 



With this mechanism, an attack on a pool would 

require the top 2 validators to act maliciously.  As long 

as two lead validators are not malicious for two 

consecutive blocks, it is impossible for the lead 

validator to subvert the network. 

Furthermore, when voting to slash stake, the 

validator in question is not allowed to vote for 

itself.  Therefore, in order to subvert a pool, a 

participant must not only have enough delegated stake 

to be a lead validator, but there also must be enough 

willing participants to then vote to not slash stake. 

 More information on lead and peer validators 

can be found in sections 6.2 and 6.3. 

 Finally, if a validation pool is successfully 

undermined, it is very possible to simply fork the state 

of the existing Data Set.  This would require an 

individual to reconstruct the state of the database up to 

a certain point, and subsequently export the entire state 

of the database as a new “genesis block”.  The valid 

state of the database can be determined by block 

height, timestamp, or by the last verifiably true secret. 

 

2.3 Proof of Secret  

 KwilDB utilizes its own novel solution for 

retroactively verifying the state of any Data Set.  By 

utilizing Proof of Secret, KwilDB significantly 

reduces the amount of on-chain query metadata 

needed to verify a SQL statement, and also enables 

SQL statements (or parameterized queries) to be 

submitted securely from a user facing application, 

while simultaneously featuring a third-party signatory 

to prevent invalid data writes / potential private key 

breaches. 

 In any given Data Set, there are three secrets 

defined at any point in time: a past secret, a current 

secret, and a future secret.  The past secret is stored as 

plaintext and is publicly known to all 

participants.  The current secret and future secrets are 

known only by the client.  In order to ensure that the 

current and future secrets were defined before being 

revealed, they are stored as Base64 URL encoded 

SHA 384 hashes.  The current secret is hashed with the 

(publicly known) past secret, and the future secret is 

hashed with the current secret.  These hashes are 

publicly known, thus ensuring that both secrets were 

defined before being used. 

 For each SQL statement stored on Arweave, 

there are three pieces of data included: the SQL 

statement, a timestamp set by the client, and a hash of 

the query, timestamp, and current secret.  By coupling 

these three items together, at any point in the future, 

anyone can retroactively prove knowledge of a secret 

within a given timeframe, and can therefore verify that 

the associated query was submitted by the correct 

party within said timeframe. 

 There is a final edge use case for proof of 

secret, in which the secret can be used in the case of 

three or more validators having different merkle roots 

for a block.  In this instance, the client can reveal the 

secret, and the validators can easily verify which 

queries came from the correct source.  More on the 

process of voting on incorrect blocks can be found in 

section 5.1. 

 

2.4 Query Structure 

 On each query submitted to a node, there are 5 

different pieces of data: 

1. Query 

2. Timestamp 

3. Hash of query, timestamp, and current secret 

4. Query ID 

5. RSA Signature 

 

 On each data write, the node ensures that the 

RSA signature is valid for the pool's associated public 

key.  The public key is defined in the Smartweave 

registry.  More information on the Smartweave 

Registry can be found in section 4.2. 

 After verifying the signature, the node checks 

the timestamp to ensure that it falls within the range of 

valid times for the current block. 

 Once the timestamp is accepted, the node 

checks the Query ID uniqueness.  A Query ID is 

simply a random 64 character string associated with 

each query to guarantee query uniqueness.  In order to 

prevent query double submissions from malicious 

nodes, nodes independently keep track of Query ID’s 

to make sure they are unique.  Since queries already 

need valid timestamps within the current block’s 

acceptable range, Query IDs are only tracked by a 

node for the duration of the time period in which data 

writes are valid to that block. 

 After checking these three parameters, the 

node discards the Query ID and RSA Signature, and 

passes the query, timestamp, and hash to the new 

bundle.  If the node is the lead validator, it is required 

to also maintain the current state of the Data Set in a 

database.  Peers can do this optionally, however by 

default do not have to. 

 

2.5 Block Structure 

2.5.1 Block Body 

 Once the acceptable time period for a block has 

elapsed, each node begins the process of finalizing the 



block.  This involves sorting each transaction, first by 

the request endpoint on which it was received, and 

second by the timestamp listed with each data write. 

Once the node has properly sorted the data, it 

constructs a merkle tree of the SHA 384 hashes.  The 

Merkle Root is used in the block header, as well as to 

easily check the validity of data writes made by the 

lead validator. 

 

2.5.2 Block Header 

Each block includes a block header that 

contains metadata used to easily identify key 

attributes.  Block headers are stored in a Smartweave 

contract, in which only the most recent block header is 

contained.  Each header contains: the current secret 

hash, the merkle root of the block, the new block hash, 

the previous block hash, and the Arweave transaction 

ID of the block. 

 A block hash is simply a hash of the previous 

block’s Arweave transaction ID, the previous block 

hash, and the new merkle root. 

 Submission of the block header is the point at 

which a block is “mined”.  When a block header is 

overwritten, a block is considered finalized, and 

cannot be resubmitted by any peer. 

 In the case of an incorrect block header being 

submitted, or if there is no block at all, peer validators 

may begin the process of slashing the stake of the lead 

validator and resubmitting the block.  To read more 

about this process, see section 2.2. 

 

3. Node Architecture: Enabling Secure SQL 
3.1 Reverse Proxy 

The reverse proxy server is the entry-point for all 

requests sent to a node. While any standard reverse 

proxy server can be used, we use NGINX due to its 

lightweight nature. On a Kwil node, the reverse proxy 

server serves four main purposes: 

1. Manages TLS/SSL certificates, ensuring 

encrypted communication with any clients/peer 

nodes. 

2. Enforces a CORS (Cross-Origin Resource 

Sharing) configuration, dictating from which 

sources (both clients and peers) to accept data 

read/writes. 

3. Routes incoming requests to the proper gateway or 

synchronizer, and prevents circumvention of any 

Advanced Request Gateways. 

4. Serves static resources from the local filesystem. 

 

3.2 KwilDB Synchronizer 

The KwilDB Synchronizer is the application 

that sits directly above the database engine. All 

incoming requests go through the KwilDB 

Synchronizer, which dictates whether the request 

should be processed, whether a data-write should be 

propagated to the rest of the network, and whether an 

incoming piece of data should be written (and 

subsequently served) from the local filesystem. 

The KwilDB Synchronizer is also responsible 

for managing data moat block bundling functionality. 

KwilDB Synchronizers have the ability to write 

multiple Data Set blocks to a single Arweave bundle, 

allowing for practically unlimited scalability and 

network data-throughput. This system also allows 

users to cross-pollinate Data Sets among different 

nodes, which encourages further data decentralization 

and replication while keeping the relative operating 

overhead costs low. 

 

3.3 SQL Engine 

At the heart of each node is the database 

engine. By default, Kwil nodes are equipped with a 

standard relational database (Postgresql), however 

virtually any type of database engine (even non-

relational) can be used. 

Each database engine is configured to only 

allow access via the KwilDB Synchronizer that is 

running on the same machine. This is done for two 

reasons: 

1. The chance for potential user error is significantly 

reduced by restricting database access to be forced 

through the KwilDB Synchronizer. Non-

propagating data writes must be explicitly 

identified to the KwilDB Synchronizer, instead of 

accidentally being submitted to the database 

engine. This makes it more unlikely that similar 

nodes in a network contain differing data. 

2. By restricting access to the KwilDB Synchronizer, 

which is further restricted by the reverse-proxy 

server (and optionally the advanced request 

gateway), database users enjoy a significantly 

reduced attack vector, reducing the chance of 

network abuse by bots, data / privacy breaches, 

and cross-node state divergence. 

 

3.4 Advanced Request Handler 

Kwil Nodes can be optionally equipped with 

an Advanced Request Gateway. At its core, an 

Advanced Request Gateway is an application 

middleware that can contain complex business logic 

for defining database interactions. This ultimately 

extends the functionality of a Kwil Node from just a 



database/filesystem, to a full-featured decentralized 

API system. Examples of what can be built as an 

Advanced Request Gateway include: fine-grained 

IAM database access, complex multi-query API 

requests, and rules for what data gets passed to the 

KwilDB Synchronizer for propagation. 

For example, an Ecclesia Social page runs on 

our own custom Advanced Request Gateway, which 

manages application specific logic. An example of this 

is in the use of our "Groups" functionality, in which a 

Group's data-write access is managed by checking an 

RSA signature against a username's modulus. The 

benefit of a system such as this is that it only requires 

one gateway to verify access rights, but all peer nodes 

have the option to check via the RSA signature to 

independently verify whether each user has the 

permissions to write data. 

 

4. Arweave 
4.1 Transaction Structure 

KwilDB blocks are stored in JSON format 

when submitted to Arweave.  Since KwilDB nodes are 

able to serve multiple Data Sets, multiple blocks can 

be included in a single Arweave transaction.  Within 

each JSON, the top layer key(s) are the name of the 

Data Set that the data is referring to. 

 Below this first layer of keys is the request 

endpoint at which the data write was received.  This is 

used to help separate different types of data, such as 

SQL queries, prepared statements, filesystem writes, 

etc.  After data is separated by request endpoint, all 

data writes are sorted chronologically. 

 This order of dividing data writes first 

alphabetically, and then by timestamp, is the order in 

which the Merkle Tree is constructed.  The resulting 

Merkle Root is then contained within the block header 

and the block hash. 

 

4.2 Smartweave 

 The primary source of truth for Data Set 

existence, ownership, and validation lives in a 

Smartweave contract.  Within each registered Data 

Set, the contract contains information for the staking 

pool, the permitted public key for data submissions, 

the three defined secrets (with the current and future 

secrets being hashed), and the most recent block 

header. 

 Within each Data Set, the Smartweave contract 

keeps a trail of finalized blocks.  A block is considered 

“finalized” once another block has been mined on top 

of it.  Once finalized, the Arweave transaction ID 

containing the block data is stored in this trail.  This 

enables easy access for any individual to retrieve the 

entire evolution of state for a data set. 

 

5. Block Index: Tracking Block Metadata 
5.1 $KWIL Token 

The native token for KwilDB is the $KWIL 

token.  This token exists in the same smart contract as 

the registry.  The token serves 2 purposes, with a third 

currently in development. 

 The main purpose of the token is for interested 

parties to validate incoming blocks for a 

database.  This can occur either in the form of a 

stakeholder running a peer validator, or by a 

stakeholder delegating their stake to a 

validator.  When data is mined to the network, the 

miner must submit the block header to the Smartweave 

registry.  The block header contains a merkle root of 

all incoming SQL statements, which can be easily 

checked by any peer validator.  In the case of two or 

more validators having different merkle roots, 

validators are able to vote with their stake for which 

merkle root they deem to be correct.  If any merkle 

root other than the lead validator’s merkle root wins 

the voting process, the lead validator’s stake is slashed 

and the block is re-mined.  Further information on the 

block mining process and stake slashing can be found 

in section 2.2. 

 The second purpose of the $KWIL token is to 

prevent network spam.  Since Data Set names are 

unique, a small amount of tokens are burned when 

registering a Data Set6.  This is not meant to be a driver 

of revenue for the protocol, but instead is simply used 

to create a small barrier to entry that should be 

negligible for well-intentioned users. 

 

5.2 Lead Validator 

 The lead validator in a Kwil validation pool is 

the node with the highest stake / delegated stake.  In 

most real use cases, this node would likely be managed 

by an individual / group closely related to the project 

it is serving, however in theory it could be run by any 

third party.  

 The lead validator is the default node that any 

query is sent to, and is be responsible for serving all 

application data (this is by default, however is not 

mandatory).  On top of tracking proper state changes, 

the lead validator also runs a database running the 

active state of the Data Set.  The benefit of having this 

be the default setting is that it significantly reduces the 

overall costs of nodes maintaining a data set.  Projects 

can choose to create more “expensive” Data Sets with 

the benefit of further decentralization, however for 



most use cases, any further decentralization would 

have diminishing marginal utility. 

 Any stake owned or delegated to a lead 

validator cannot be taken out until the validator’s most 

recent block has been finalized.  Once a block has been 

mined by a new lead validator, the lead validator can 

remove their stake from the pool.  A lead validator can 

request for their tokens to be unstaked when they are 

mining their final block, preventing them from being 

locked into their role. 

 

5.3 Peer Validators 

 Any validator who is not the lead validator is a 

peer validator.  By default, the responsibility for a peer 

validator is to track incoming data writes, and to 

ensure that these writes are properly stored on 

Arweave by the lead validator.  More on this process 

can be found in section 2.2. 

 Peer validators can also choose to maintain an 

active state of the database, thus enabling them to be 

queried like a lead validator.  Some network users may 

require this, as it can be used as a mechanism to 

eliminate the risk of network downtime.  Furthermore, 

the highest peer validator likely has a vested interest in 

maintaining an active state of the database, as they can 

become the next lead validator at any time. 

 

6. Funding Pools: Cross-Chain Payments 
6.1 EVM Funding Pools 

Funding pools enable individuals and 

communities to pay for their data usage across any 

number of blockchains.  A funding pool is simply an 

escrow smart contract that holds funds for validators, 

which can be used to incentivize validators to act 

correctly.  Tokens in funding pools are used to pay for 

the cost of storage, compute, and hardware for 

operators. 

 Any number of funding pools can exist for a 

Data Set.  When creating a funding pool, the creator is 

able to specify the chain, token, and validator that the 

pool is tied to.  This enables users to pay into the Kwil 

network with any ERC207 equivalent token (as long as 

the validator accepts that currency).  By enabling 

payment to occur in any token, KwilDB creates a 

chain-agnostic SQL database, which simply utilizes 

Arweave as a state tracking layer. 

 

7. Future Work 
7.1 Compute Credits 

Our team is already working to implement a 

better system of tracking compute for queries.  While 

tracking compute will better enable users to estimate 

their database costs, as well as for nodes to better 

charge users, compute credits will also be critical in 

expanding the composability of KwilDB. 

 Currently, if a developer wants to access a Data 

Set that doesn’t belong to them, they have to instruct 

their validators to load up the data set.  This is not ideal 

for both the user, as well as the original data 

creator.  Currently, accessing data from Data Sets lags 

two blocks behind if you are not the 

creator.  Furthermore, there is no way for the creator 

to profit from others accessing their data. 

 With compute credits, validator pools could 

allow external read-access to any party with a funding 

pool.  This would enable instantaneous updates to 

Data Sets for parties other than the creator, as well as 

would enable the creator to charge a small premium on 

data accessed.  By implementing a more robust system 

to charge for compute, validators only need to load up 

the data sets they are writing to, which further 

decreases overall costs to all parties involved. 

 

7.2 Stake-Based Funding Pools 

 When withdrawing funds from a funding pool, 

there is an amount of good-faith required.  While any 

major incorrect action made by an operator would 

result in stake slashing, there is a theoretical edge case 

in which the amount deposited in a funding pool 

attributed to a validator is greater in value than their 

total stake in the validation pool. 

 In order to prevent a malicious validator from 

over withdrawing in this edge case, the protocol 

should require an amount of additional $KWIL staked 

to collateralize funding pool deposits.  Not only would 

this give $KWIL an additional use case, but it would 

also protect end users by removing the incentive for 

nodes to over withdraw on large pools. 

  

 

 

7.3 Enhanced User Permissions 

 When writing to a Data Set, the nodes are only 

configured to check the incoming signature against the 

public key stored with each Data Set in the 

Smartweave registry.  For most applications, this 

would be considered as “good enough” for access-

control.  However, in order to provide the most 

optimal developer experience, Kwil seeks to provide 

functionality to allow better access-control for 

database developers. 

 This would involve giving KwilDB users the 

ability to specify different access-control levels in the 



Smartweave contract, with corresponding keypairs for 

each access-control level.  Initially, this would operate 

under a set of predefined access-control levels (admin, 

write-access, read-only, etc.), but in the future, we 

hope to enable developers to specify their own unique 

access-control methods. 

  

7.4 Delegated Signing 

 The implementation of delegated query 

signing would enable a higher level of security for 

dApps that make SQL queries directly from the user 

interface.  While this is typically considered an unsafe 

practice, by combining parameterized queries, off-site 

signing, and by implementing a basic system to ensure 

incoming queries were not modified in-client, it would 

be very possible to enable secure parameterized 

queries for both write and read access to a 

database.  This would require no structural change to 

the KwilDB architecture, and is instead a matter of 

altering the API and building some sort of 

intermediary signing service. 

  

7.5 Data Forking 

 Critical to the ability to create an incentivized, 

publicly accessible Data Set is to give users the ability 

to fork Data Sets where they see fit.  This 

functionality, while technically possible in the current 

version of KwilDB, is a very tedious and time 

consuming task.  In order to fork data, a node would 

have to choose the block height of the state of the 

database at which it should load to, and subsequently 

export the entirety of the current state of the database 

into a “genesis block” for a new Data Set.  Kwil seeks 

to either create a tool to automate this process, or to 

fund a project whose mission is to create an automated 

forking process. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Appendix A:  Full Network 
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