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The nascent field of ethical artificial intelligence (AI), or AI ethics, 

has started to gain traction in recent years, with the aim of creating 

an ecosystem promoting more responsible use of AI through increased 

governance, accountability, and transparency. This movement aims 

to address the harm that can result from the use of AI, which can mirror 

and even amplify human biases (Lloyd, 2018), particularly if trained on 

unrepresentative or biased data. Indeed, we have seen a number of 

high-profile cases demonstrating the risk associated with the use of AI: 

Amazon’s scrapped recruitment algorithm was biased against female 

candidates, the COMPAS tool for predicting criminal recidivism was biased 

against blacks, and algorithms used in healthcare to assess the treatment 

required by patients was also biased against black patients. In response 

to this, governments have started to propose legislation requiring 

impact assessments to determine whether AI systems are high-risk, and 

mitigation strategies to prevent inappropriate and unfair use of those that 

are deemed to be high risk (e.g. the US Algorithmic Accountability Act, 

EU AI Act, and Canada’s Artificial Intelligence and Data Act). 

Aside from these legal efforts, institutions and smaller groups are also 

contributing to the discussions, with Master’s courses in AI ethics and 

start-ups aiming to increase the responsible use of and trust in AI at scale 

emerging. Indeed, hosted by Holistic AI, the London AI ethics meetup 

group meets on a monthly basis for a presentation and subsequent 

discussion of topics related to AI ethics. As part of this multidisciplinary 

series of events, a discussion was held on the subject of AI and Existential 

Risk. The attendees represented a cross-section of people (representing 

a range of ages and interests from philosophy, psychology, creative writing 

and engineering) with a shared interest in exploring the subject matter. 
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n In order to stimulate the discussion, a brief talk was given at the start. 

The purpose of this white paper is to provide a write-up of this talk and 

should be read as a text to stimulate the discussion - much like the one 

that proceeded in the event. 

The talk can be broken down into a number of sections. We begin by 

first exploring how the popular, somewhat comedic and yet serious, phrase 

‘The Robots are Taking Over’, can be read both negatively and positively. 

Following this, we delve into how the speculation regarding distance 

(and even near future) events is a form of soothsaying i.e., the act of 

foretelling events, prediction, or prophecy. We then explore how this kind 

of speculative belief about the future originates in society and how we can 

judge the usefulness of such beliefs. We close with some reflections and 

with the hope that this will stimulate further discussion. 
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In this section we will explore how the popular and 
somewhat comedic, yet serious, phrase ‘The Robots 
are Taking Over’, can be read both negatively and 
positively. This will set up the next section, which 
explores how this kind of belief comes about in a 
society

2.1 The Robots are Taking Over: Negative 

Before the advent of professional AI ethicists - 
something peculiar to the present age - seldom has 
there been an explicit community / formal role (in 
academia and industry) exploring the question of 
AI ethics. Notwithstanding this, there is however a 
long legacy within the literature of the philosophy of 
technology and science that focuses on the social 
and historical impact of new technologies (e.g., 
Industrialisation, mechanisation, weapons of war, 
tools of the security state, etc.). In preparation for 
this discussion, we did not explore this literature 
but instead we felt it necessary to consciously seek 
out and read material relevant to the latest explicit 
musing on the AI ethics subject matter. When doing 
this we noticed that despite never consciously posing 
the questions to ourselves, we had, nonetheless many 
strong views on AI. Strangely, we found ourselves 
reading the AI ethics material with a mindset that was 
like people participating in a debate we have had a 
long engagement with. Indeed, for some reason, it was 
clear to us that we all had a dog in this fight. 

With retrospective introspection, we realise two things, 
namely that our beliefs were futuristic and negative.

• Futuristic: the thoughts and beliefs that concern 
some state of the world that is not quite now or the 
near future, but also, not quite beyond the lifespan 
we would expect ourselves to live. In this sense, the 
thoughts were both ‘unreal’ in their immediacy, and 
yet real enough for us to believe that the questions 
could crystallise with a genuine possibility of affecting 
some (distant) time in the future that we would 
occupy.  

• Negative: overwhelmingly our views on AI were 
negative, insofar as AI presented a threat of some sort.

The best way to express this, in short, would be with 
the phrase: 

The robots are taking over! 

Revealing what this phrase actually meant to us is 
worth unpacking:

• Literally: the robots are actually going to take over the 
world, with the exclamation mark (!) used pejoratively and 
dramatically to indicate some kind of catastrophic event 
that engenders great human suffering (and perhaps even 
apocalypse). 

• Robotics: an ambiguation of AI with robotics i.e., that AI 
would be embedded and embodied in machines that would 
interact with people - ending in some kind of obliteration of 
human beings or serfdom. 

• Intelligence: that AI meant some kind of intelligence that 
in some way or another mimicked human intelligence 
(revealing, perhaps, our subconscious belief in the inherent 
evil of the human condition!). 

• Autonomy: that in some way the robots taking over would 
mean that humans lose their freedom. 

With this surfacing of our prejudices (here we mean 
our “pre-judgements”), we were forced to challenge 
ourselves with respect to this negative futurism. At 
the highest level, it became clear to us that there are 
others with strong and competing notions of thinking 
about AI and the future, and many of these are wholly 
positive i.e., beliefs such as AI will usher in a world 
where our scientific and technological challenges will 
be solved, with all the benefits that this would result 
in viz. medicine, energy, travel, and even (potentially) 
politics.

 

2. Popular (Mis)Conception 
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2.2 The Robots are Taking Over: Positive 

We can group this kind of positive futurism as a 
utopian view, and group our thereunto view as a 
dystopian view:  
• Utopian view: AI will usher in a world, both materially 
and socially, significantly improved from the world we 
currently occupy.   
• Dystopian view: AI will usher in a world with a loss of 
mental and material autonomy. 
Note that the dystopian view doesn’t appeal to the idea 
that AI would usher in a world worse than the current 
one. We will return to this point later. 
It is particularly noteworthy that the same 
phenomenon can result in widely diverging forms of 
speculation. For example, regarding the four negative 
propositions that resulted from unpacking the phrase, 
we can quite readily present the antinomies of these: 

• Literally: the robots are actually going to take over the 
world, with the exclamation mark (!) used pejoratively 
and dramatically to indicate some kind of utopic event 
of humanity’s suffering ending. 
• Robotics: an ambiguation of AI with robotics i.e. that AI 
would be embedded and embodied in machines that 
would interact with people and that these interactions 
would greatly improve the human condition. 
• Intelligence: that AI meant some kind of intelligence 
that in some way or other mimicked the human 
intelligence of creativity, problem-solving and 
curiosity. 
• Autonomy: in some way, the robots taking over would 
mean that humans are liberated from working and 
mundane tasks. 
The critical point here is that the phrase The Robots 
are Taking Over!  is only given meaning when it is 
nested within a value framework (below we explore 
this further). 

Before moving to the next section, as a final 
untangling, it is necessary to disambiguate a number 
of other themes: 

• AI and Robotics: animate machines and AI are not 
(necessarily) one and the same thing so should be 
distinguished as such. 

• Machine Learning, AI and AGI: here, we got some 
perspective from the engineers in the group that the 
use of the term “AI” in common parlance has pretty 
much nothing to do with what goes on in research and 
industry. That there are two extremes: 
  • On the one hand, there is machine learning, which 
we take to be programmes that mimic activities that 
would have fallen under the purview of traditional 
human action, that can be understood in terms of 
automation - simply reproducing processes. For 
example, when an algorithm can learn from 1000s of 
scans in a second vs a human doctor who could never 
look at or remember that many scans. To the best 
of our knowledge, the vast majority of systems (in 
research, development and deployment) fall under this 
category; 
  • On the other hand, there is AGI (Artificial General 
Intelligence), which will supposedly look like human 
intelligence (and perhaps more powerful). For 
some, this might be imagined as a more advanced 
version of Sophia the Robot, where humanoids 
become integrated in society and are generally 
indistinguishable from humans. It appears that this 
is the kind of AI that occupied the popular 
imagination. However, after four years amongst 
leading AI computer scientists, we haven’t seen an 
iota of evidence for this.    
• Sentience: this follows as a corollary from the above 
insofar as it is the “I” in the AI that causes the most 
(futuristic) speculation. 
  • Intelligence is not a selection of logical structure 
or rules: Here, overwhelmingly, it appears as though 
there is an ambiguation of ‘human intelligence’ 
with inference, deduction, analogic and abstraction 
(all functions of human intelligence that some 
algorithmic systems can imitate). That these systems 
mimic this or that logical structure or rule is a long 
way from anything like intelligence, especially if there 
is a further ambiguation of intelligence with sentience 
(awareness, consciousness, self-consciousness etc.). 

This unpacking reveals themes such as futurism, 
technological determinism, science fiction-esque 
speculation etc. all of which have little to do with the 
engineering itself. Because of this, in the following 
section, we will move forward with the assumption 
that futuristic speculation is a kind of soothsaying.
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These reflections can be summed up in one phrase: 
disabusing our ignorance! With respect to our own 
beliefs, our entire view of AI was ungrounded. In 
fact, the more we think about the space, the more 
we see how fictitious and fantastical some of the 
speculations on AI are. In this section, we want to 
argue that it is not our particular ignorance which 
is at fault, but generally that the kind of speculation 
that AI and existential risk fosters is necessarily one 
of ignorance. We mean this explicitly in the sense of 
something we can never know. 

We will refer to the phenomena of futuristic 
speculation as soothsaying i.e., the act of foretelling 
events, prediction, or prophecy. Although the word has 
a negative connotation (it almost always evokes the 
notion of superstition etc.) we certainly don’t mean 
it in that way. We mean something far more direct, 
namely, the prediction of a future that does not rely on 
claims empirically grounded.  

In order to flesh out the point, we will discuss the 
problem in terms of assessing risk with respect 
to proximity to the algorithm and with respect to 
proximity in time.  

• Proximity to the algorithm: what we are referring to by 
proximity is the relationship between algorithms and 
the risk that they may (or may not) oppose. Here let’s 
think about two dimensions.
• The question as it relates to the technology itself: 
the overwhelming majority of our interest concerns 
assessments which relate directly to the technology 
itself, and, insofar as it relates to the world, we 
assess risk based on how the system is intended to 
be used. As such we have a relationship between the 
assessment of risk and the technology itself which is 
highly proximate and immediate. 

• The question as it relates to social impact: there is also 
a vibrant discussion and debate around algorithmic 
impact, insofar as it relates to the wider social and 
political implications of the use of algorithmic 
systems (ex. Democratic manipulation via the use of 
nudging systems, etc.). Here the risk being assessed 
occupies a place of proximity which is significantly 
further removed - in relative terms when compared to 
the close proximity risk assessment that engineers 
may engage in. 
In abstract, the closer we are to the system the more 
tangible and granular the assessment can be, and 
conversely, the more distant we are to the system 
(the wider socio-political assessments), the less 
quantitative the assessment is. 
• Proximity in time: when a system acts - in the 
case of algorithms this may be in the form of a 
recommendation or decision, that precipitates 
an action or decision of some sort - in the current 
state of play, the risk assessment relates to the 
instantaneousness of the moment the algorithmic 
system recommended or decided and the action or 
decision’s realisation. In other words, we read the 
time the system acts and the time the action occurs 
as synonymous. When the algorithmic systems we
are speaking about are ones that exist in a speculated 
future time, then our assessment cannot either be 
meaningful and granular with respect to the system, 
or, with an even more extreme form of speculation, 
cannot in the slightest be meaningful with respect 
to the socio-political implications. 

Proximity to the system and the question of when 
the risk assessment is being made (now, or in some 
(distant) future) can be thought of in the simple 
terms of: the further we are from the algorithm 
(both in terms of the system itself, and the time
 it is supposed to be acting within) the less 
meaningful any assessment is, hence our use 
of the phrase ‘speculation’ throughout. 

3. Soothsaying  
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We can go further and state that the kind of statement 
The Robots Are Taking Over!  is akin to a form of 
soothsaying - this is to say that predicting the future 
(particularly the further into the future) is impossible 
if the claim is grounded in empiricism. This claim 
is also premised on a metaphysical assumption 
that there is no deep structure to history i.e., there is 
nothing necessary (strict rule-like) to the unfolding 
of history. For example, we put someone on the moon 
and everyone thought that this was the cusp of the 
space age, then decades went past and nothing 
really happened; In the early 20th century we were 
re-thinking the foundations of our physics and then, 
for the second half of the 20th century we didn’t really 
make any progress; no civilisation has lasted longer 
and achieved wonders as the Egyptian, and yet they 
are no more; the Roman standard of living was greater 
than the medieval; we have gone from Kings
 to Republics and from Republics to Kings 



9Why worry? On AI and Existential Risk

4. Functional Fictions

If the premise stands and there really is no way of 
telling the future (empirically and metaphysically) - 
in particular with respect to decades and centuries 
from now, which is where the speculative thinking is 
located - then what to make of such speculations? 

As a point of departure, we can state that the 
grounding of speculation need not involve the kind 
of empiricism and metaphysics that it appears that 
we have stated is the requirement for futuristic 
speculation to be meaningful. Here it is clear that the 
futuristic speculations can be grounded in many other 
- and indeed plausible - ways. For instance, someone 
may readily argue that they need not commit to a 
metaphysics of history to nonetheless believe that 
in the long run, it seems that we have good reason 
to believe that patterns (and dare we say progress) 
occur over sufficiently long periods of time. Another 
grounding could be that humans seem to be creatures 
of extraordinary creativity and given the increase in 
populations and material conditions, there is no way 
to rule out discoveries and eventualities that even our 
most wild speculations could conjure. 

We concede these points. In fact, we think that the 
attempt to dissolve any form of futuristic speculation 
is both futile (something about this kind of activity is 
built into the wonders of humanity) and horrible! It is 
horrible insofar as the kind of activity that generates 
the futuristic speculation is an extension of a function 
of our mind that (functionally) predicts and plans, as 
well as (imaginatively) hopes and dreams.

With this context in mind, for the sake of the 
argument, in this paper we will move away from a full 
exploration of possible (permissible) groundings of 
futuristic thinking and instead pose two questions:  

• Where do these questions originate from 
(descriptive)? 
• What function might these beliefs engender 
(and what is the utility of them i.e., normative)? 

We’ve described the first as descriptive because we 
think there are non-intellectual reasons for people 
holding these kinds of beliefs - i.e., sociologically and 
psychologically rooted reasons - and, as stated above, 
we are not going to explore the grounding question. 
To reiterate, this is not to say that this or that 
argument cannot be rationally grounded, rather 
it is to indulge ourselves in a kind of light-touch 
socio-psychoanalysis. We’ve described the second 
question in terms of utility, by which we mean how 
useful (or not) these beliefs are with respect to some 
higher-order notion of the good. We expand on both 
below. 

4.1 Where do these questions originate from? 
Let’s think about our negative view on AI and 
existential risk as a vehicle we can use to expand on 
the wider questions of from where such beliefs may 
originate. We can state this in another way: from what 
force, did we internalise the belief that The Robots 
are Taking Over! And why did such internalisation 
manifest in a negative/dystopian view, rather than 
a positive one?

Given that we had never consciously explored (read on) 
AI, the negative view must have originated from wider 
social interactions and our susceptibility to receiving/
affirming such views. Let’s take these in turn: 
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4.1.1 Where from (exposure)?
Here the question relates to exposure i.e., where were 
we exposed to the kind of things that could result in 
us internalising the negative view on AI. This is pretty 
apparent to us when we realised that the vast majority 
of cinematic depictions of AI were in terms of a threat 
and/or dystopia. Some examples: Metropolis (1927); 2001: 
A Space Odyssey (1968); Westworld (1973); Star Trek: The 
Motion Picture (1979); Alien (1979); Blade Runner (1982); Tron 
(1982); The Terminator (1984); Short Circuit (1986); RoboCop 
(1987); Terminator 2: Judgment Day (1991); The Matrix (1999); 
Bicentennial Man (1999); A.I. Artificial Intelligence (2001); I, 
Robot (2004); Prometheus (2012); Ex Machina (2015) 

With the odd exception, we can pretty much 
summarise the list as a series of killer robots that are 
trying to, or have already, taken over the world! When 
seeing this, we can forgive ourselves for our prejudice 
- the negative ‘AI is an existential threat’ narrative is 
reinforced time and time again (over decades and also 
across mediums - the same list could have been given 
for games and literature). 

Note (again) the persistent ambiguation of AI and 
robotics, the depiction of AI and sentience (rather than 
merely automation), and the social stratification of the 
characters i.e. there is usually the good group/person 
(population, average citizen, etc.) and some kind of 
bad group/person (the people either developing the 
systems - who are depicted across the spectrum of 
naive scientists/engineers who were taken advantage 
of, all the way to evil genius - or those in command, 
who use the robots to control people, or the actual 
robots themselves i.e., the humans vs robots scenario).

The depiction of the scientists/engineers as either 
naive and susceptible or as ‘evil’ is a border motif in 
cinema - one where intelligence is often conjugated 
with some form of nefarious intent or mental 
health. It is a pretty horrid depiction and reinforces 
a kind of aversion or distance from intelligence. Our 
more conspiratorial hat would have us assert that 
intellectual excellence is being mystified and othered 
via notions such as heteronormativity (‘mental health/
madness’) and moralised (intelligence and evil as 
intimately related). Like the facial scars on anti-heroes, 

this explains away the phenomena as irrational and 
unpredictable, and affirms a view that intellectual 
excellence is manifested by, and manifests, 
something bad; a view, incidentally, serving particular 
sections of society that seek to affirm the social 
status quo (class and cultural hegemony). 

The key takeaway is that the negative view is amplified 
through popular media. We may go as far as saying 
that there is a social pressure and a disciplining force 
that sways towards the negative. It is important to be 
clear that this does not tell us anything about why this 
depiction is what it is. In the previous paragraph, we 
noted that this may be because it serves particular 
segments of the traditional social stratification of 
society, however, this is merely speculation. Below we 
explore 

4.1.2 Why me (susceptibility)?
In this section, we explore (in the socio-psychoanalytic 
vein) why some people may be susceptible to the 
negative view. We will use explorations of ourselves 
as a mechanism to do this. 

Every day we pass preachers of faiths and traditions 
that we never entertain, and walk past shop widows 
that we never walk into. There must be some reason, 
beyond simply the social reinforcement through 
popular media, for our susceptibility to the negative 
view. We think we can speak about this generically, 
with a number of themes: 

• Distance: the realm of computer science and robotics 
was truly alien to us and as such, we did not have any 
other source of information. We did not know of any 
engineers or scientists, and we did not know where we 
could find them. Interestingly, our childhood visits to 
the Science Museum succeeded in both creating awe 
and deference towards scientific discovery and also 
an ironic sense of otherness and distance (a beyond 
reach) because of this awe. 
• Generically: we can state (tentatively) that the more 
alienated someone is from a thing, the more likely 
it is that they will be susceptible to a negative 
(or at least neutral) view. 
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4.2 What’s the utility of these beliefs?
The previous section sought to stimulate the idea 
that assessing why particular perspectives are held 
by particular persons is a complex not only of the 
grounding (empirical, metaphysical, logical, rational, 
etc.) of the arguments but critically also where 
the person is socially situated and their character 
disposition. These are not particularly revolutionary 
revelations, rather the purpose is to allow us to step 
back and approach the problem of AI and existential 
risk (which we have spoken of under the rubric of 
speculative futurism) and force the question back 
onto itself. 

In this section, we will explore the question of what 
utility these beliefs may have. We begin by first 
caricaturing some personas to (implicitly) pose the 
view that the debate about AI and existential risk run 
across socio-economic lines. The caricatures fall along 
two axes: winning/popular, and optimism/pessimism. 
We then use this to engage in a normative discussion, 
which explores - without the need for grounding - why 
adopting a particular standpoint with respect to AI 
and existential risk may be useful. 
4.2.1 Winning/Popular, Optimism/Pessimism.
The winner/popular axis is rooted in the fact that 
pretty much all societies are plagued with massive 
inequality. More generally, it is a reference to an 
observation that, despite changes in our popular 
political languages - there is still a utility in describing 
society as stratified broadly along socio-economic 
lines. More precisely, we are referring to those who 
generally occupy the higher echelons of political, 
business and social institutions. By popular, we are 
referring to everyone else. The optimism/pessimism 
axis is a restatement of what we have referred to 
about as the positive and negative readings of The 
Robots are Taking Over! i.e., utopian and dystopian 
viewpoints. These will not be a statement of the world 
or an accurate description of vast swathes of society. 
Instead, it is primarily designed for us to meditate on 
why someone may hold a particular position, which 
we explore in terms of ego (pure self-interest) in the 
points below.

• Winning Optimism: this is the kind of person that is 
doing well in society and holds a utopian view of the 
future of tech. They see the future of AI as something 

that will only improve the state of the world. 
• I live well and developments in AI will only increase this. 
Things are already good but they can be even better! 

• Winning Pessimism: this is the kind of person that 
is doing well in society and holds a dystopian view 
of the future of tech. They see the future of AI as 
something that will degrade the state of the world.
• I live well and developments in AI will only decrease this. 
Things are already good so it is difficult to see how a 
change won’t be negative - no need to rock the boat! 

• Popular Optimism: this is the kind of person that is 
not doing great (in terms of material wealth and 
societal position) in a society and holds a utopian 
view on the future of tech. They see the future of AI 
as something that will only improve the state of the 
world.
• I’m not sitting at the top of the ladder and developments 
in AI may increase my well-being. Things aren’t great but 
they can get better! 

• Popular Pessimism: this is the kind of person that 
is not going great (in terms of material wealth and 
societal position) in a society and holds a dystopian 
view on the future of tech. They see the future of AI as 
something that will only perpetuate, and may even 
make worse, the state of the world.
• I’m not sitting at the top of the ladder and developments in 
AI may decrease my well-being (all social changes seem to 
go against me). Things aren’t great but they can get worse! 

We can summarise the above as analogous to how AI 
is supposed to learn, namely that people mimic and 
infer from their previous experiences. The above is 
clearly a simplistic mapping of personas, however it 
serves the point that there are quite powerful reasons 
for people to hold strong views on AI (or any other 
major technological, social, or political change).   

On a final note, we should take a step back and think 
about how strange it is to speculate about the future 
state of the world i.e., worrying about a catastrophic 
future when the world we live in - the present - has 
hundreds of millions of people going without food, etc. 
For many, the existential threat is very much today.  
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4.2.2 What Should We Believe? 
Here we want to tentatively offer a brief reflection 
on the question of what attitude we should take 
regarding AI with respect to some speculative future 
state of the world. In order to do this, we need to have 
a concept of the good from which to think about how 
we may structure our beliefs with a desired outcome 
in mind. In this respect, we appeal with quite a basic 
notion of the good: an increase in material conditions 
of humankind. This is not an expression of commodity 
fetishism rather what we are referring to is material 
conditions in terms of access to medicine for (bodily) 
health, food security, housing, etc. In other words, it is 
to satisfy conditions which we assume are universal 
and basic. 

With this condition in mind, we can speculate as to 
what regulative belief may result in an increase or 
decrease - at least potentially - of this good. It seems 
to us that taking a positive view on AI is prima facie 
a position with respect to this good. Our assumption 
is that the status quo is not working for the vast 
majority of humankind - that we, as a species, 
haven’t satisfied some of the most basic material 
conditions - and that a technology such as AI could 
very well aid in this development. Taking a positive 
view is also likely to align with the reality that this 
technology is on its way and as such the positive 
view prepares and implicitly positions people in such 
a way as to think of themselves as having agency 
with respect to it. In other words, taking a position 
view is likely to result in greater agency than taking 
a negative view, and this agency can be reflected in 
a wider enfranchisement with respect to how these 
technologies are developed and deployed ergo they are 
more likely to be developed according to the regulative 
notion of the good specified above. Contrastingly the 
negative view is likely to lead to and decrease agency 
ergo such a negative disposition is more likely to lead 
to lower enfranchisement and a decreased chance of 
the technology being developed and deployed with the 
notion of the good expressed above. There is a sense in 
which we must commit to wish fulfilment here. 
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The imagined dangers of weaving AI into our broader social fabric can 
be found within a myopic view of artificial intelligence, one that centres 
on what AI can/ will do. There is, however, another potentially more critical 
lens that exists outside these bounds that explores what AI doesn’t do 
and what it doesn’t account for. That is to say, the core utility of big data 
algorithms is to extract potentially meaningful relationships between 
observable phenomena. This, of course, enables us to reduce the risk 
of poor decision-making or error. Error however, the bit that an algorithm 
doesn’t account for, as a point of deliberation, reveals rich and useful 
insight about people and the contexts in which we operate. 

For example, talent selection algorithms can extract a profile of what 
good looks like for a given role or organisation to an acceptable degree. 
The algorithm, however, does not offer much by way of understanding 
false positives (people who can derail in roles) or false negatives 
(overachievers who don’t fit a stereotypical profile). Further, uncovering 
the criterion for an ideal candidate is necessarily a reflective exercise, 
drawing on past performance as a model for future performance in a 
given role. This in turn stands in the way of an aspirational, evolving view 
of performance or of the nature of roles themselves, limiting the potential 
for innovation and organisational growth in a deeper sense. Uncovering 
the nuances baked into these realities have broad and vast implications 
for how we discover and manage talent. 

Another example is dating applications. Equipped with a suitable dataset 
of age, ethnicity, geographical location, or socioeconomic status, AI can 
boast remarkable levels of match-making success. What is peculiar and 
potentially of greatest interest for understanding our species are the 
instances where people achieve a high compatibility score but cannot 
find themselves in love.One can go further to say the error itself may 
contain insight into the essential and defining qualities of our humanness. 

At any rate, what we simply cannot escape is how much of humanity 
exists within the margins and in the deviance of societal norms. 
This truth is as compelling as it is difficult to codify. This leads us to an 
ultimate and critical question of what governance and policy look like in 
an era of AI-enabled decision-making when value sits outside what AI can 
inform. 
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