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High-profile examples of harm associated with algorithm failure 

and misuse have garnered significant public concern (e.g. manipulation 

of the democratic process, discriminatory practice in criminal justice 

sentencing, and bias against racial and gender categories in the labour 

market). The field of AI ethics refers to the literature and to the community 

of people interested in this space. One high-profile manifestation of this 

is the formation of specialist ethics councils and teams to deliberate on 

conundrums regarding the use, access and openness of platforms and 

technologies (such as social media and messaging apps, etc.). 

For instance, the banning of particular public figures as well as lay users 

for use of the services in a manner that is not acceptable has been 

a constant theme in the public debate. 

In this position paper, we pick up on the responsibility of the AI ethics 

community - or more specifically ‘AI ethicists’, by advocating that the 

role of the AI ethicist in the public debate comes with a responsibility 

to educate and inform (to generate questions and possibilities), rather 

than to lead and dictate (to provide answers and ideology). 

Our justification for this comes from our commitment to the view that the 

nature of public ethics should be conducted with consensus building 

and inclusivity in mind (mirroring the ideals of the democratic process).   
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With an exponential increase in the research and 
adoption of algorithms in business and society, 
we are witnessing what some have referred to as 
the fourth industrial revolution. Given this pace, 
and that applications can be found in most sectors 
(from criminal justice, to education, 
to communications, etc.), there is an inevitable 
social consequence. Indeed, high-profile examples 
of harm associated with algorithm failure and misuse 
have garnered significant public concern. These 
include manipulation of the democratic process 
(through algorithmic ‘nudging’), discriminatory 
practice in criminal justice sentencing, and bias 
against racial and gender categories in the labour 
market. This coupling of algorithmic adoption and 
(adverse) societal impact has led to a vibrant, and still 
emerging, field referred to in terms of ‘responsible AI’, 
‘trustworthy AI’ and ‘AI ethics’ - in this article, we will 
use the neologism AI ethics i.e. the ethics of artificial 
intelligence, to refer to this literature and to the 
community of people interested in this space. 

As is evidenced by the diversity of the specialisms 
of contributors, AI ethics is highly interdisciplinary; 
encompassing philosophy, law, psychology, sociology, 
engineering and mathematics, as well as domain 
experts from fields such as medicine, human 
resources, education and policy. Indeed, in addition 
to those contributing to the AI ethics space from 
various disciplines, we have the emergence of AI 
ethics specialists - ‘AI ethicists’ (with academic 
expertise in the emerging field), ‘AI Ethics consultants’ 
(providing specialist, often third-party, consultancy 
on AI ethics institutional strategy and even specific AI 
projects), and defined ‘AI ethics leads’ in corporations 
(assigned leads with specified responsibilities 
associated with AI governance, similar to how the 
role of Data Protection Officers (DPOs) emerged with 
privacy concerns that resulted from ubiquitous data 
collection and privacy legislation (GDPR)). Reflecting 
this, AI ethics groups have formed within respective 
stakeholder communities - academic research groups 
(University College London’s Algorithm Standards and 
Technology Lab, The Stanford Institute for Human-
Centred Artificial Intelligence, etc.), industry business 
units (Google Ethical A.I., Facebook, etc.) and non-
governmental organisations/advocacy groups 

(such as Amnesty Tech, 
Institute for the Future of Work etc.). 
Notwithstanding this cursory mapping of the AI 
ethics community, roles and specialisms, it is clear 
that the AI ethics debate is very much public-facing. 
By this, we refer to the active interest of society 
writ large, journalists, activists, policy experts, and 
regulators. This is shown by major media interest and 
the vibrancy of the regulatory debate (exemplified 
by the EU proposal for the regulation of AI). As such, 
there is an enthusiasm for informed commentary and 
contribution from experts that can communicate in 
the agora and in doing so inform public awareness 
and debate around the ethics of AI (and consequently 
what should be done about it).

One high-profile manifestation of this is the formation 
of specialist ethics councils and teams to deliberate 
on conundrums regarding the use, access and 
openness of platforms and technologies (such as 
social media and messaging apps, etc.). For instance, 
the banning of particular public figures as well as lay 
users, for use of the services in a manner that is not 
acceptable, has been a constant theme in the public 
debate. Note that the exclusion of such people and 
content can be due to legal demand (posting of illegal 
material, use in criminality, etc.), but also due to 
non-legal notions of ‘harm’. These latter cases of 
exclusion, which do not appeal to illegality, are our 
point of interest, and serve as a border example 
of where an (AI) ethicist may play a role in how a 
technology is accessed and used (indeed they may 
play a role in how the system is developed).     

In this position paper, we pick up on the responsibility 
of the AI ethics community - or more specifically 
‘AI ethicists’. We do this by advocating that the role 
of the AI ethicist in the public debate comes with a 
responsibility to educate and inform (to generate 
questions and possibilities), rather than to lead 
and dictate (to provide answers and ideology). Our 
justification for this comes from our commitment to 
the view that the nature of public ethics, in the context 
of AI as a technology in the public sphere, should be 
conducted with consensus building and inclusivity in 
mind (mirroring the ideals of the democratic process). 
Indeed, we hold the view that normative 

1. Introduction
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public ethics, in part, is premised/legitimised by such 
an inclusivity mechanism, i.e., that individuals ascribe 
to a position through their own deliberation rather 
than by appeal to authority (or through diktat).   

Our argument is presented via the explication 
of three themes: 
• Holism: the view that discussions and interventions 
regarding the ethics of AI, by AI ethicists, must present 
nuance (for example by presenting both the potential 
harms and the potential benefits of a particular 
technology). Here transparency is key. 
• Agency: the view that contributions to the debate 
should empower individuals and communities 
rather than engender dependence upon AI ethicists 
themselves. Here respecting the dignity and autonomy 
of individuals and groups is key. 
• Empiricism: the view that AI ethics should appeal 
to evidence and be informed by those with experience, 
expertise and (tangible) positive contribution in mind. 
Here empiricism and evidencing is key.  

The arguments we present are a call for openness 
and public reason in the determination of how we 
as a society want our AI-driven technologies (and 
digital technologies writ large) to operate. Indeed, 
it is a statement of confidence in the demos.
This appeal to openness and inclusivity is also 
to acknowledge that human beings are extremely 
biased, and that by socialising ethical decision 
making we are in effect countering the amplification 
of extremity of bias found in smaller groups. We 
conclude with a note that this position paper should 
be read as a point of departure and contention rather 
than as a final statement, written with a view to 
stimulating debate within the community. 
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2. Holism

It is imperative that interventions in the public debate 
by AI ethicists present nuance and a balanced view 
of the subject at hand. This is based on the principle 
that ethical decision making relies on understanding 
a holistic view of a point of concern. Presenting 
a nuanced, balanced contribution may involve 
articulating the potential harms along with 
the potential benefits of a particular AI application, 
or expressing the harm in terms of consequences 
both in terms of the harm of deploying and developing 
an AI technology and the harm of not deploying and 
developing a particular AI technology. We have a 
number of reasons for affirming this theme. 

• Avoiding moral panic and truth mongering: 
it is often the case that the most powerful messages 
are those that are emotive, and fear is perhaps 
the most efficacious motive of all. As such, from a 
psychological standpoint, it is understandable that 
scare stories garner the most public attention. It is 
our contention that in the context of AI moral panic 
has been a powerful driver. The idea that AI systems 
can manipulate entire populations into voting in a 
particular way, or that entire swaves of society will 
be adversely impacted by particular applications 
leads to reactionarism. A manifestation of which 
may be a modern form of Luddism. In a state of anxiety 
and fear, rational decision making is restricted. As 
such, we argue against AI ethicists lending their voices 
or leveraging their position as specialists, to engender 
(albeit inadvertently) moral panic of this sort (this is 
to critique the critiquers, so to speak).  

• Relativism: it is critical to clarify that this approach 
is not premised on relativism, which we state in 
terms of a claim that we cannot forward a particular 
normative standpoint or that all commentary is 
description and subject to an individual’s (or a 
group’s) standpoint. We certainly hold the view that 
moral harms can be pointed out and labelled clearly 
as ‘harm’ - for example in the use of indiscriminate 
fully automated weaponry, etc. - however, on the whole, 
we contend that in the majority of cases ethical clarity 
is not available and that debate/nuance is needed to 
flesh out and deliberate in order to come to a mature 
and rational position. In this sense, we commit to a 
process approach, with a view to furthering ethical 
decision making and this in no sense is to lend itself 
to relativizing all ethical standpoints.    
• Education: we read the role of the AI ethicists as 
informing, laying out various positions, describing 
and explaining in digestible language, the various 
aspects of a particular point of contention. We do 
not hold the view that a high-degree of technical 
knowledge is required to meaningfully understand 
and indeed decide upon a normative standpoint on 
a particular point of contention. The AI ethics debate 
should not become esoteric and if/when it does so it 
is by design rather than necessity. One does not have 
to understand the engineering behind behavioural 
analytics, facial recognition, recidivism analysis, etc. 
to fully understand the (AI) ethical implications and 
to be an equal stakeholder in the ethical deliberative 
process.    
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It is imperative that contributions to the debate 
should empower individuals and communities 
rather than engender dependence upon AI ethicists 
themselves. Here we are challenging the notion of the 
‘dictatorship of the articulate/most vocal’, or reliance 
upon a ‘council of the virtuous’, where it is deemed 
that (ethics) specialists can and indeed should decide 
upon rights and wrongs in the context of AI use in the 
public sphere. This concern is motivated in a two-
tiered fashion: 

• All are entitled to participate: The first is that for 
substantive moral and ethical questions an appeal 
to authority based on the assumption that some are 
more qualified than others to pontificate on ethical 
matters is bogus. We appeal to the enlightenment 
to justify this point (!). In this respect, a specialism 
in (applied) ethics is asymmetric and disanalogous 
to specialisms in other applied disciplines, such as 
civil engineering and clinical medicine. It is right 
that we show deference to a practising doctor in a 
decision regarding what particular medicinal practice 
to apply or how to address a particular medicinal 
condition; it is right that we appeal to a mechanical 
engineer’s expertise if and when actioning a plan to 
build a bridge; in both of these cases, a person (or 
community) has the autonomy to ultimately decide 
whether to take a medicine at all or to build a bridge 
at all (or which course of action to follow when a 
series of options has been presented - including not 
acting at all). The AI ethicist should occupy the role 
of the deliberator in the process of choosing which 
choice of action to take, rather than as the engineer or 
doctor who is prescribed from a position of (rightful) 
authority and expertise.   
• Openness: The second is that the questions are 
too important and too consequential to leave in the 
hands of small groups, in companies or in other 
organisations. Indeed, there is a tension in the very call 
for specialist ethical councils - 
• if the ethical concern is so pressing and 
consequential that a council of the virtuous is 
required, then it must be a matter for the legislative 
processes (which is grounded in the democratic public 
process); Or,

• if the ethical concern is not so acute as to warrant 
judicial intervention and democratic legitimacy, then 
such ethical councils are not warranted (for critical 
decision making).  

Instead of viewing AI ethicists as specialists who 
can decide ethical questions among themselves, we 
argue that the role of AI ethicists should be in the 
form of domain expertise - where ethical questions 
in the context of AI applications are derived from 
problematizing, in the form of generating questions 
and maximising transparency. They are not medical 
doctors offering diagnoses or mechanical engineers 
prescribing how to build a bridge, rather they are akin 
to communicators or repositories of information.  

In broader terms we offer a principled and pragmatic 
reasons for respecting human agency: 

• Principle: A central contention of ours is that 
respect for human agency and autonomy in ethical 
deliberation and decision making also aligns with our 
strident view that technological determinism is false. 
Where we loosely define technological determinism 
as the view that the technologizing of humankind, 
nature and society is inevitable. That there is a 
seemingly metaphysical truth to the claim that there 
is a necessary direction to historical development that 
tracks technological development and advancement. 
We will not hash philosophical arguments for this 
view, instead we offer it as a regulative principle: 
humankind ought to think of historical development 
in terms of agency i.e., that we, as members of the 
human species, are by our actions and choices, 
inextricably impacting the course of history. When 
adopting this principle, it is clear that AI ethicists, 
and the AI ethics debate writ large, is one about the 
future of humankind and as such, necessarily, it is 
paramount that those who are impacted are involved 
in ethical decision making. As such, respect for 
human agency, must both commit the AI ethicist to 
a deliberative (rather than dictatorial) role in the AI 
ethics debate, and, be premised on the regulative 
principle that choices have an impact on humankind 
as a community and thus all have an (equal) right to 
determine the future. 

3. Agency
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• Pragmatic: there are two compelling pragmatic 
reasons: 
• Self-fulfilling: asserting (generalised) human agency 
in the ethical realm, increases a sense of ownership, 
which in turn engenders greater levels of participation 
and deliberation. The pragmatic argument is, in effect, 
respecting generalised agency in AI ethics, rather 
than specialism in AI ethical decision making and 
deliberation, that it becomes true that AI ethics is, 
can and ought to be conducted in the public sense 
of self-fulfilling. There are further pragmatic benefits 
to this - common ethical ownership may lead to a 
sense of ownership with respect to the AI technologies 
themselves. Here the sense that the AI technologies 
are being imposed, that there is an inevitability to 
the ‘AI age’ etc. are eroded and consequently rejective 
reactionarism can be avoided. Pragmatically this 
is critical in that the coupling, in an imaginative 
sense, of the community that builds and ‘owns’ the 
AI technology and that which it is being used within, 
is likely to lead to the ethical being considered in the 
development and deployment of AI itself. There is an 
ethical consciousness and sense of communal impact 
in the engineer and engineering process itself.  
• Decentralising: expanding the community of 
decision-makers in AI ethics ensures that 
group-think (and the extremity of positions that such 
siloed thinking begets) is avoided. By ensuring that 
AI ethics is public-facing in the sense that the public 
are the ultimate decision-makers (via a respect for 
their agency), the dangers of ‘closed door’ thinking 
are avoided. Indeed, we forward this argument in 
order to avoid the (ethical) dangers of ‘specialised’ 
ethicism - where the will of small groups of people of 
purported experts impose patently horrendous policy 
(e.g., historical eugenics agenda) on the community 
at large. Here opining by ethical specialists may make 
things more unethical. 
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4. Empiricism

It is imperative that AI ethics should appeal to 
evidence and be informed by those with experience, 
expertise and to do so with a (tangible) positive 
contribution in mind. It is important to clarify that this 
does not mean that the AI ethicist becomes an expert 
in an empirical science or that the ethical specialist 
is the AI engineer. Rather, it is simply a claim that 
arguments should appeal to evidence, 
lay out evidence in the form of studies etc., and make 
clear the limits of the empiricism and practicalities 
of what is being claimed. Stylistically, this is to 
be cashed out by preferring arguments based on 
case studies rather than abstract definitions and 
philosophical coherence (an exemplar of this is the EU 
proposed legislation that offers no clear (necessary 
and sufficient) definition of ‘high-risk’ AI applications 
but instead lists a series of applications, i.e., the 
approach is bottom-up). Although conceptually and 
philosophically this may not be satisfactory, it is 
nonetheless ‘clear’ and direct. Through these general 
rules, categorisation may occur (i.e. abstraction). 
However, this will be through a bottom-up empirical 
approach and will always be open to new empirical 
case studies (that can inform the community), thereby 
rendering any abstractions liable to change via new 
empirical evidence emerging rather than logical or 
conceptual investigation.    

This prioritisation of the empirical has further 
benefits, namely: 

• Openness: The AI ethics debate always remains open 
and liable to new evidence emerging. This also lends 
itself to iterative change and advancement of the field.  
• Practicality: The AI ethicists must ground themselves 

in engineering and science, and practicality. 
This contrasts with the futurists and speculators 
(who may be seen as indulging in fantastical 
speculation regarding the future of humanity in 
utopian and dystopian abstractions that have little 
to do (if at all) with AI engineering and science 
as it stands - the debate about general artificial 
intelligence (AGI) is an example of this). As such, 
practically, tangibleness and immediate/real impact 
are at the forefront of the AI ethicist. Furthermore, 
empirically grounding interventions in the ethical 
domain and having practicality at the forefront of 
thinking allows for the intervention to be efficacious 
and actionable. Abstract and/or empirically 
uninformed contributions have the problem of being 
lame, i.e., they cannot be operationalised. 

• Insight: Empiricism also places the practitioner at 
the centre of the AI ethics debate by appealing to their 
experiences. For example, in the context of education, 
a specialist AI ethicist will never have the insights 
and contributions that an experienced teacher will 
have with respect to how AI technologies impact 
teaching and education - the teacher is the repository 
of ethical insight precisely because of their deep and 
sustained engagement with education (knowledge 
and insight that is both explicable and tacit). As a 
corollary to this, in applied ethics (which we read AI 
ethics as), the world as it is presents the appropriate 
point of departure for ethical deliberation. Here, 
relative to a global-abstracted view, we are arguing 
that investigation and grasp of the details is a more 
appropriate approach to meaningful intervention in 
the AI ethics debate. 
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The arguments we have presented are a call for openness and public reason

 in the determination of how we as a society want our AI-driven technologies 

(and digital technologies writ large) to operate. Indeed, it is a statement of 

confidence in the demos. This is not to suggest that AI ethics councils are 

superfluous, rather it is to argue that such councils should not function as 

a moral authority - the demand is that deliberative processes are rationally 

explicated and open to scrutiny. This appeal to openness and inclusivity is also 

to acknowledge that human beings are extremely biassed, and that by socialising 

ethical decision making, we are in effect countering the amplification of extremity 

of bias found in smaller groups. We conclude with a note that this position paper 

should be read as a point of departure and contention rather than as a final 

statement, written with a view to stimulating debate within the community.  
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