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IDC OPINION 

Since its first introduction close to two decades ago, public cloud–based infrastructure spend has 

grown extremely rapidly, surpassing on-premises information technology (IT) infrastructure spend for 

the first time in 2019. Faced with an extremely dynamic business environment, information technology 

operations, developers, and end users alike have embraced the public cloud. It is the "public cloud 

experience" that has driven this rapid adoption, characterized by subscription-based pricing, on-

demand agility, a self-service orientation, transparent technology refresh, and a wide range of 

resource allocation options that can effectively handle both very small and very large projects. CIOs 

are faced with enabling hybrid IT infrastructures that combine both on-premises and off-premises 

options, and already 64% of enterprises are running hybrid multicloud infrastructure in production. 

Infrastructure vendors have sought to replicate much of the public cloud experience while maintaining 

the advantages that differentiate on-premises infrastructure (performance, availability, security, and 

governance capabilities along with a much more direct ability to control costs as access frequency 

changes and workloads scale). In moving in this direction, vendors are evolving their own offerings to 

make them more software defined. While virtualization vendors have probably done the most to deliver 

public cloud capabilities with their platforms, broad usage of these products has made their challenges 

familiar to most virtual administrators: purchase, deployment and management complexity, overhead 

that impacts infrastructure efficiency, constraints on high-end capacity scalability, and cost in the form 

of the virtualization "tax." 

While it's hard to argue with the success of the mainstream virtualization vendors, one vendor 

(Verge.io) claims to do just that. Replacing the fragmented, multiproduct offerings that pose 

integration, management, and upgrade challenges faced by today's virtual administrators with a single 

comprehensive platform that requires a single install, Verge.io provides a software-defined, private 

cloud option for on-premises or off-premises deployment with differentiating simplicity and cost that 

fully delivers on public cloudlike agility. Verge.io is extremely lightweight, deploys as a firmware layer 

on commodity server-based storage hardware, provides the enterprise management capability to 

support mission-critical workloads, and is built around a "virtual datacenter" (VDC) instead of a "virtual 

machine" (VM) construct to significantly simplify management at scale (as well as enable extremely 

capable edge deployments). Enterprises looking for a better composable infrastructure experience will 

want to look at Verge.io. Verge.io's customers describe their platform as the "easy button" for 

enterprise private cloud. 
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SITUATION OVERVIEW 

In today's world, building out the right information technology infrastructure to meet the dynamic 

business requirements of digital transformation is a significant challenge. The traditional approach to 

building out IT infrastructure lacked agility, a characteristic that drove many end users to the public 

cloud. When developers or business users needed IT resources to spin up or expand a project, they 

could not afford to wait months or fund major capital expenditures at each inflection point. The public 

cloud afforded very granular resources, available on demand and without up-front capital expense, 

through a self-service model that had significant appeal to these types of end users. 

As a result, expenditures on public cloud surpassed that of on-premises IT spend in 2019, and the gap 

between the two is expected to slowly widen going forward. Now that we are well into the second 

decade of public cloud usage, the pros and cons of that model are becoming increasingly clear. On the 

positive side, users of public cloud services enjoyed subscription-based pricing, on-demand agility, 

self-service-oriented ease of use, transparent technology refresh, access to colocated services also 

available in the public cloud, and the outsourcing of infrastructure management tasks. On the negative 

side, costs could become quite high as projects scaled (due particularly to unexpected egress 

charges); performance, availability, security, and governance requirements for certain workloads could 

not be adequately met by the public cloud; skill sets for managing distributed infrastructure were 

fragmented; and IT governance became more complex. 

For this reason, most enterprises are moving (or have moved) to a deployment model that includes on-

premises traditional IT, on-premises private cloud, and multiple public clouds. Many IT organizations 

have IT infrastructure spread across edge, core, and cloud environments. Determining the optimal 

deployment model on an application-by-application basis may be an ongoing task as the best location 

for a workload may change over its life cycle. IDC's December 2021 IaaSView Survey indicated that 

64% of enterprises today have hybrid multicloud environments with IT infrastructure in both on-

premises locations and in at least two public clouds. Hybrid multicloud is the way that datacenter 

infrastructure will be built going forward, and this has a number of implications for how IT architectures 

will evolve. 

As enterprises build out their own on-premises private clouds to handle workload requirements not 

well met by public cloud, they are striving to obtain the pay-as-you-go, agile, and nondisruptive 

technology refresh and self-service orientation of the public cloud. They are, in effect, trying to 

duplicate the "public cloud experience" without all the negatives. Virtualization technologies from 

vendors like Nutanix and VMware enable software-defined on-premises infrastructure, but buying, 

assembling, integrating, and managing all of the various software components needed can introduce 

significant complexity. In addition to complexity, virtualization software imposes overhead, demanding 

as much as 15% of available CPU cycles to create the virtualized environment, thereby imposing 

unwanted performance impacts. Many IT organizations refer to a "tax" associated with the use of 

mainstream virtualization technologies and need specialized administrative resources to be able to 

effectively manage these fragmented environments for billing and chargeback, workload balancing, 

capacity planning, hybrid multicloud administration, and other common operational tasks. 

Infrastructure efficiency will become increasingly important as energy costs continue to rise and many 

enterprises struggle to scale their IT infrastructure as needed within restricted power budgets due to 

power grid limitations. Along with storage efficiency features like compression, deduplication, write 

coalescing, and a host of other I/O optimizations, enterprises will be focusing on power and cost 

efficiencies. The recent Meta AI Research SuperCluster deal is a good example of that. In selecting 
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the IT infrastructure for a 186PB deployment, Facebook's parent company noted that power and cost-

efficiency considerations were a key part of the final decision. IDC expects that more enterprises will 

consider these factors when making large infrastructure decisions. 

Finally, even as IT infrastructure management tasks in general fall more to IT generalists because of 

skill set shortages, enterprises are dealing with more infrastructure complexity. CIOs are looking to 

automate as many IT operations as possible to improve reliability and boost the productivity of less 

experienced administrators. Hybrid cloud operations, while they enable the agility to deal with a far 

more dynamic business environment, introduce additional complexity, particularly when cloud 

infrastructure is spread across two or more service providers. Simplicity is an alluring goal in buying, 

deploying, and managing infrastructure, producing cost benefits that go directly to the bottom line. 

The move toward software-defined infrastructure is clearly a macrotrend in the IT industry. Software-

defined approaches offer increased deployment flexibility, are easier to use, and offer better 

economics than older, more hardware-defined approaches. Many of these newer systems leverage 

artificial intelligence and machine learning to drive more effective monitoring and management 

operations. Given the 30–40% data growth rates that most enterprises are experiencing, scale-out 

architectures are increasingly cannibalizing scale-up, multi-controller architectures on technology 

refresh for many workloads (including many mission-critical ones). The ability to enable hybrid 

multicloud operations, including support for containerized, cloud-native workloads that leverage 

Kubernetes, is another critical characteristic of the modernized IT infrastructure enterprises are 

deploying to meet the requirements of digital transformation. 

VERGE.IO: SIMPLIFYING SOFTWARE-DEFINED INFRASTRUCTURE 

Verge.io is a Michigan-based, software-defined infrastructure vendor that has effectively virtualized the 

datacenter, enabling virtual private clouds across a range of sizes from edge to core to cloud with a 

software product that can run on a variety of different processor, server, storage device, and 

networking types. The two most compelling value propositions for Verge.io's customers, which include 

managed service providers, enterprises, government agencies, and organizations, and institutes of 

higher education are simplicity of deployment and operation and lower cost for on-premises 

deployments that fully deliver on public cloudlike agility. While the vendor can deploy a software-

defined datacenter on a single 1U server, it can scale the same software instances up to support well 

into the exabyte range (something which at that scale would be most efficiently done using different 

commodity hardware). 

Verge.io is architected as a very thin software layer that deploys as firmware on top of a wide range of 

commodity hardware. Storage clusters, composed of server-based storage nodes interconnected over 

dedicated Ethernet networks, provide the hardware foundation, and customers scale environments by 

adding more nodes. Verge.io supports very simple, low-cost edge deployments based on a single 

node, but provides high availability when deployed across two or more nodes. The vendor also 

supports nondisruptive, multigenerational technology upgrades — customers can add next-generation 

nodes into existing clusters, moving workloads around as desired to take advantage of the newer 

technologies. This technology refresh approach also extends the useful life of a system to at least 

double that of conventional systems, garnering additional cost savings and ease of use over the life 

cycle of the platform. 

Unlike existing virtualization environments where customers have to buy, manage, and upgrade 

multiple software packages that are separately deployed, Verge.io installs as a single software 
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package that includes all the components necessary to manage a virtual datacenter complete with 

compute, memory, storage, and networking. This makes initial deployment fast and easy, dispenses 

with any concerns about software components working together, and makes software upgrades much 

simpler — an administrator just needs to upgrade a single package. 

Verge.io provides the foundation for enterprise-class IT infrastructure. Data is stored immutably, and it 

uses an append-on-write update strategy that natively protects data from ransomware and other "bad 

actor" antics. Data at rest is protected using a dynamic erasure coding approach that is optimized for 

the actual hardware configuration and adapts as new nodes are added to distribute data even more 

widely for higher performance and resiliency. Verge.io is "rack aware," automatically distributing data 

to achieve maximum resiliency. Data reduction, based on deduplication implemented natively at a very 

low level for maximum efficiency, is performed on both data and metadata to drive higher data 

reduction ratios. Snapshots are implemented again natively at a very low level for extremely high 

performance — petabytes of data can be cloned in milliseconds. Data is encrypted, using 256-bit 

technology, both at rest and in transit. Asynchronous replication is integrated and extremely efficient, 

keeping data in its deduplicated form as it is distributed to targets. 

As software-defined infrastructure, Verge.io can run on any on-premises, server-based storage 

hardware or in the public cloud on top of bare metal instances like Amazon EC2 M6a and C6a. 

Verge.io recommends that it be deployed on bare metal for the highest efficiency and lowest cost. The 

Verge.io software environment is completely self-contained — it requires no function accelerator cards, 

RAID controllers, or other specialized hardware to provide a highly available enterprise-class IT 

infrastructure. 

Unlike existing virtualization platforms that use the virtual machine as the core construct, Verge.io uses 

the "virtual datacenter" as the core construct. Snapshots take up NO space until they are modified, at 

which time the differentials are tracked through a new "version" (because of the append-on-write 

strategy Verge.io uses). This makes it extremely fast and easy to deploy new infrastructure. 

Administrators can create VDCs to meet specific compliant requirements, for example, and create an 

encapsulated snapshot of the entire datacenter, allowing it to be deployed on dissimilar hardware. 

That makes it exceedingly easy to create disaster recovery/business continuity solutions or deploy 

new infrastructure to meet a particular vertical requirement. This unique ability to space efficiently 

snapshot entire datacenters and move them to new locations goes beyond the agility of most public 

cloud–based environments. It can also enable a self-service capability for end users that fully meets 

governance and compliance requirements, allowing them to spin up secure enclaves (or add to 

existing ones) as needed. Snapshots can also be taken at the VM level if that is required. 

Many of Verge.io's customers are tier 2 service providers (i.e., non-hyperscalers) that chose to deploy 

the software to create their own cloud infrastructures (rather than use hyperscaler services as their 

foundation). Enterprises and other organizations that deploy Verge.io do so to give themselves an on-

premises private cloud option that is simpler than either public cloud or creating their own private cloud 

using virtualization software. For all of these customers, Verge.io provides all the agility of the public 

cloud (with some additional capabilities) that is as easy to deploy and costs significantly less (in 

particular, because there are no egress charges with Verge.io, the vendor charges only for the 

memory and storage capacity they are consuming). 

The ability to easily scale Verge.io up or down is important in a world where customers have IT 

infrastructure in edge, core, and multiple public cloud locations. Vendors that initially built their 

infrastructure software for core use often have difficulty scaling it down to efficiently support edge 
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deployments. Vendors that tie their software to specific appliances constrict customer options to 

deploy their hardware of choice. Verge.io customers that want appliance-based deployment, however, 

can go to one of the vendor's many channel partners to get the software preloaded onto the hardware 

of their choice, tied up neatly with a single support contract for the entire solution. Many of Verge.io's 

customers appreciate that the vendor provides the "easy button" for virtual private cloud. 

CHALLENGES/OPPORTUNITIES 

Verge.io is still a small vendor, although its technology foundation has been around for well over 10 

years. The company sold a software-defined storage product called Yottabyte back in the 2010 time 

frame, but in working with software-defined infrastructure, the founders realized that creating a single 

solution that comprehensively covered compute, memory, storage, and networking would deliver the 

simplicity IT organizations needed and enable it to effectively scale from edge to core to cloud 

deployments. It is interesting to note that the major virtualization vendors are slowly moving their large 

portfolios in a consolidated direction to make their environments easier to deploy, manage, and 

upgrade, but Verge.io is already there. Its challenge is one of evangelization, making sure potential 

customers are aware that there is a virtual private cloud option that can be easily deployed on 

premises while over-delivering on the advantages of the public cloud. 

CONCLUSION 

As we move into the hybrid multicloud era, dealing with increasing complexity and IT skills shortages 

puts a premium on ease of use. And with IT infrastructures growing rapidly to accommodate the 30–

40% annual data growth that many organizations are experiencing, coupled with increasing energy 

costs and, in many cases, power grid limitations, infrastructure efficiency is becoming a more 

important purchase criterion. With the burgeoning importance of cloud and the need to have cloudlike 

agility everywhere, there's no doubt that the future of IT infrastructure is software defined. The question 

is what form that will take. 

While virtualization vendors have promised a highly composable future of IT infrastructure around their 

hypervisor-based offerings, they have done less in addressing simplicity of deployment and 

management and concerns around infrastructure cost and overhead. Verge.io has created a 

comprehensive, software-defined infrastructure stack that efficiently scales from edge to core to cloud 

and addresses those issues head-on, providing a highly integrated platform for on-premises and/or off-

premises deployment that fully delivers on public cloudlike agility. Enterprises looking at software-

defined infrastructure options for the first time may not fully appreciate how different Verge.io is from 

the mainstream virtualization vendors, but those with that experience will appreciate the simplicity, low 

cost, high efficiency, and broad scalability that the vendor offers with its platform.
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