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1.  ECONOMIC AND SCIENTIFIC CONTEXT  

1.1          The company 

  

Melanion Capital SAS is a portfolio management company specialized in niche strategies and markets. 

Founded in October 2012, it has benefited from the status of Young Innovative Company (JEI) and, in 2014, 

its expertise was recognized by the award of "Emerging Manager of the Year". 

1.2          The need to innovate and undertake an R&D project 

Innovation is at the heart of Melanion Capital's activities. The need to bring efficiency to niche markets, 

while maintaining profitability for our clients is our motivation. This requires a continuous search for new 

opportunities in ever-changing markets, and the ability to be responsive and adaptable. Our current 4 main 

R&D axes are: 

• Hard dividend derivatives, 

• Volatility strategies 

• Cryptocurrencies 

• Sports betting 

  

2. THE PROJECT  

 

The aim of the project is to explore new markets and detect exploitable inconsistencies between the 

theoretical value of a tennis match and the prices proposed on online betting platforms. 

2.1          General objective 

This project is based on two main axes: 

• The development of a probability model of winning a point for a serving player, taking into 

account the skills of his opponent. This probability measure is estimated from historical data on 

player performance and parameters such as the surface or the quality of the player's serve and 

return. 

• The estimation of the probability of any type of event such as the winning of a game, a set or a 

match, the number of games of a match or the difference between the number of games won 

by each player. This estimation must be possible at any time during the match and therefore take 

into account the current score. This makes it possible to implement fair prices for all types of 

bets offered by bookmakers. 
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2.2          Scientific and technical uncertainties, technological barriers and constraints 

The first uncertainty we encountered is the absence of an academic model that is able to beat the 

bookmakers in the long run. Two reasons could explain this absence, either some models exist and are not 

published to keep their profitability, or the spread (the difference in odds between the two sides of a bet) 

is sufficient for the bookmakers to cover any inaccuracy of their model over the long term. 

Moreover, the existing academic models for estimating winning probabilities in tennis have the particularity 

of focusing on restricted cases such as Grand Slam tournaments and are therefore difficult to generalize. 

Their lack of modularity prevents them from being applicable at scale with a sufficient match frequency. 

Finally, an important obstacle we encountered was the lack of accessibility to historical data of sufficient 

quality to train our model and evaluate its past performance. Thus emerged the need to create an 

automaton that evaluates live prices in order to understand the behavior of bookmakers in a dynamic way, 

before and during the game. 

 

3. STATE OF THE  ART  

 

The problem of determining the probabilities of the outcome of a tennis match has been addressed many 

times in the literature, through the development of models of various complexities. Nevertheless, we can 

identify two approaches to the problem: 

A global approach that focuses exclusively on the outcome of the match. The model can be based on player 

statistics such as ATP ranking, first or second serve performance, or percentage of break points converted 

or lost. Michal Sipko uses global processing of statistics [1] through multiple regression methods borrowed 

from Machine Learning. The model does not allow to detail the probabilities of winning a particular set but 

has the advantage of including information about the mental state of the players and their tendency to 

over- or under-perform during key moments of a match. 

Gorgi and Koopman [2] do away with regression and use a high-dimensional Bradley-Terry dynamic model 

to determine the outcome of the match by assigning a score to the players and making pairwise 

comparisons. This approach, which introduces the notion of a player's ability, is again insufficient to predict 

anything other than the outcome of a match before it begins. 

A more granular approach that seeks to estimate for a given point the probability of the server winning 

against the receiver. All the works in this category are based on the work of A. James O'Malley [3] who 

established closed formulas allowing to compute the probability of winning a game, a set or a match from 

only the probabilities of winning a player's serve. 
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The problem of evaluating this probability remains the same as before, but the finesse of the model 

generates an increased number of observations (many points in a single match) for a number of parameters 

to be estimated of the same order. 

A naive estimate of these probabilities would be to look only at the historical match statistics of the two 

players considered. However, there may have been few or no matches between them or they may be too 

old to reflect the present. Knottenbelt and Spanias [4] use a stochastic model with a common opponent to 

expand the number of matches that can be used for estimation. However, this model is ineffective when 

dealing with players who have had no or too few common opponents for the estimation to be reliable. 

Barnett [5] tries to estimate this probability by combining the ATP statistics of the players and comparing 

them to an average of the players in the current tournament. However, the estimation does not consider 

the temporality and the evolution of this probability with time other than by the proxy of the ATP statistics. 

Bevc [6] tries to estimate the probability of winning a point, either by looking at the first 30 points, or by 

evolving a Beta distribution that gets tighter with each point observed during the beginning of the match. 

The prediction certainly takes into account the qualities of each player and evolves during the match but is 

restricted to matches in progress and already well underway. Madurska [7] studies the evolution during the 

match of the probability of winning a point. This allows to take into account the influence of the mind and 

the divergence of the respective probabilities of the two players during a match. However, it does not 

improve the estimation of the probability before starting the match. 

  

Beyond the differences between these two approaches, we are interested in prediction methods existing 

in other individual disciplines. The Glicko ranking system [8] invented by Mark Glickman is a generalization 

of the Elo model [9] which was initially dedicated to the prediction of chess results. This work provides an 

interesting treatment of temporality and of the evolution of players' qualities over time. 

Missing knowledge - The state of the art is a collection of works that are too specific or too crude to take 

into account all the parameters that can influence the outcome of a match. These works are also too 

academic in the sense that they are not adapted to the estimation of eclectic betting odds at different 

moments of the match, as proposed by the bookmakers. 

Contributions - The particularity of our work was to train two Glicko models on both the service quality of 

a player and his return quality. The dissociation of the two qualities and the application of a Glicko model 

to a granular data allowed us to gain in prediction flexibility. It was possible to estimate the value of matches 

where the players have never had common opponents, which is common in lower level tournaments, but 

also to compute probabilities of complex events both at the beginning of the match and during its course. 

The introduction of a surface differentiation and a quality transfer function allowed us to be more accurate 

in our predictions without reducing the number of matches used to train the model. 
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4. R&D WORK CARRIED OUT  

4.1 Developments 

 

The developments followed the following logic: we started with data acquisition and cleaning, before 

building our probability model and adjusting it to minimize the deviation of its predictions from reality. 

Finally, a model for monitoring online betting platforms was developed to identify price errors. 

4.1.1 Analysis and exploration of historical data 

 

We were unable to reliably obtain historical proprietary data such as the evolution of the odds over the 

course of the matches on the different online betting platforms. ATP data such as ball speed or rotation 

speed would have also provided information but we could only access extracts of these. However, it was 

possible to get some good quality data about the history of the matches played, scores and some statistics 

about the players. Our main raw database was OnCourt which gathers information about tournaments, 

players and matches. You can find surface types, number of rounds or tournament prizes, age, ranking and 

performance statistics of players and match results with details of points won on first serve, second serve, 

on a winning shot, etc. 

Cleaning - The raw data was cleaned to remove any matches that appeared blatantly false or incomplete. 

By using redundancies in the statistics, such as total points won by one player and the other with the match 

point total, nonsense matches were removed. Some data were missing in large numbers, such as average 

service speed. This information is often present in the big tournaments and absent in the others. Removing 

all the points where a data is missing would have been too restrictive; therefore, some data were considered 

not essential for the model. The list of data considered essential is, for each player, the number of : 

• Total services 

• First services 

• Second services 

• Aces 

• Double faults 

• Points earned 

• Points won on first serve 

• Points won on second serve 

• Winning points 

• Direct fouls 

• Net approaches 

• Points won on net approach 

• Break balls obtained 

• Break points won 

• Number of service returns 

• Number of balls won in return 
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Matches where one of the players dropped out were also removed because they describe one-time events 

that are not representative of a player's qualities. 

4.1.2 Construction of the probability model 

4.1.2.1 Glicko 

 

The Glicko rating system is a method of evaluating a player's abilities in games where experience is 

important, such as chess or Go. The main contribution of the Glicko model compared to the Elo model is 

the measure of the uncertainty of the ranking given by the model, the deviation rating or RD. In our case, it 

is a question of establishing over time a measure of probability, precisely on the parameter p, probability 

of winning a point on service. We can initially consider that the distribution of p is a normal distribution of 

mean µ and standard deviation φ : 

  p ∼ N (µ, φ) 

Parameter updates - The Glicko model defines how the parameters µ and φ change at each observation 

over time. A volatility parameter σ is used to define how quickly updates can occur. Similarly, for each 

match, a covariance is computed to evaluate the difference in level between the two players. The idea is 

that an outperformance against a much weaker player does not provide much information and should not 

significantly change the old probability distribution. Conversely, an outperformance against a stronger 

player should significantly increase the mean µ of the distribution. 

The covariance v is expressed as: 

 (1) 

where the normalizer  is : 

 (2) 

and the expectation  is defined by 

 (3) 

 

An estimate of the improvement ∆ is then calculated: 

 (4) 
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where  is the observed frequency of winning a point on serve during the match. Updating the 

parameters µ and φ of our distribution is done as follows: 

 

(5) 

Note that the volatility σ has the effect of increasing the uncertainty φ of our prediction while the 

covariance v has the effect of decreasing the uncertainty. The two opposing effects allow for a temporary 

equilibrium in the distribution while allowing the performance to evolve over time. 

4.1.2.2 Separation of service and return 

 

A particularity of tennis is the strong advantage that the server has over the receiver to win a point. In 

addition, serving and receiving qualities are not necessarily correlated. For example, for two players who 

win a large proportion of their points on serve, one may win few points on return, like John Isner, or on the 

contrary be a good defender and also win a good proportion of points on return, like Roger Federer. For 

this reason, we chose to duplicate the model and separate the serving and return qualities. The distribution 

evolved by the Glicko model no longer directly represents the probability of a player to win on serve. We 

must now combine the service qualities of a player with the return qualities of his opponent in order 

to obtain the probability p of winning a point on his serve. 

4.1.2.3 Integration of the two measures 

 

We now have a ) for the server and ) for the return. Based on the Bradley-Terry model 

for predicting the outcome of a match between a pair of players, we can approximate the probability of 

winning the serve by the distribution function of a logistic distribution ) evaluated as 

where  

This gives us the probability 

 (6) 
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4.1.3 Model validation and adjustments 

4.1.3.1 Comparison of distributions 

Figure 1 - Historical distributions of predictions and realizations of the proportion of points won on service. 

The graph in Figure 1 represents the historical distribution of the 

model's predictions versus the realized values during the game. The 

two distributions look similar, but our model consistently 

overestimates the probability of winning a point.  

 

The problem appears when we apply formula (6). Players of 

comparable level are supposed to have similar distributions. But in 

our case a service quality is compared to a return quality and even 

comparable players will show an imbalance in favor of the server. In 

equation (6), the difference µ1 - µ2 is too large, even normalized 

by φ, and the exponential tends to 0 too quickly. 

 

 

 

 

 

 

Figure 2 - Mean and absolute mean deviations 
between predictions and realizations of the 

proportion of points won on a player's serve. 
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4.1.3.2 Relaxation of the normal hypothesis 

One way to correct for this bias is to artificially increase the variance in equation (6). This has the effect of 

considering higher distribution tails than for the normal distribution. We introduce a parameter α > 1 and 

we now obtain: 

(7) 

 

 

 

 

 

 

 

 

Figure 3 - Distributions of predictions and realizations after fitting the distribution tails. 
 

 

Figure 3 shows that the historical distribution is flatter. One 

reason for this is a psychological factor. Losing players may see 

their serving performance deteriorate over the course of the 

match, while a winning player may see his serving performance 

improve over the same time. This effect is inconsistent with the 

assumption of a constant probability of winning on serve and 

may be similar to an unstable equilibrium that diverges when 

the scales are tipped too far in one direction. However, since 

this effect can happen in both directions for a player, it does 

not necessarily change the value of p at the beginning of the 

match and does not completely invalidate the prediction. 

We notice similarly in Figure 4 that the distributions have a 

close mean, as the mean E - R deviation is now -0.69% against 

9.40% previously. 

 

 Figure 4 - Differences between predictions and 
realizations after adjustment of the distribution tails 
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4.1.3.3 Adjustment by area 

 

Starting from the observation that the impact of a player's 

serve depends greatly on the surface, we wanted to 

discriminate our predictions by surface. A first method could 

have been to create a model by surface and update it with the 

matches of this surface only, but this would have greatly 

reduced the number of observations. Instead, we decided to 

create a per-surface model but apply a QoS transfer and return 

factor to the updates of matches from other surfaces. This 

factor weights ∆ in the parameter updates in equation (5). We 

define  ∈ [0, 1] this transfer factor between the 

surfaces  and . We adjust these parameters to minimize 

the absolute difference between prediction and realization for 

each of the surfaces. The optimized factors show us that 

serviceability transfers more between surfaces than 

returnability, averaging 0.93 for serviceability and 0.89 for 

returnability. Some similar surfaces have a high 

quality transfer factor. For example, the quality transfer 

factor   is 0.93 for the service and 0.98 for 

the return. While very dissimilar surfaces like clay and grass 

give a lower quality transfer:  is worth 0.87 on 

serve and 0.77 on return. 

 These surface adjustments reduced the average absolute 

difference from 6.44% to 6.37%, as shown in Figure 5. 

 

 

 

 

 

 

  

Figure 5 - Differences between predictions and 
realizations after adjustment by surface type. 
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4.1.3.4 Age Adjustment & Patriotic Benefit 

 

We also wanted to take into account and correct for the influence of two parameters: the age of the 

player and whether he plays in his own country or not. Figure 6 shows the observed mean difference 

according to age. Although the results are noisy, we notice that our model tends to underestimate young 

players compared to older players. We therefore made a correction to account for this bias. Similarly, it 

was clear to us that players performed better in front of their home crowd than abroad as shown in Figure 

7. We also corrected for this bias in our predictions. 

 

Figure 6 - Differences between predictions and realizations after adjustment by surface type. 
 

 

Figure 7 - Differences between predictions and realizations after adjustment by surface type. 

  

4.1.3.5 Uncertainty related to the passage of time and surface change 

The Glicko model defines periods during which matchups are grouped together and updates are then made 

in a grouped fashion. If a player does not appear in any match during this period, his Rating Deviation RD 

increases to signify a higher uncertainty. We experimented with different durations for these periods. The 

best results were obtained with the finest granularity of one match per period. To preserve the effect of 
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time on uncertainty, we chose to update a player's parameters just after a match or after a 28-day period 

of inactivity. The choice of this duration was guided by the observation that it is quite common for players 

not to play in tournaments for durations of 3 weeks, during which they rest and prepare for the next 

tournament. These temporary absences do not deteriorate their level or their variance. Only more 

prolonged absences deteriorate the certainty of a player's form and qualities. We also noted an 

underperformance of the players compared to our model just after a change of surface. This drop in 

performance, which is explained by a necessary time of readjustment, was not corrected in our model but 

was taken into account in a discretionary way, by avoiding betting on the first turns of the players on a 

surface. Similarly, it was considered that a minimum of 50 matches was needed for the model to have time 

to converge before a prediction could be treated as reliable. 

4.1.4 Pricing of a bet 

We now have, thanks to our improved Glicko model, a prediction of the rate of points won by a player on 

his serve. We now need to convert this probability of winning a point into a probability of winning a match. 

4.1.4.1 Probability of winning a game 

Using the assumption of a constant probability p of winning the point for the serving player, O'Malley [3] 

derived the expression for the probability G(p) of winning his service game. Figure 8 gives a representation 

of the infinite number of possible paths to the outcome of a game. G(p) can be expressed as: 

 (8) 

 

Figure 8 - Markov chain of a game 
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The infinite sum comes from the possibility to oscillate infinitely between advantage and equality. However, 

the tail of the distribution corresponding to these events is very fine. O'Malley therefore gives an 

approximate formula: 

 (9) 

4.1.4.2 Probability of winning a set 

The probability of winning a set S(p, q) can then be calculated from G(p) and G(q) where p and q are the 

probabilities of winning a point on serve for the two players respectively. Figure 9 represents the range of 

possible paths in the Markov chain of a set. 

S(p, q) = X 21 i=1 B(i, 1)G(p) B(i,2)(1 - G(p))B(i,3)G(q) B(i,4)(1 - G(q))B(i,5) × (G(p)G(q) + {G(p)(1 - G(q)) + (1 - 

G(p))G(q)} T B(p, q))B(i,6) (10) 

  (10) 

where B(i, j) is the element of the matrix B and  is the probability of winning a tie-break also 

provided by O'Malley

 

Figure 9 - Markov chain of a set 
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(11) 

4.1.4.3 Probability of winning a match 

In the same way, according to the type of tournament, we enumerate the possibilities of arriving at 2 or 3 

winning sets and we deduce the probability of winning a match All this is based on the estimated 

probabilities p and q of winning a point for each of the serving players. The theoretical price of a match is 

obtained by reversing the probability of winning. 

𝑃𝑟𝑖𝑥𝑝𝑙𝑎𝑦𝑒𝑟 1 𝑏𝑒𝑎𝑡𝑠 𝑝𝑙𝑎𝑦𝑒𝑟 2 =
1

𝑃𝑚𝑎𝑡𝑐ℎ(𝑝, 𝑞)
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4.1.4.4 Probabilities of a match in progress 

The use of these closed formulas is quite elegant but does not allow to give a price to a game in progress. 

Indeed, the score at the beginning of the match is already a reduction of the space of possible events. We 

need to be able to give a conditional probability to a score. Pr(𝑝𝑙𝑎𝑦𝑒𝑟 1 𝑤𝑖𝑛𝑠| 𝑆𝑡) where  is the score 

at time t. To do this we have chosen to traverse the probability tree starting from the score node. This 

procedure lends itself well to recursive calculation. For example it is enough to compute the probability of 

winning or losing the set from the score of the current games and then to compute the 2 probabilities of 

winning from the end of the set according to the 2 possible events. Thus we go through a condensed tree 

and not the complete tree of possibilities. 

4.1.4.5 Generalization to all types of bets 
Some of the bets available are also more exotic. It is possible to bet on the total number of games in the 

match (no matter who wins) or to bet on the victory with a handicap. A handicap is a number of games 

ahead that the winner must have in order to win the bet. In order to give a price to these bets, we have 

chosen to list the tree of possible scores corresponding to the bet and to weight these events by moving 

backwards on the branches of the tree, until we get the current score or the starting null score. The details 

of the calculations are not given here because it is more a matter of computer and computational 

engineering than of real mathematical complexity. 

4.2 Performance comparison 

In order to compare our model to the state of the art, we can compare to Table 4 of Knottenbelt's paper [4] 

using a common opponent model. We can notice that the common opponent model had to bet more often 

on the favorites because they have a higher success rate (71.11% vs. 62.87%) while the ROI is lower (6.51% 

vs. 7.41%). 

 

Figure 10 - Results of Knottenbelt's common opponent model [4] for the 2011 ATP Grand Slam tournaments 
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Figure 11 - Results of our model for the 2011 ATP Grand Slam tournaments 
 

It should be noted that the odds used in [4] are the BEST AVAILABLE odds of http ://www.tennisdata.co.uk 

which includes 4 soft bookmakers in addition to Pinnacle. The odds of these bookmakers are not 

representative because the volumes are minimal and they tend to ban any bettor who has a non-transient 

success. We used only Pinnacle's odds to generate Figure 11. We estimated that their ROI was 

overestimated by 2.97%, the average deviation of the winner's best odds from Pinnacle over this period. It 

should also be noted that the comparison uses 2011 data that is not representative of today's market. We 

can notice a clear gain in efficiency since 2015. In order to get rid of all these variations related to 

bookmakers and the market, it would be more interesting to compare the error on the prediction of the 

proportion of points won in the p-service, but these data are not provided by the papers considered. 

5. CONCLUSION  

5.1      Results and knowledge gained 

 

The whole research process allowed us to generalize work applied to different disciplines and adapt it to a 

lower level of granularity in order to obtain reliable predictions. Although the model is already complex, it 

still seems a bit simple to take into account all the psychological and dynamic effects of the match. However, 

the historical predictions allow us to obtain a consistent bias with respect to the average market price. The 

profitability of the model is however more erratic than expected because the spread used by the 

bookmakers is wide enough to compensate for the inaccuracies of their model. 

5.2      Prospects for the future 

 

The work we present here leaves different perspectives for improvement: 

- We have noticed a strong correlation, during the duration of a tournament, of the over- or under-

performance of a player with respect to the predicted value. It could be interesting to take into account this 

internal inertia of the tournaments and to establish a temporary correction to the model reset to zero at 
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the end of each tournament. This would allow to smooth the evolution of the Glicko model by reducing 

the σ volatility, while being able to anticipate sudden and temporary changes in performance. 

- The quality of the service is a major factor in explaining the rate of points earned on its service. However, 

our model does not discriminate between 1st and 2nd services, while the 2nd service provides a lesser 

advantage. A possible improvement of the model would be to separate the two services and to evolve the 

distributions separately. 

- The fatigue effect is also a decisive factor in performance, although it is not easily quantifiable. It might be 

worthwhile to try different measures of fatigue by integrating the number of matches or points played over 

a given period of time or the time spent on the court. 

- All of these new parameters could be incorporated as a second layer of correction to the Glicko model 

prediction. The use of Machine Learning seems appropriate to determine the importance of each of these 

improvements and to optimize the correction. 
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