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MAIA: Multilingual AI Agent Assistants

Sumário (Portuguese)

O suporte conversacional on-line – chat – é o canal de apoio ao cliente com o cresci-
mento mais rápido, sendo já a forma preferida para os millennials comunicarem com
empresas. Actualmente, para suportar clientes internacionais neste canal recorre-se
essencialmente a agentes humanos que falem diferentes línguas – um recurso escasso e
dispendioso. Os enormes avanços em tecnologias da linguagem (tradução automática
e sistemas de diálogo) registados tornam estas tecnologias apelativas neste domínio.
No entanto, os sistemas actuais são pouco sólidos: primeiro, requerem demasiados
dados e computação, falhando em domínios ou línguas onde dados etiquetados são
escassos; segundo, não capturam informação contextual (p.ex.: os sistemas actuais de
TA trabalham frase-a-frase ignorando a conversação); terceiro, os sistemas automáti-
cos não possuem empatia e falham em cenários inesperados, resultando numa baixa
satisfação do cliente.
NoMAIA, iremos desenvolver umaplataforma conversacionalmultilingue onde agentes
humanos são assistidos por agentes de IA. Esta aproximação ultrapassa as limitações
identificadas através dos seguintes objetivos científicos e tecnológicos:

• Novos modelos neuronais para tradução automática dependente do contexto, ca-
pazes de traduzir em tempo real. Estes modelos irão reter os principais aspectos de
uma conversa (p.ex: o género do cliente), utilizando essa informação contextual ao
traduzir novas mensagens.

• Novas técnicas para geração de respostas passíveis de ajudar um agente humano
(p.ex: numposto de turismo) a dar suporte a um cliente (p.ex: um turista), reduzindo
o esforço humano.

• Novas técnicas de estimação de qualidade de conversação e análise de sentimento
para verificar se as necessidades do cliente estão a ser respondidas, aumentando em
simultâneo a “empatia humana”.

• A integração destes avanços científicos num sistema completo.

No decurso do projecto, serão construídos dois demonstradores aplicados às indústrias
das viagens e do turismo.
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MAIA: Multilingual AI Agent Assistants

Summary (English)

Online conversational support – chat – is the fastest growing customer service chan-
nel, being the preferred way for millennials to obtain customer service. Today, sup-
porting international customers in this channel is mostly done by using human agents
that speak different languages – a scarce and costly resource. The tremendous progress
of language technologies (machine translation and dialogue systems) in the last years
makes them an appealing tool for multilingual customer service. However, current
systems are still too brittle and impractical: first, they require too much data and
computing power, failing for domains or languages where labeled data is scarce; sec-
ond, they do not capture contextual information (e.g. current MT systems work on a
sentence-by-sentence basis, ignoring the conversation context); third, fully automatic
systems lack human empathy and fail on unexpected scenarios, leading to low cus-
tomer satisfaction.
OnMAIA, we’ll develop amultilingual conversational platformwhere human agents are
assisted by AI agents. This approach will overcome the above limitations by targeting
the following scientific and technological goals:

• Newmemory-efficient neural models for context-aware machine translation, suit-
able for online and real-time translation. These models will retain key aspects of a
conversation (e.g., the gender of the customer), bringing them up whenever needed
to translate a message.

• New answer generation techniques where the human agent (e.g., a tourism officer)
will receive suggestions that reduce effort and increase the customer’s (e.g. a tourist)
satisfaction.

• New techniques for conversational quality estimation and sentiment analysis to
assess how well the conversation is addressing the customer’s needs, while simulta-
neously increasing “human empathy”.

• Integration of the scientific advances above into a full end-to-end product.

Two demonstrators will be built to cover concrete use cases in the Travel and Tourism
industries.

MAIA / Technical Annex – Call 04/SI/2019 Page 4 of 70



Project Information and Timeline:

Project leader Company: Unbabel

1 – Total number of participants (2+3): 3
2 – Companies: 1
3 – Non-Company Entities of the R&I System: 2
4 – Other Partners: 1

Start date: 01/01/2020
End date: 31/12/2022
Duration (months): 36

List of Participants:

No. NIF Social Designation of
the Entity

Entity Type R&I
NCE
Entity

Public/
Private

1 510852254 Unbabel Company No Private
2 502854200 Instituto de Telecomu-

nicações (IT)
R&D center Yes Private

3 504547593 INESC-ID R&D center Yes Private
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1 ProjectDescriptionwith Identification ofObjectives andGoals

1.1 Description of the problem

Online conversational support – chat, for short – is only one of several communication
channels that companies rely on to provide customer service. But over the last few years,
chat has become an increasingly central component for a global customer service strat-
egy. In fact, this channel is the one that is growing faster when compared with all other
customer service channels. In 2017, chat was handling 6% of customer interactions and
in 2019 it’s expected to reach 16%.1 For users in the 18-29 age interval, chat is already the
preferred channel to interact with a brand (36.5%) over email (31.7%).2

Using as a reference the $63B market3 of customer care BPOs (Business Process Out-
sourcing services), and considering that non-voice channels represent 53%4, chat will
reach a 30% share of these channels interactions passing email.

If we consider that 60% of top companies are multilingual5 the market size for mul-
tilingual chat will reach $6B just for BPOs and more than $10B in total6. Leveraged by
MAIA’s technology, this is a market open for disruption by Unbabel.

Even though chat is becoming a preferred means for customer service, it currently
faces several important limitations:

1. One key factor that increases customer satisfaction is support in the native language.
This is particularly challenging in the European market, where customers may speak
many different languages (e.g. there are 24 official languages in the EU). Building
language-specific teams of human agents for customer service is very expensive and
requires considerable training. An easier solution is to rely on a single-language team
of human agents, and to use machine translation to provide a “translation layer.”

2. An alternative to human agents are chatbots (also known as “virtual agents”). While
chatbots are a promising direction to increase automation, fully automatic dialog sys-
tems are still very brittle and fail to answer complex questions. There is also strong
evidence that customers prefer to speak to a human (80% of customers prefer to re-
ceive online support from an actual person, as reported by a 2019 Pega global study).7

3. In customer service, setting the right tone of voice and establishing empathy with the
customer are key. This requires understanding the customer’s sentiment and emotions,
and monitoring how they are progressing during the conversation.

4. Current machine translation technologies are advancing rapidly, but general purpose
translation engines fail when used in specific domains like customer service. They also
translate on a sentence-by-sentence basis, failing to capture context (the importance of
context is illustrated in Figure 1). In the past, Unbabel has tackled translation of cus-
tomer service emails (via integrationswithZendesk and other platforms) by combining
MT with human post-editing. However, this strategy is not suitable for chat, since it
1Global Contact Center Survey, Deloitte (2017).
2The eMarketer Ecommerce Insights Report (2018).
3IT Services and BPO Market Size and Forecast, 2018–2022, HfS Research (2018).
4Global Contact Center Survey, Deloitte (2017).
5Based on a review of 2,787 websites compiled from Alexa Top 500 Global Sites, the Interbrand 100 Best

Global Brands, the Forbes Global 2000, and the Fortune 500 lists done by Common Sense Advisory (2016).
6Using 40% as a conservative estimate of the customer service interactions not outsourced to BPOs.
7What Consumers Really Think About AI: A Global Study, Pega (2019).

MAIA / Technical Annex – Call 04/SI/2019 Page 6 of 70

https://www2.deloitte.com/content/dam/Deloitte/us/Documents/strategy/us-con-2017-global-contact-center-survey.pdf
https://www.emarketer.com/content/for-customer-service-many-prefer-phone-and-email
https://www.hfsresearch.com/market-analyses/it-services-and-bpo-markets-size-and-forecast-20182022
https://www2.deloitte.com/content/dam/Deloitte/us/Documents/strategy/us-con-2017-global-contact-center-survey.pdf
https://www.pega.com/system/files/resources/2019-01/what-consumers-really-think-about-ai-study.pdf


Figure 1: Example of a conversation between a Portuguese customer and an English agent where
the context is key to translate the phrase “your boss” correctly. To infer that the correct translation
is “a sua chefe” (a female boss) the system needs to take into account the first question posed by
the customer, which indicates that the boss is a female.

slows down conversations. For online conversations, we need real-time translation,
and this requires a new strategy.

This large-scale collaborative research project (MAIA) proposes to build a new, disrup-
tive solution for online, multilingual conversational support, by developing a toolbox
of cutting-edge machine learning technologies, which includes context-aware machine
translation, automatic answer generation, and conversational quality estimation. These
technologies will be incorporated into a new product: an agent assistant that will facil-
itate the communication between human agents and international customers. This will
make live chat customer service platforms multilingual, scalable, and capable of ensur-
ing high customer satisfaction. MAIA’s multilingual agent assistants are characterized by
the following aspects, which differ from other proposed solutions:

• They do not aim to replace human agents, but rather help and guide them, by suggest-
ing, generating, and auto-completing answers.

• We propose to combine in a single product models for neural machine translation,
intent classification, and automatic response generation, trained with novel machine
learning techniques.

• We use human post-editors offline, by using active learning to select sentences whose
translations need to be post-edited, using them to retrain translation engines in a con-
tinuous basis.

• We develop context-aware machine translation suitable for translating chat, taking full
advantage of the history of the conversation.

To demonstrate our technology, two specific use cases will be addressed in this project:

1. A online travel agency providing international customer service using only English
speaking agents.

2. A tourism office help desk where officers provide local information to tourists.

These demonstrators will be built in tight collaboration with prospective reference clients
enrolled in a Customer Discovery Program (see Section 1.3 and the letters of support at-
tached to this proposal, from potential reference clients: Concentrix, Skyscanner, Digital-
Genius, Câmara Municipal de Lisboa, Parques de Sintra Monte da Lua).
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Context description

To truly understand where live chat is going, we’ll look into the three user needs fueling
its growth: speed, quality and personalization, and multilinguality. Then, we will see
how MAIA will advance on these three fronts.

Speed. Turnaround times across online support have fallen dramatically, to the point
that customers now expect near-real time support. For live chat, a response needs to be
delivered within 10 minutes for customers to consider it immediate, according to HubSpot
Research.8 33% of consumers said that the most frustrating aspect of getting customer
service help is waiting on hold.

MAIA will address this problem by providing tools to scale up the availability of
human agents to provide support to customers. This will be done by designing an
agent assistant (described in detail in Section 1.3) that will understand the customer’s
needs and will suggest the best answer to the human agent, speeding up the process
considerably.

Quality and Personalization. But “faster fingers” alone cannot drive higher customer sat-
isfaction scores (CSAT). A viable online customer support strategy must achieve a certain
level of quality and personalization to meet customer expectations. Studies have referred
several particular aspects related to personalization: the ability of providing support in
the customer’s language, the ability of detecting the customer’s sentiment and be empa-
thetic, and the ability of tuning to customer’s register and style along the conversation.
One potential weakness pointed out in live chat is the lack of customized solutions for
sentiment analysis and style. A core component of customer service is transforming po-
tential negative calls into (very) successful ones. The most proficient agents are able to
entrain with their customers and also to tune to their feelings along the dynamics of a
conversation. The CSAT as a score of satisfaction is linked to the accommodation to the
idiosyncratic style and to the feelings of the user.

MAIA will address this problem by identifying the register of the customer and by
automatically identifying the sentiments, at both local and global levels. The outcome
of such models can be used to better assess automatically the CSAT scores and to pro-
vide analytics to Unbabel’s customers.

Multilinguality. Finally, what about language? How do language and translation affect
the customer experience? According to the aforementioned Common Sense Advisory re-
port, local language customer care seals the deal. They found that consumers greatly
prefer content presented in their native language: “74% say that they’re more likely to
purchase the same brand again if the after-sales care is in their language. This preference
is strongest among those with less competence in English, but even 64% of those who are
most confident still agree on the importance of having customer care in their own lan-
guage. In fact, the proficient speakers are three times more likely than their no-English
counterparts to value local-language support.” This is particularly striking in the Euro-
pean market, characterized by its multilinguality (there are 24 official languages in the
EU). “If you don’t support buyers in their own language, you may not get a repeat cus-
tomer.” This fact is especially important in industries that rely on recurring business
andwhere the lifetime value is greater than the return on that first sale. A new, human-
refined approach to machine translation is beginning to make real-time multilingual sup-

8Live Chat Exposes a Fatal Flaw in Your Go-to-Market, HubSpot (2018).
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port possible, thoughmany language service providers (LSPs) are still struggling to strike
a balance between speed and quality, especially in cases where human post-editing is too
time-consuming.

MAIA will create a “translation layer” to make any conversational customer service
platform multilingual. This is at the core of Unbabel’s business, who combines AI
and humans for fast, scalable translation with human quality. For this project, a new
process will be developed where human post-editors will work off-line, using active
learning techniques to efficiently build ever-increasing parallel datasets which will
continuously improve the quality of domain-adapted machine translation.

1.2 Goals

The overarching goal of MAIA is to build context-aware, multilingual, empathic agent
assistants. These assistants will help human agents to provide real-time customer service
in multiple languages, seamlessly. This will be accomplished by pursuing the following
objectives (see Table 6 for the corresponding milestones):

Objective 1 Translation layer for multilingual customer service

Enabling multilingual customer service by using domain-
adapted machine translation for translating messages sent from
customers to agents and vice-versa. This will be ensured by de-
veloping new neural machine translation models that can be effi-
ciently adapted to new domains and clients, the implementation
of automatic retraining of machine translation engines, and an ac-
tive learning strategy to use the Unbabel community of human
post-editors to translate conversations offline, in a recurrent man-
ner, to build an ever-increasing parallel dataset.

Success indicators: Datasets and modules for neural machine translation across at
least 5 language pairs

Milestones: MS1,MS8, MS9

Objective 2 Conversational context-awareness

Development of methods for neural machine translation and au-
tomatic response generation that take into account the context of
the conversation. This requires the development of new machine
learning methods that are able to compress the conversation his-
tory into a compact memory representation, and to pick the rele-
vant elements whenever needed.

Success indicators: Availability of context-aware model for machine translation and
response generation

Milestones: MS9,MS10

Objective 3 Modeling customer satisfaction via sentiment analysis and conver-
sational quality estimation
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Development of a module for conversational quality estimation
that is able to detect when the agent is effectively answering to the
customer’s needs, and react otherwise. This will trigger specific
actions for either the machine translation or the answer genera-
tion modules. In addition, a sentiment analysis component will
estimate the sentiment and emotions of the customer throughout
the conversation, informing the agent.

Success indicators: Modules for conversation quality estimation and sentiment anal-
ysis through the conversation

Milestones: MS7,MS11

Objective 4 Integration of the multilingual conversational platform and acquisi-
tion of reference customers

Implementation of the MAIA platform and execution of Customer
Discovery Programs for testing, validating, and improving prod-
uct prototypes, testing for feasibility, usability, and viability. Exe-
cution of a plan for commercial exploitation and use of the plat-
forms, systems, and technologies developed in MAIA.

Success indicators: Launching of minimum viable products (MVPs) and enrollment
of reference customers in Customer Discovery Programs

Milestones: MS12, MS14

Objective 5 Strengthening of international collaborative research partnerships
under the CMU|Portugal program

Promote the internationalization of Portuguese universities and
research centers (IST, INESC-ID, and Instituto de Telecomuni-
cações) and strengthen their ties with the experience and orga-
nizational culture of CMU, by funding dual-degree PhD students
and launching internships from students and Unbabel employees
at CMU for knowledge transfer.

Success indicators: Enrollment of dual-degree students and interns
Milestones: MS15

Objective 6 Dissemination and communication of project results to stakehold-
ers

Engage organisations from all along the innovation chain includ-
ing travel companies, customer service departments, organiza-
tions in the tourism industry, and R&D.

Success indicators: MAIA webinars, workshops, demo events, and talks at Summer
schools

Milestones: MS4,MS13

Outcomes towards the CMU|Portugal program goals

The project falls into the research area ofArtificial Intelligence, Machine Learning, Lan-
guage Technologies, Data Analytics and Cloud Computing. It is led by Unbabel, a
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leading startup that combines Artificial Intelligence with humans to obtain scalable, high
quality translation and to remove language barriers, enabling seamless multilingual com-
munication. Unbabel has very strong ties with Carnegie Mellon University (CMU), as
detailed in Section 2.3. This project will also promote the internationalization of a Por-
tuguese university (Instituto Superior Técnico –Universidade de Lisboa) and two research
centers, INESC-ID and Instituto de Telecomunicações (IT), supported by the experience
and organizational culture of CMU, under this international partnership. We propose to
fund 2 dual-degree PhD students and 6 PhD students working at INESC-ID and IT.
We also propose an ambitious plan for internships at CMU, with the goals of maxi-
mizing collaboration between both sides of the Atlantic, transferring knowledge in both
directions, and providing top international training to the students and members of the
project.

1.3 Proposed concept and solution

System architecture

The overall system is depicted in Figure 2. As we can see, the system supports multiple
conversational applications, namely the two that will be developed in the scope of MAIA.
To access the system capabilities, these applications will use an API to be implemented
on Activity 6 (see Section 2.2). We can also see in the figure the stack of key components
that will enable the inbound and outbound conversational flows – from and to the user.
In the bottom of the figure we can see the components that will interact directly with the
agent: the Conversational Interface and the Agent Assistant.

A more detailed diagram with the system architecture is shown in Figure 3. Each
component is next described in full detail.

Description of the main components

The main components underlying the MAIA system are described next.

Human agent interface. Our proposed interface for the human agent is illustrated (as a
mockup) in Figure 4. It shows the agent all important information he needs to provide
efficient and high quality customer service: the history of the conversation (in the agent’s
language), a list of suggested answers for the current message, a text box where the agent
can type the answer in case none of the suggestions apply (including an auto-complete
feature), and an indication of the sentiment or emotion of the customer, which the agent
can use to adapt and personalize her answers in order to increase customer satisfaction.

Context-aware machine translation engine. A key component of our system is the ma-
chine translation engine, whichwill make it possible to build a trulymultilingual solution
for conversational support. This engine will build on recent advances in neural machine
translation, as outlined in Section 1.4. In the scope of this project, we plan to cover 5
language pairs. For training this engine, we need a corpus of parallel sentences for each
language pair, which includes both questions asked by the customer together with their
reference translations to the agent’s language, as well as the original answers provided by
the agent translated to the customer’s language. To provide reference translations, wewill
use the Unbabel’s community of human post-editors. This community will translate this
content off-line, in a recurrent basis. We will set an automatic retraining system that re-
launches the training of new versions of the machine translation engine whenever a new
batch of translated sentences arrives. Two innovative features of this machine translation
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Figure 2: Overview of the multilingual conversational system to be built in MAIA.

engine are its ability to translate exploiting contextual information – namely, the con-
text of the conversation, which is particularly important for the chat domain – and new
domain adaptation techniques for making it suitable to translate customer service con-
tent, adapted to the guidelines of the company that is providing support. For example,
how customers should be greeted, if the register should be formal or informal, etc. More
information about these aspects is provided in Section 1.4.

Intent classifier. Intent classification is an important component of Natural Language
Understanding systems in any chat platform. It is a key element in making the system
more contextual and offering a personalized conversation experience to users. It is es-
sentially a multiclass text classification task with particularities such as: a high (possibly
dozens) number of classes (intents); the classes are application dependent (e.g. mobile
phone company vs. online travel agency); small training datasets (even if they can grow
fast through usage); many out-of-vocabulary inputs (both spelling errors and technical
terms). In our system we will implement the most recently proposed approaches for in-
tent classification, such as deep neural models using Semantic Hashing as embeddings
(which are specially adapted to deal with out-of-vocabulary terms), and we will develop
a novel approach that combines Semantic Hashing (Shridhar et al., 2018) with Fuzzy Fin-
gerprints (Carvalho et al., 2017; Rosa et al., 2014).

Answer generationmodule. Another crucial component of our system is the answer gen-
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Figure 3: System architecture flow, showing all components and their interactions.

eration module. This component is responsible for, given a customer’s question, the in-
tent, and the conversation history as input, generate a small list of possible answers, which
will be provided as suggestions to the agent. Answers can be retrieved from a list of pre-
defined responses (for instance, from a frequently asked questions list) or generated from
scratch using a neural language model. In addition, we will study hybrid models that
combine both retrieval and generative approaches. Context, sentiment, the user style and
register will be taken into consideration when choosing/generating an answer. Details
about these aspects can be found in Section 1.4 and Section 2.2, Activity 5. Along with
the answers, the system computes a confidence measure. Although we take into account
the human agent in the loop, if the confidence about the top answer is high enough, the
system can be configured to answer the customer directly, bypassing the human agent.
This smart routing strategy allows scaling up considerably the number of human agents
that are necessary to satisfy customer’s needs.

Conversational quality estimation system. A innovative approach of MAIA is the cre-
ation of a component that is capable of estimating how well a conversation is going: are
the customer’s needs being addressed? Is the human agent able to understand the cus-
tomer? Should the agent ask for a rephrasing of the question or for more details? The
estimated quality will dictate what sort of answer suggestions the agent assistant should
give, and will bring this to the attention of the human agent, suggesting the agent to ask
for clarification. Conversational quality estimation systems will be trained from implicit
and explicit feedback, as detailed in Activity 5 and will be used context-aware translation
as described in Activity 4.

Sentiment analysis. To address the fact, stated in the Objective 3, that customer satisfac-
tion (CSAT) is a key metric to optimize in any customer service scenario, we incorporate a
sentiment analysis component that, building upon archetypal emotions (happiness, sad-
ness, fear, anger, surprise, and disgust) (Ekman, 1999; Scherer, 2005), will further refine
such distinctions into a more customized classification. The emotion classification will be
associated with every message the customer types, taking also into account the conver-
sation history. This will allow to monitor how the conversation is evolving in terms of
the dynamics of sentiment analysis correlated with customer satisfaction throughout the
fluidity of the dialogue.
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Figure 4: Mockup of the user interface to be used by the human agent. Illustrated is the conver-
sation history (on the agent’s language), a list of answer suggestions, a message box supporting
auto-completion where the agent can type the response, and an indicator of the sentiment of the
customer throughout the conversation.

Approach

Given our goal of facilitating bilingual conversations, it is necessary to translate the utter-
ances by one participant into the language of the other participant. This task falls within
the overall paradigm ofmachine translation (Koehn, 2010), but has several twists that make
it a difficult and interesting problem moving beyond other applications of MT to more
commonly researched domains such as news articles:

Context sensitivity: In conversations, it’s very common to leave out bits of important
information from any particular utterance, instead relying on the context to fill in the gaps.
For example, in the context “Did the program run?” the utterance “Yes, it ran.” must
have “ran” translated as “foi executado” (was executed) as opposed to “correu” (move
briskly on foot). While this context-sensitivity is present in many translation tasks, it is
particularly common in conversations, where utterances tend to be short and shared social
knowledge plays a prevalent role.

Bi-directionality: First, in contrast to many machine translation systems, which work by
translating in a single direction (e.g. Portuguese to English only), in the case of bilingual
conversations, it will be necessary to translate in two directions (e.g. from Portuguese to
English and English to Portuguese), and we can also take advantage of the fact that we
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have information presented by speakers in both languages.

Interactivity: Within a conversation, all participants are actively involved in the conver-
sation, and conversational participants can intervene to ask questions or make corrections
to the content. This is in contrast to traditional machine translation of static text, where it
is difficult to get feedback.

Importance of register: Another trait of conversations is the importance of generating
translations in the proper register, of an appropriate level of formality and politeness
given the situation. For example, if a customer service agent is speaking to a customer, it
is of utmost importance that utterances be of polite register.

Our work here will focus on machine translation techniques to handle these challenges.
We explain in further detail in Section 1.4 how we propose to deal with the questions of
context sensitivity, bi-directionality, and register listed above.

Data Collection for Training and Evaluation

To train and test the abovemodels, and also to encourage themachine translation research
community as a whole to more seriously consider the problems of translation of multi-
lingual conversations, we will create a large-scale dataset of multi-lingual conversations
that can be used as a benchmark. Specifically, we will focus on movie subtitles, which
write down the content of movie scripts in textual form, and are often translated into
many languages. These datasets have been curated for the purpose of machine transla-
tion experiments (Lison and Tiedemann, 2016), but in their current form do not contain
information about the interlocutors or conversation boundaries.

In this work, we will start with this corpus and collection methodology, and further
generate a corpus that has conversation boundaries and speaker ID tags. In addition,
where possible, we will add demographic information or information about the social
status of the speakers, which can be used as input to control register. We will curate this
corpus not only for use in our experiments, but also for distribution to the wider research
community, and possibly for use in a shared task at the “Workshop on Neural Generation
and Translation”9, an annual workshop that Co-PINeubig organizes, which receiveswide
participation from the machine translation research community. This will ensure that the
impact of this grant reaches beyond the proposing parties, and influences the broader
research community as a whole. In addition, throughout the project we will also test on
Unbabel-internal datasets. Concrete details about the methodology for data creation and
benchmarking are provided in Section 2.2, Activity 2.

In the final years of the project, wewill evaluate the systemwithin the context of actual
use in multilingual conversations. This will be done by setting up user studies where we
have multiple monolingual speakers converse in their native languages, and measuring
both the intrinsic accuracy of the MT system, and the extrinsic utility with respect to the
users achieving their communicative goals. These studies will be run at least through
controlled studies on crowdsourcing platforms such as Mechanical Turk10, and also on
Unbabel-internal translation platform.

9https://sites.google.com/view/wngt19/home
10https://www.mturk.com/
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Pilots and Protopypes

To bridge the gap between technology andmarket, we will apply the most recent Product
methodologies, namely Customer Discovery Programs (Cagan, 2017). These programs
aim to find product/market fit by addressing the 4 key product risks: value (will the
customer buy the product), usability (will users be able to use it), feasibility (can it be
technically implemented), viability (is the business model viable, can we sell, market and
support the product). They will be the focus of Task 6.3 (see Section 2.2). We will develop
two Customer Discovery Programs to address the two use cases referred on Section 1.1:

1. An online travel agency providing international customer service using only English
speaking agents.

2. A tourism office help desk where officers provide local information to tourists.

These programs will engage key reference customers in the travel and tourism industries
that will validate prototypes and participate in pilots. Unbabel has been doing this kind
of pilots with companies like Booking.com, easyJet, Expedia and Concentrix (one of the
biggest BPOs in the world). All of them are now Unbabel customers. Some of this com-
panies are already very engaged with the topics of MAIA: we attached to this proposal
letters of support frompotential reference customers: Concentrix, Skyscanner, Digital-
Genius, CâmaraMunicipal de Lisboa, and Parques de SintraMonte da Lua. In this way,
MAIA’s technology will be validated ensuring a smooth and scalable market transition to
address this $10B market opportunity open for disruption.

1.4 Description of the state of the art and identification of the innovative char-
acteristics of the product/process/service targeted by the project

Advances of the project beyond the state of the art

Context-Aware Neural Machine Translation. Neural machine translation (NMT; (Kalch-
brenner and Blunsom, 2013; Bahdanau et al., 2015; Neubig, 2017)) is a standard technique
used inmostmodern translation systems including those powering billions of translations
for Google Translate (Wu et al., 2016), and those of proposer Unbabel. NMT learns how
to translate using neural networks, a standard modeling technique for machine learning
that has seen wide use in many fields, including image processing, speech processing,
and natural language processing (LeCun et al., 2015). Neural networks work by taking in
an input, running it through many layers of differentiable functions, and then predicting
an output.

he has a cold

encoder

está
gripado

attention

decoder

ele

The parameters that determine the behavior of these
functions are optimized to improve the overall predictive
performance of the entire system using a mathematical
method called back-propagation, whichmakes it possible to
know in what direction the parameters should be moved
to increase the probability of making the correct predic-
tion. Specifically with respect to MT: the input is (gener-
ally) a sentence in one source language, and the output
is a sentence in another language. The model specifically
uses three major components: (1) an encoder that reads in
the source sentence and runs it through several functions
to convert the words into vectors of continuous numbers
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that represent the various qualities of the words in con-
text, (2) a decoder that uses the encoded input to make predictions about the output, and
(3) an attention mechanismwhich connects the encoder and decoder by telling the decoder
which of the encoded inputs are important to focus on when generating a particular word
in the output. An example of this framework is shown in the figure on the right, and in-
terested readers can refer to (Neubig, 2017) for more details.

Current state of the art: There has been some progress in incorporating document-level
context in NMT (Tiedemann and Scherrer, 2017). In general, these methods work by aug-
menting the encoder of a NMT system to add broader context, often from the immedi-
ately previous utterances. The simplest way to do so is to simply extend the context that
the encoder reads in to cover not just the input that the system is immediately required
to translate, but also the preceding utterances in the conversation. Recently, there have
been great successes using a powerful method called self-attention (Vaswani et al., 2017),
which allows the encoder to learn how to encode words by performing combinations of
the words in the input. Recently, these methods have proven useful to capture long con-
texts in the monolingual modeling of documents (Dai et al., 2019), and also been used to
encode the immediately previous utterance in NMT (Voita et al., 2018).

Contributions of MAIA: We will depart from prior work by proposing methods to incor-
porate context from the entirety of a previous bilingual conversation. We will do this
by extending current methods withmulti-stream, long-context, and hierarchical self attention.
These methods will focus on multiple streams of input through the use of multiple en-
coders, while handling long context like has been done in the monolingual dialog model-
ing (Serban et al., 2016), where it is useful to have a hierarchical structurewhere utterances
are first summarized into vectors, then passed on to the encoder for the next summary.

The second challenge is how to best take advantage of the bidirectionality of the con-
versation, where content is being produced, both by humans and machines, in different
languages. In concert with the context-sensitive approaches above, we will note that par-
ticular past contexts are more reliable than others. Specifically, utterances by humans
will generally be more trustworthy than translations generated by machines with respect
to appropriate choice of words and expressions. In order to encourage the direct usage
of human-generated expressions into the output, we will incorporate a mechanism that
directly copies previously used expressions (Gu et al., 2016).

A final challenge is to ensure socially appropriate style in the conversational trans-
lations to avoid impolite or offensive outputs. This is particularly a challenge given that
manypublicly available conversational translation datasets are gathered from sources that
are rife with impolite speech such as movie subtitles (more in Section 1.3). To tackle this
problem, we can define our target speaking styles (e.g. “informal” and “formal”) and aim
to create models that reflect this speaking style appropriately. We can use monolingual
labeled datasets that specify these stylistic traits of utterances (e.g. the GYFAC corpus for
formality (Rao and Tetreault, 2018)) as an indirect form of supervision for our model. We
have previously proposed methods that use latent variables for semi-supervised learning
(Zhou and Neubig, 2017b) that can learn both from style-annotated data and data that
has no such annotations. We will make appropriate adjustments to these models, and ex-
amine applying these methods to the task of moderating speaking style in the context of
multilingual conversations above. In addition, speaking style can be formalized in amore
fine-grained way, specific to particular domains or even particular clients. For example,
travel company A and travel company Bmay have different employeemanuals about how
employees should interact with customers, and thus the words and expressions used by
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each may be significantly different. We can envision methods that take into account both
general aspects of style (e.g. formality) and specific aspects of style (e.g. domain- or client-
specific word choice) simultaneously, and formulate models to do so.

Interactive Translation and Active Learning. Another challenge is how to take advantage
of the fact that within the context of bilingual conversations, translation is not happening
in a void. This makes it possible to observe human reactions to the translations (via the
conversational quality estimation techniques outlined below) and use them to improve
the accuracy of translation results. This can be done through explicit feedback, where the
system actively interacts with the speakers to correct mistakes (e.g., by identifying sen-
tences where the system is not confident in its translation results, and having the system
ask the speaker for clarifications) and by implicit feedback, which comes by observing how
well the conversation is progressing, and if there are any points where the utterances of
either speaker seem to indicate confusion, an indication that the translation system has
translated something wrong. To create in-domain translation datasets, obtaining batches
of reference translations is necessary, for which the community of Unbabel translators can
be used. In this context, active learning is appealing: we can learn faster by requesting
translations for sentences for which the system is less confident about, avoiding wasting
time and resources annotating sentences that the system already translates correctly.

Current state of the art: Methods to identify uncertainty in translation are generally called
quality estimation (QE) systems, and the project proposers are well versed in these meth-
ods, obtaining state-of-the-art results in international competitions in the area (Martins
et al., 2017; Hu et al., 2018). If these quality estimation results indicate the translation
is likely poor, the system can ask the speaker to either rephrase the entire utterance, or
clarify particular parts of the input sentence to make them more clear. Previous systems
have targeted similar methods (Ayan et al., 2013), but these methods required extensive
engineering and were limited to only a small subset of manually curated words. To our
knowledge, there is nowork on (1) incorporating similar methods in NMT, and (2) scaling
these methods up beyond a small subset of ambiguous words or to higher-level informa-
tion such as the syntactic interpretation of the sentence, which we will focus on in this
work. With regards to active learning, there has been some amount of work on using the
uncertainty of a translation system to select sentences to serve to human annotators to im-
prove the accuracy ofMT systemsHaffari et al. (2009); Ambati et al. (2010); Liu et al. (2018).
There is also work on learning from weaker feedback, such as only a “yes-no” judgement
on whether the translation is good or not, assigned by human annotators Saluja et al.
(2012); Nguyen et al. (2017). However, these methods (1) have not examined active learn-
ing with partially annotated sequences in NMT, and (2) not examined methods that learn
from implicit, conversational feedback, such as the kind that is available to us in MAIA.

Contributions of MAIA:Wewill build on the progress achieved in conversational quality es-
timation (described below) to incorporate explicit feedback. In addition, we will consider
implicit feedback to the system. This weak feedback can then be used to train themodel by
using translations from smooth conversations as implicitly “good” examples, and transla-
tions from choppy conversations as implicitly “bad” examples. As a concrete framework
to do so, we can learn from previous methods of using bandit feedback in training of
NMT systems (Kreutzer et al., 2017), which has previously been used in the context ex-
plicit feedback from raters, but has never been applied to a scenario where the feedback
is received only implicitly. Finally, we will investigate new active learning approaches
by applying translation quality estimation techniques to select the sentences for which
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we should request translations from the Unbabel community of translators. Importantly,
these translators will work off-line: we will continuously translate streams of messages
(from the customer and the agent), creating ever-increasing parallel datasets. This will
be done in concert with automatic retraining of translation engines, so that these systems
can benefit from the new data and get better with time.

Virtual agents. Considering the scenarios envisaged in this proposal, namely a customer
support service and a tourism office help desk, MAIA’s virtual agent assistants will engage
in goal-directed dialogues. In a traditional “slot-filling approach”, the agent assistant
detects the user’s intentions (for instance, the user wants to book a trip to Lisbon) and, in
addition, extracts information from the user request in order to fulfill a set of slots related
with the task in hand (for instance, the date, time and number of people for the trip).
If Human-Human dialogues about the task are available, it is possible to build virtual
agents following an end-to-end approach (e.g. (Song et al., 2018)). These latter models
feed directly from the Human-Human dialogues, and allow both retrieval and generative
approaches to be explored.

Current state of the art: Considering the slot-filling approach, current work employs deep
learning techniques to perform both the identification of users’ intentions and slot filling
(sometimes in a joint model) (e.g. (Goo et al., 2018)). The slot-filling approach has the
disadvantage of needing fine labeled data (in which the intentions and the entities are
identified). Current end-to-end approaches also fall into the deep learning paradigm, al-
though no labeled data is needed. However, these models present some drawbacks. For
instance, they are unable to track the topic of the conversation, their responses usually
lack on diversity and most of them do not take context into account. Some systems work
out some of these problems, by proposing neural models that enable dialogue state track-
ing (e.g. (Zhao et al., 2017)), by providing methods that inject diversity in the generated
responses (e.g. (Shao et al., 2017)) or by integrating context in the models (e.g. (Tian et al.,
2017)). Most of the current virtual agentsmake use ofmovie subtitles or Reddit data (Shao
et al., 2017), and, thus, are trained to engage in general conversations. However, some
end-to-end systems perform specific tasks, including customer support (Hardalov et al.,
2018), which became possible due to the release, by Kaggle, of the “Customer Support on
Twitter dataset”11. In the customer support domain we can find both retrieval-inspired
and generative approaches, although hybrid approaches have recently emerged. An in-
teresting example is Wu et al. (2018), who propose a prototype-then-edit method: they
first retrieve a prototype response and then edit it by taking into consideration both the
current context and the prototype’s context – an idea we will follow and extend in MAIA.

Contributions of MAIA:Asmentioned in Section 1.3, given a user utterance, a list of possible
answers will be suggested to the human agent by our assistant. The suggested answers
will result from several models that will be developed during this project. The simplest
model is retrieval-based: when the user request follows in the list of frequently-asked
question we simply retrieve the appropriate answer. We will also contribute with hybrid
models, for example combining Semantic Hashing with Fuzzy Fingerprints, which have
been shown to perform very efficiently when in the presence of a large number of classes,
and are capable of online continuous learning without the need to retrain new models.
Also, the models responsible for the answers returned by our virtual agent will combine
generative and retrieval methods, and, if available, will take advantage of intentions and

11https://www.kaggle.com/thoughtvector/customer-support-on-twitter
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named entities extracted from the user request and history of the dialogue. In addition,
these models will generate new answers considering the context and the sentiment, style
and register of the user.

Latent Structured Models. Latent variables are an appealingmodeling choice for enhanc-
ing the expressive power of structuredmodels without blowing up the number of param-
eters, with potencial applications in natural language processing (Kim et al., 2018). As a
by-product, latent variables, specially when used in tandem with generative models, can
be used as explainable factors that lead to model’s predictions, without the need for di-
rect supervision. In the context of language generation, they can be used to account for
modelling the linguistic style or to summarize the context of a conversation.

Current state of the art: Manyneural latent variablemodels have been recently proposed, in-
cluding variational auto-encoders (Kingma andWelling, 2013) and their semi-supervised
variants (Kingma et al., 2014), and generative adversarial networks (Goodfellow et al.,
2014), to name just a few. Some of thesemodels have been applied to natural language pro-
cessing tasks such as morphological reinflection (Zhou and Neubig, 2017a), controllable
text generation (Bowman et al., 2016; Hu et al., 2017), or machine translation (Schulz et al.,
2018). These models present several current challenges: generative adversarial networks
have trouble dealingwith discrete outputs (common in text applications), since they break
end-to-end differentiability, and they suffer from mode collapse (not retaining enough
information from the full latent space). Variational auto-encoders suffer from posterior
collapse when used with powerful generators (rendering their latent variables meaning-
less) and cannot directly deal with discrete latent variables (requiring tricks adapted from
from reinforcement learning (Williams, 1992), straight-through estimators (Bengio et al.,
2013) or the Gumbel-softmax trick (Jang et al., 2016)). This poses serious challenges when
trying to use these models to generate language.

Contributions of MAIA: In this project, we will develop new latent structured models that
can cope with discrete latent variables or generate discrete data. This will allow an effi-
cient and compact representation of the context of the conversation, leading to compact
and data-efficient models, with fewer parameters than current state-of-the-art neural net-
work models for language generation. One possible direction for coping with discrete
data involve the incorporation of sampling techniques together with sparse probability
mappings such as sparsemax (Martins and Astudillo, 2016) in models such as variational
auto-encoders or generative adversarial networks. These models can then be applied to
machine translation and response generation.

Quality and Confidence Estimation. Quality estimation provides the missing link be-
tweenmachine andhuman translation: its goal is to evaluate a translation system’s quality
without access to reference translations (Blatz et al., 2004; Specia et al., 2013, 2018). This
has many potential usages: informing an end user about the reliability of automatically
translated content; deciding if a translation is ready for publishing or if it requires human
post-editing; highlighting the words that need to be changed.

Current state of the art: Quality estimation systems are particularly appealing for crowd-
sourced andprofessional translation services, due to their potential to dramatically reduce
post-editing times and save labor costs (Specia, 2011). This attracted increasing interest
in this problem from industry (Turchi et al., 2014; de Souza et al., 2015; Martins et al.,
2016b; Kozlova et al., 2016). There has been tremendous progress in QE in the last years
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(Martins et al., 2016a, 2017; Kim et al., 2017; Wang et al., 2018), some of which fostered
by Unbabel, which has participated and won several international competitions in shared
tasks at conferences onmachine translation (WMT). Amajor step forward was the release
by Unbabel of a state-of-the-art open-source framework for quality estimation, OpenKiwi
(https://unbabel.github.io/OpenKiwi). This framework implements the best QE sys-
tems from WMT 2015-18 shared tasks, making it easy to combine and modify their key
components, while experimenting under the same framework. Before OpenKiwi, other
available implementations includeWCE-LIG (Servan et al., 2015), QuEST++ (Specia et al.,
2015), Marmot (Logacheva et al., 2016), and DeepQuest (Ive et al., 2018).

Contributions of MAIA: Most quality estimation systems have been developed to analyze
machine translation output only and operate at a sentence level. This makes it impossible
to detect inconsistency mistakes, incoherence, and wrong pronoun forms for anaphoric
words. In this project, we will advance the state of the art in two ways. First, we will
extend quality estimation systems to take into account the full context of a document or a
conversation. In particular, we will rely on data annotated by the Unbabel community of
annotators (in Task T2.1) which contains information about error severity, types of error,
and if the error spans multiple sentences. This work will be conducted in Task T3.2. Sec-
ond, we will apply quality estimation techniques not only to translated content, but also
to assess how good an automatic answer suggested by the virtual agent assistant is, and
what is the agent’s confidence and the quality of a conversation in terms of addressing
the user’s information needs. This will be done in Activity 5.

Sentiment Analysis. Emotion is associated with decision-making (Damásio, 1994) play-
ing a key role in every day activities. This is of particularly relevance to chat, since the
system will provide sentiment labels along the call. Emotions are hard to define (Scherer,
2005), but it is usually assumed that going from the archetypal six basic emotions to more
fine-grained ones (Lee and Narayanan, 2005) is a more suitable strategy to automatically
assign labels to emotion states.

Current state of the art: State-of-the-art on sentiment analysis: Emotion classification is
usually based on small data sets (e.g., Herzig et al. (2016);Mohammad and Turney (2013)),
since emotions are complex to annotate, may change rapidly, and multiple emotions may
occur at a given temporal interval (e.g., the user is anger and stressed). In a context of
customer support, it is also known that the agent influences the user (Little et al., 2013),
therefore interactions of both conversational partners are needed to fully understand the
dynamics along the call and the customer satisfaction (Oliver, 2014). The common lexical
features used are n-grams, punctuation marks, emoticons (Herzig et al., 2016; Batista and
Ribeiro, 2013). Sentiment classification ismostly turn by turn, without context-awareness,
but recently (Herzig et al., 2016) dialogue features (context of previous turns, differing
if either an agent or a user; or dialogue acts) have been integrated. To the best of our
knowledge, there is no study clearly showing context awareness or dialogue features used
for multiclass prediction of emotions with real data, correlated with intent and CSAT
scoring.

Contributions of MAIA: The contributions of MAIA are threefold: First, we will provide mul-
ticlass labeling of emotions with real data. The annotation process can be tested with
Unbabel’s community of editors to compare expert vs. naive classifications of emotions.
Crowdsourcing emotion classificationwill providemore data in a fast pacedmanner. Sec-
ond, we will employ several classification methods, employing dialogue features, to un-
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Innovative
Features

Unit of Mea-
sure

Situation in the Mar-
ket

Project Objectives Relative
Impor-
tance

Chat Transla-
tion Layer

Percentage of
non-English-
speaking
customers
served in
their native
language

Companies providing
customer support are
limited to English or
a few languages only.
They need to hire hu-
man agents that speak
each language, lead-
ing to increased costs.

Use MT to add a
translation layer to
customer service
platforms.

30%

Context-
Aware MT

Increase in
translation
quality (BLEU
and MQM
scores) of chat
conversations

MT engines translate
sentences indepen-
dently.

Develop new neural
MT models that
can incorporate
contextual informa-
tion, being aware of
the context of the
conversation.

30%

Agent assis-
tant

Faster han-
dling time
(AHT) and
increase in
customer
satisfaction
(CSAT scores)

Companies have hu-
man agents using lists
of “canned” answers
or chatbots.

Implement a hybrid
solution with agent
assistants, designed
to help human agents,
rather than replacing
them. Integrate
cutting-edge tech-
niques for answer
generation.

20%

Conversational
quality esti-
mation and
sentiment
analysis

Increase in
customer
satisfaction
(CSAT scores)

Chatbots do not know
how useful their an-
swers are and do not
handle emotional as-
pects. Human agents
aremore empathic but
do not always handle
these aspects properly,
leading to frustrated
customers.

Use machine learn-
ing to estimate the
quality of the con-
versation and the
customer sentiment,
providing tips to
help human agents
increase customer
satisfaction.

20%

Table 2: Innovative features of our proposed product, compared to the performance of available
solutions.

derstand the dynamics of the emotions along the dialogue, associating themwith the user
intents. Third, we will correlate the dynamics of the emotion classification along the call
with the CSAT scoring. The latter can also serve as analytics to provide as a service to
Unbabel’s customers.

Quantifiable characteristics of the new product/service

Table 2 summarizes the quantifiable characteristics of the new product to be developed in
MAIA, which occurs in 4 big dimensions: a Translation Layer for chat, new context-aware
capabilities for NMT, a virtual assistant for aiding the human agent, and the capability of
performing conversation quality estimation and assessing the customer’s sentiment and
satisfaction.
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2 Project Implementation Plan

2.1 Structure and logics of the work plan

Identification of the R&D activities

The structure and the structuring logic of the work plan are described below. We summa-
rize the different activities in Table 3, and we show in Figure 5 the diagram that expresses
relationships and dependencies between activities. A Gantt chart is provided as Figure 6.

Activity Title Classification Responsible
A1 Project Management Technical management Unbabel
A2 Dataset Creation and Benchmarking Experimental develop-

ment
Unbabel

A3 Deep Latent Models for Language
Generation

Industrial research IT

A4 Context-Aware Machine Translation Industrial research CMU
A5 Virtual Agent Assistant Industrial research INESC-ID
A6 Product Discovery and Prototyping Industrial research Unbabel
A7 Dissemination and Exploitation Technical management Unbabel

Table 3: Summary of activities to be carried out in MAIA.

Figure 5: Diagram of the activities to carry out in MAIA, together with their relationships and
dependencies.

Scheduling Activities/Tasks

The scheduling of activities and tasks is shown in Table 4.

2.2 Detailed description of activities and tasks

A detailed description of each of the project activities is given in the tables below.

Activity Number Activity Title
A1 Project Management

Objectives of the Activity. The main goals of A1 are:
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A1: Project Management
Task No. Task Title Start Date End Date
T1.1 Management Month 1 Month 36
T1.2 Reporting and Internal Communication Month 1 Month 36
T1.3 IP Management and Innovation Coordination Month 1 Month 36
A2: Dataset Creation and Benchmarking
Task No. Task Title Start Date End Date
T2.1 Data Gathering, Filtering, and Benchmarking Month 1 Month 36
T2.2 Security and Privacy Month 1 Month 12
T2.3 Infrastructure Scaling Month 7 Month 30
A3: Deep Latent Models for Language Generation
Task No. Task Title Start Date End Date
T3.1 Latent Structured Models for Discrete Data Month 1 Month 24
T3.2 Sparsity, Explainability, and Confidence Month 7 Month 30
T3.3 Weakly Supervised Learning and Multilingual

Transfer Learning
Month 13 Month 36

A4: Context-Aware Translation of Multilingual Conversations
Task No. Task Title Start Date End Date
T4.1 Context-sensitiveMultilingual TranslationMethods Month 1 Month 24
T4.2 Identification of Speaking Style and Generation of

Style-appropriate Translations
Month 7 Month 24

T4.3 Incorporating Conversational Feedback Month 13 Month 36
A5: Virtual Agent Assistant
Task No. Task Title Start Date End Date
T5.1 Answer Generation Month 1 Month 30
T5.2 Style and Register Adaptations in Conversations Month 7 Month 30
T5.3 CSAT and Sentiment Analysis Month 13 Month 30
T5.4 Conversational Quality Estimation Month 13 Month 36
A6: Product Discovery and Development
Task No. Task Title Start Date End Date
T6.1 System Architecture Month 1 Month 6
T6.2 Multilingual Conversational System Implementa-

tion and Integration
Month 7 Month 32

T6.3 Customer Discovery Programs Month 10 Month 36
T6.4 Human-in-the-loop Evaluation Month 13 Month 30
A7: Dissemination and Exploitation
Task No. Task Title Start Date End Date
T7.1 Project Dissemination and Communication Month 1 Month 36
T7.2 Project Exploitation Month 1 Month 36

Table 4: Scheduling of the MAIA activities and tasks.

• Leading strategic management of the project, ensuring operational adherence to timelines,
budgets and quality standards at all times.

• Overseeing implementation of the IP strategy and reporting.
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Figure 6: Gantt chart of MAIA.

Description of Tasks. The work to carry out in this activity is organized as follows:

Task T1.1: Management (Unbabel, INESC-ID, IT, CMU). Developing (and adapting, when
necessary) of the consortium management structure; monitoring execution of each activity;
compliance with established deadlines and control procedures; ensure logistical support; fi-
nancial management and control of the project budget; ensuring effective collaborationwithin
the project; ensuring high quality of deliverables; effective riskmanagement across the project.
Timeline: M1–M36.

Task T1.2: Reporting and Internal Communication (Unbabel, INESC-ID, IT, CMU). Fa-
cilitate and coordinate technical and financial reporting within the project and to the funded
agencies. Ensure effective communication within the project through face-to-face and remote
meetings. Timeline: M1–M36.
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Task T1.3: IP Management and Innovation Coordination (Unbabel, INESC-ID, IT, CMU).
Ensure IP produced during the project is adequately protected through the implementation of
the partners IP strategies. Coordination of innovation activities such as prototyping, testing,
demonstrating. Timeline: M1–M36.

Description of Deliverables and Milestones

D1.1, M12: First interim report.

D1.2, M24: Second interim report.

D1.3, M36: Final report.

Related milestones: MS15

Activity Number Activity Title
A2 Dataset Creation and Benchmarking

Objectives of the Activity. The main goals of A2 are:

• Gathering, curating and benchmarking conversational data for the training of machine
translation and response generation engines

• Guaranteeing reliability of services at scale through continuous infrastructure deployment

• Maximizing security and privacy through anonymization protocols, isolation of personally
identifiable data and compliance with GDPR’s “right to be forgotten."

Description of Tasks. The work to carry out in this activity is organized as follows:

Task T2.1: Data Gathering, Filtering, and Benchmarking (Unbabel, CMU, INESC-ID). In
this task, we will gather and curate conversational data needed for training the context-aware
MT system (to carry out in Activity 4) and the answer generation module (to carry out in Ac-
tivity 5). Thiswill include both public datasets (as described in Section 1.3), whichwill be used
to train general-domain systems, and the data annotated off-line by the Unbabel community
of human translators, which is key for domain-adapted systems and for fine-tuning the sys-
tem to the chat domain and to each customer. In addition, we will produce benchmarks for
the different models. This requires the use of both automatic and manual evaluation metrics
(BLEU and MQM scores for MT engines, precision for answer generation, accuracy for sen-
timent analysis). We will also consider implicit feedback from agents and user engagement
as metrics to assess the quality of the full system, which links to the user experience tasks
described in Activity 6. Evaluation and benchmarking will be done continuously along the
timeline of the project for every model released. Timeline: M1–M36.

Task T2.2: Security and Privacy (Unbabel). To comply with the US-EU data protection rule
governed by GDPR, we will deploy database segmentation by geographical regions. Imple-
menting the necessary security measures tomaximize personal data protection as well as con-
tent privacy beyond the current anonymization system which removes all personal identifi-
able information (such as credit card numbers, names, e-mail address, etc.) from inbound
content. Current process will be enhanced to use an isolated and encrypted storage system.
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A mechanism to enable purging all personal data from the system will be provided to com-
ply with GDPR’s “right to be forgotten." Jointly with Task 2.2, continuous automated tests to
infrastructure and code improving the OWASP security measures will be performed on top
of already existing security audits. Timeline: M1–M12.

Task T2.3: Infrastructure Scaling (Unbabel). In this task, we will improve and build appro-
priate mechanisms for elastic provisioning, deployment and scaling Unbabel’s architecture
in the cloud for client service delivery. We will deliver infrastructure automation enabling
reusable environment provisioningmechanisms at scale. This taskwill also feature integrated
systems monitoring and centralized logging solution for increased control and systems man-
agement. We will deliver containerization of all service applications using Kubernetes, allow-
ing deployment of immutable application sets, achieving non-degradable installations and
infrastructure cost optimisation. To be able to continuously improve and maintain the dif-
ferent systems, we will develop an integration pipeline setup guaranteeing technical quality
through regular automated testing and delivery. Timeline: M7–M30.

Description of Deliverables and Milestones

D2.1, M6: First release of datasets.

D2.2, M12: Infrastructure scalability and security testing.

D2.3, M30: Second release of datasets and benchmarking.

Related milestones: MS1, MS3, MS5

Activity Number Activity Title
A3 Deep Latent Models for Language Generation

Objectives of the Activity. The main goals of A3 are:

• Developing structured models that can cope with discrete latent variables and/or outputs;

• Developing energy-efficient models for language generation;

• Developing semi-supervised methods suitable for scarce labeled data.

Description of Tasks. The work to carry out in this activity is organized as follows:

Task T3.1: Latent Structured Models for Discrete Data (IT, CMU, Unbabel). In this task,
we will develop new latent structured models that can cope with discrete latent variables or
generate discrete data. Thiswill allow an efficient and compact representation of the context of
the conversation, leading to compact and data-efficient models, with fewer parameters than
current state-of-the-art neural network models for language generation. Possible directions
for coping with discrete data involve the incorporation of sampling techniques together with
the reparametrization trick (e.g. Gumbel-softmax) together with sparse probabilitymappings
(e.g. sparsemax) in models such as variational auto-encoders or generative adversarial net-
works. These models will be applied to machine translation and response generation in tasks
T4.1 and T5.1. Timeline: M1–M24.

MAIA / Technical Annex – Call 04/SI/2019 Page 27 of 70



Task T3.2: Sparsity, Explainability, and Confidence (IT, CMU, INESC). In this task, we
will investigate methods based on sparse attention mechanisms to achieve explainability and
return confidence scores about models’ predictions. This will help human agents that work
collaboratively with the language generation systems described in this project, and, in ma-
chine translation, it will enable the use of active learning strategies to decide which data to
request human translations for supervision. These methods will be used to incorporate con-
versational feedback (task T4.3) and for conversational quality estimation (task T5.2). Time-
line: M7–M30.

Task T3.3: Weakly Supervised Learning and Multilingual Transfer Learning (CMU, IT,
Unbabel). In this task, we will investigate methods for reducing the need for labeled data.
These methods will leverage unlabeled data, such as monolingual text, which will used to
pre-train parts of the network and help the target task via transfer learning. In addition, we
will explore connections to task T3.1 by using latent variables to learn representations form
the unlabeled data. This will be applied to tasks T4.2 and T5.3. Timeline: M13–M36.

Description of Deliverables and Milestones

D3.1, M6: Survey of latent structured models for discrete data.

D3.2, M18: Software implementing sparse models for explainability and confidence estima-
tion, usable for latent structured models.

D3.3, M24: Software implementing weakly supervised learning methods.

Related milestones: MS6, MS7, MS8

Activity Number Activity Title
A4 Context-Aware Translation of Multilingual Conversations

Objectives of the Activity. The main goals of A4 are:

• Develop models that are sensitive to the context from an entire multilingual conversation.

• Developmodels that can take advantage of themulti-directionality of conversations, includ-
ing discriminating between previous human-generated and machine-generated contexts.

• Develop models that can translate in multiple directions simultaneously, maintaining the
consistency in translations between all translations.

• Develop interactive translation systems that query the users to ask for clarifications or cor-
rections of erroneous translations.

• Develop methods to learn to translate from the responses of users to previous translations.

Description of Tasks. The work to carry out in this activity is organized as follows:

TaskT4.1: Context-sensitiveMultilingual TranslationMethods (CMU,Unbabel, IT). This
task will focus on creating strong baseline translation systems that incorporate context, and
improving representation of context for bi-lingual conversations as mentioned in Section 1.3.
We will also examine methods for bi-lingual training and incorporation of reliable context.
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These will be benchmarked against other context-insensitive methods, and previous context-
sensitive methods proposed in the literature. These methods will be designed to be able to
incorporate any advances in latent variable modeling described in T3, and also form the basis
for the implementation of tasks T4.2 and T4.3 below, and the overall architectures will be
designed flexibly to be able to incorporate the requisite information. Timeline: M1–M24.

Task T4.2: Identification of Speaking Style and Generation of Style-appropriate Transla-
tions (CMU, Unbabel, INESC-ID). This task will focus on methods to identify speaking
style or domain-specific terminology for the purpose of identifying the best translation data
to learn from, and given this data generate style- and domain-appropriate translations (as
mentioned in Section 1.3). The translation systems will be evaluated for not only translation
accuracy, but also style- and domain-appropriateness within the context. We will also con-
sider the data-efficiency and computation-efficiency of these methods, with the goal of being
able to quickly adapt to the needs of new users with minimal effort. These methods will build
uponmethods for weakly supervised and transfer learning in T3.3, and dovetail with the style
and register adaptation methods for dialogue in T5.2. Timeline: M7–M24.

Task T4.3: Incorporating Conversational Feedback (CMU, Unbabel, INESC-ID). This task
will examine methods for learning from explicit or implicit feedback mentioned in Section
1.3. Explicit feedback methods will be evaluated with respect to how accurately methods can
identify when and where they need help, how the information can be presented to the users
in away so that it is easy for them to give feedback, and how this feedback can be incorporated
to improve the accuracy of translations. Implicit feedback methods will be evaluated based
on their ability to detect translation errors from user responses, and also the ability of this
weak feedback to improve translation systems. These methods will incorporate advances in
confidence estimation from T3.2, and utilize advances in conversational quality estimation in
T5.4. Timeline: M13–M36.

Description of Deliverables and Milestones

D4.1, M24: Machine translation software that can take into account conversational context
and benchmark results against othermethods. Academic papers describing the results..

D4.2, M24: Methods and benchmark results for style identification and style-appropriate
translation generation. Academic papers describing the results..

D4.3, M30: Methods and benchmark results for incorporating explicit and implicit feedback
into learning translation systems. Academic papers describing the results..

Related milestones: MS7, MS8, MS9

Activity Number Activity Title
A5 Virtual Agent Assistant

Objectives of the Activity. The main goal of A5 is to build a framework for creating virtual
agent assitants that will help human agents in customer support tasks, by suggesting answers
to the users’ requests, reducing human effort. These assistants:

• will be context-aware;

• will take into consideration the user profile;

• will tune to style and specific register of the conversation.
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Great effort will be put in evaluating the conversation quality, including the user satisfaction.

Description of Tasks. Our agent assistant will be monolingual, receiving a user request in
its language (possibly resulting from a translation step), and will return to the human agent a
ranked set of possible answers. These represent different ways of answering the user request
according with the register and style of the conversation, but also, if available, taking into
consideration the user profile. The work to carry out in this activity is organized as follows:

Task T5.1: Answer Generation (INESC-ID, Unbabel, CMU). In this task, we will develop
a context-aware agent assistant. We will explore the combination of two data-driven ap-
proaches, always taking context into consideration. In the first, the retrieval approach, previ-
ous cached responses, designed by human agents, will be returned; in the second, the genera-
tive approach, responses will be generated in run time. Several hybrid deep learning models
will be tested. Also, if the appropriate labeled data is available, wewill study how to integrate
a more traditional slot-filling approach, based in detecting users’ intentions, and extract in-
formation from the user request. Here again, context will be taken into consideration, which,
along with the user’s intentions and sentiments, will guide the virtual agent in choosing the
answers that will be given to the human agent. Once more, deep learning techniques will be
explored. The resulting virtual agents will serve as baselines for the next tasks. However, they
will also be constantly improved, concerning the combined outcomes resulting from these.
Timeline: M1–M30.

Task T5.2: Style and Register Adaptations in Conversations (INESC-ID, Unbabel, CMU).
In this task, we will investigate how to create answers that take into consideration the style of
the conversation,meaning, adaptations to idiolects, sociolects, and gender/age characteristics.
One of the core aspectswhen tackling style effects in the conversation concerns register (that is,
if the conversation is formal or informal or if the conversation changes from formal to informal
along the fluidity of the dialogue). Based on Unbabel’s data analysis, register and adaptation
to customer’s voice is one of the most important features requested by customers. This study
will contribute to the enhancement of the virtual agent framework (Task 5.1), as it will allow its
answers to match the style and specific register characteristics of the conversation. Timeline:
M7–M30.

TaskT5.3: CSATandSentimentAnalysis (INESC-ID, Unbabel, CMU). Human agents and
users interact along the dialogue at several levels, both linguistic (intent, register, etc.) and par-
alinguistic (emotions, engagement, personality, etc.). Sentiment analysis and its correlation
with CSAT scores is a key module to zoom in and understand the dynamics in a conversa-
tion. To this end, the behavior of a frustrated user may be neutralized and even transformed
in a positive experience by an engaging agent. This positive behaviour will correlate with a
higher CSAT score. Therefore, this task will focus on the automatic detection of the human
agent and the user sentiments, as well as their dynamics throughout the conversation. Senti-
ment analysis for customer support analytics can, thus, informUnbabel’s customers about the
agents’ performances and users’ possibility of new recommendations and trust on the system.
Timeline: M13–M30.

TaskT5.4: ConversationalQuality Estimation (INESC-ID, Unbabel, CMU). In this taskwe
will perform conversational quality estimation, both in local and global levels. That is, wewill
evaluate the success of each suggested response in terms of its intent, semantics, register, etc.,
and we will also perform an overall analysis of agent/user satisfaction. For this, we will take
advantage of the feedback provided by human agents (The provided answers were selected
or not? In which position was the answer selected by the human agent? Did the human
agent edit an answer?), and also of the outcomes regarding the sentiment analysis studies as
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described in T5.3. This information should be added to the learning process of the digital
assistant, so that it improves its answering capabilities over time. Timeline: M13–M36.

Description of Deliverables and Milestones

D5.1, M12: Survey of the current methods for end-to-end and slot-filling virtual agents, style
identification, sentiment-appropriate answering and conversational quality estimation.
Benchmark results for customer support virtual agents. Academic papers describing
the results.

D5.2, M24: First holistic version of the virtual agent integrating style and sentiment-
appropriate answering. Academic papers describing the results.

D5.3, M36: Final holistic version of the virtual agent in two scenarios, integrating the out-
comes of the different studies, and describing a human-in-the-loop evaluation of the
system, published as an academic paper.

Related milestones: MS7, MS8, MS11

Activity Number Activity Title
A6 Product Discovery and Development

Objectives of the Activity. Activity 6 will be focused on the productization of industry spe-
cific applications based on the technological advances achieved. Its main goals are:

• Architect and implement a multilingual conversational system that integrates the techno-
logical advances achieved.

• Discover product/market fit for the developed technologies.

• Launch products that apply the technology in the tourism and travel markets.

• Validate technology with reference customers.

Description of Tasks. The work to carry out in this activity is organized as follows:

Task T6.1: System Architecture (Unbabel, CMU, INESC-ID, IT). This task will be focused
on designing the system architecture that will integrate the different technological compo-
nents developed on the previous activities. The system will be designed to support the cre-
ation of new products leveraged by the technological advances achieved. Timeline: M1–M6.

Task T6.2: Multilingual Conversational System Implementation and Integration
(Unbabel). The system designed on the previous task will be implemented by combining
all the technological components developed in activities 4 and 5. An internal API will be
implemented to make these components available to the use-case specific products to be de-
veloped on the next task. Concerns like security and scalability will be addressed to support
the usage of the system by thousands of agents simultaneously. Timeline: M7–M32.

Task T6.3: Customer Discovery Programs (Unbabel). The productization process will be
done by applying the Customer Discovery Program methodology of Product Development.
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These programs involve the acquisition of reference customers with whom prototypes and
Minimum Viable Products (MVPs) will be tested and validated. The validation process is
done in 4 dimensions: will customers value the product, is the product feasible to build
(feasibility), can end users use it (usability) and, finally, is it viable for the company tomarket
it (viability). Two programs will be developed: one to address use cases in the travel indus-
try and the other in tourism. In the end, two MVPs validated by reference customers will be
ready to be launched in the market. Timeline: M10–M36.

Task T6.4: Human-in-the-loop Evaluation (Unbabel, CMU, INESC-ID, IT). The system
will be evaluated in an actual human-in-the-loop scenario. We will test the system with and
without the proposed technical improvements, and quantify the effects of the proposed im-
provements on translation accuracy and user experience. Feedback will be given to activities
4 and 5. Timeline: M13–M30.

Description of Deliverables and Milestones

D6.1, M6: System specifications.

D6.2, M24: First version of the system deployed.

D6.3, M28: First MVP applied to one of the target markets.

D6.4, M30: A report describing the human-in-the-loop evaluation of the system.

D6.5, M32: Final version of the system deployed including an internal API.

D6.6, M34: Second MVP applied to a second target market.

Related milestones: MS2, MS12, MS14

Activity Number Activity Title
A7 Dissemination and Exploitation

Objectives of the Activity. The main goals of A7 are:

• Establish and carry out dissemination strategy and raise awareness of the project.

• Execute exploitation strategy and manage IPR.

Description of Tasks. The work to carry out in this activity is organized as follows:

Task T7.1: Project Dissemination an Communication Activities (Unbabel, all). This task
involves establishing a dissemination strategy to raise awareness of the project and its achieve-
ments throughweb pages, tutorials, targetedworkshops and interactionwith (potential) users
and interested third parties. The project pursues ambitious goals regarding its strategic dis-
semination and communication activities. The consortium plans a multi-faceted diffusion
of information from the project to its diverse target groups.The consortium will ensure dis-
semination in different ways: create and manage an ongoing communication strategy for the
project; create and manage online presence; prepare a dissemination package; write or con-
tribute to technical or more generic papers; speak or present at conferences and workshops
related to the project topics; organize demonstrations, workshops, and webinars. Timeline:
M1–M36.
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Task T7.2: Project Exploitation (Unbabel, all). The exploitation plan will tackle the com-
mercial sustainability for the main areas of investment within the national and regional con-
vergence areas focused in this proposal. Project exploitation will take place in all phases of
MAIA and is expected to contribute to the validation of partial and overall project results. There
are three core exploitation stages: Early in the project, exploitation aims to ensure that the
project is addressing the needs of its target groups, supported by the business intelligence
analysis provided in Section 3 (on the impact of the project). Furthermore, it is also worth
mentioning that the exploitation plan will also create awareness and understanding of its
activities both within the consortium and among customers/institutions who already com-
mitted to explore the technology developed within MAIA, as reflected in the support letters in
the annexes. A dialogue mechanism with the target groups will be initiated, enabling them
to provide constant feedback during the full course of the project. During the project, ex-
ploitation is about identifying lessons, particularly in receiving feedback from target groups
and stakeholders, and adjusting the project’s strategy and developed components in order
to maximize effectiveness and efficiency of the system to the scenarios tackled in MAIA. At
the end of the project, exploitation is intended to analyze the project’s outputs, the commer-
cial solution, and the financial growth obtained with the technology developed. Exploitation
and dissemination strategies will focus on providing evidence to support the sustainability of
the disruptive solution developed in MAIA building upon the relevant outcomes of Customer
Discovery Programs. The exploitation and communication plans will be aligned in order to
provide suitable outcomes of the project. Timeline: M1–M36.

Description of Deliverables and Milestones

D7.1, M3: Project web page.

D7.2, M18: Dissemination and exploitation midterm report.

D7.3, M36: Dissemination and exploitation final report.

Related milestones: MS4, MS13

Summary Table of Deliverables

The deliverables of MAIA are shown in Table 5, along with the tasks they derive from.

Summary Table of Milestones

The main milestones of MAIA and their means of verification are shown in Table 6, along
with the tasks to which they are associated.

2.3 Presentation of the Consortium

The project objectives are very ambitious and would be impossible to achieve without a
strong consortium. There is a track record of collaborations between the different part-
ners, which we next detail:

• Both the CEO and founder of Unbabel (Dr. Vasco Pedro) and the PI at IT (Prof. André
Martins) did their PhDs at CMU in the LTI.
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Deliv.
No

Task No. Title of the Deliverable Date Type
of
Deliv.

Discl.
Level

D1.1 T1.2 First interim report M12 REP CO
D1.2 T1.2 Second interim report M24 REP CO
D1.3 T1.3 Final report M36 REP CO
D2.1 T2.1 First release of datasets M6 DAT CO
D2.2 T2.2, T2.3 Infrastructure scalability and security testing M12 REP CO
D2.3 T2.1, T2.3 Second release of datasets and benchmarking M30 DAT CO
D3.1 T3.1 Survey of latent structured models for discrete

data
M6 REP PU

D3.2 T3.2 Software implementing sparse models for ex-
plainability and confidence estimation, usable
for latent structured models

M18 PRO CO

D3.3 T3.3 Software implementing weakly supervised
learning methods

M24 PRO CO

D4.1 T4.1 Machine translation software that can take into
account conversational context and benchmark
results against other methods

M24 PUB PU

D4.2 T4.2 Methods and benchmark results for style
identification and style-appropriate translation
generation

M24 PUB PU

D4.3 T4.3 Methods and benchmark results for incorpo-
rating explicit and implicit feedback into learn-
ing translation systems

M30 PUB PU

D5.1 T5.1 Survey and benchmark of the current methods
for end-to-end and slot-filling virtual agents

M12 REP PU

D5.2 T5.2, T5.3 First version of the virtual agent integrating
style/sentiment-appropriate answering

M24 PUB PU

D5.3 T5.1–T5.4 Final holistic version of the virtual agent in two
scenarios, integrating the outcomes of the dif-
ferent studies

M36 PUB PU

D6.1 T6.1 System specifications M6 REP CO
D6.2 T6.2 First version of the system deployed M24 PRO CO
D6.3 T6.3 First MVP applied to one of the target markets M28 PIL CO
D6.4 T6.4 Human-in-the-loop evaluation of the system M30 REP CO
D6.5 T6.2 Final version of the system deployed including

an internal API
M32 PRO CO

D6.6 T6.3 SecondMVP applied to a second target market M34 PIL CO
D7.1 T7.1 Project web page M3 WEB PU
D7.2 T7.1, T7.2 Dissemination and exploitation midterm re-

port
M18 REP CO

D7.3 T7.1, T7.2 Dissemination and exploitation final report M36 REP CO

Table 5: List of deliverables, including type of deliverable (Document Report: REP, Prototype:
PRO, Pilot: PIL, Website: WEB, Data: DAT, Publication: PUB) and disclosure level (Public: PU,
Confidential: CO).

• One of the leading scientists at Unbabel in the Pittsburgh office (Prof. Alon Lavie) is an
adjunct professor at CMU in the LTI.
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Milestone
Number

Task
Number

Date Milestone Title Means of Verification

MS1 T2.1 M6 Data dump architecture op-
erational

Data available to Activi-
ties 3/4/5

MS2 T6.1 M6 Architecture of MAIA plat-
form agreed

Report complete and ac-
cepted by management
board

MS3 T2.3 M12 Security testing and GDPR
compliance

Report complete

MS4 T7.1 M20 First Customer-Centric Event Event held
MS5 T2.1 M24 Benchmarking of System

Components
Technology portfolio

MS6 T3.1 M24 Software for Latent Struc-
tured Models

Available for Use

MS7 T3.2,
T4.3, T5.2

M24 Software for Conversational
Feedback and Quality Esti-
mation

Available for Use

MS8 T3.3,
T4.2, T5.3

M24 Software for Domain and
Style Adaptation

Available for Use

MS9 T4.1 M24 Software for Context-Aware
Machine Translation

Available for Use

MS10 T5.1 M24 Answer Generation Compo-
nent

Available for Use

MS11 T5.4 M24 Software for Customer Senti-
ment Analysis

Available for Use

MS12 T6.3 M28 First MVP for Travel in Cus-
tomer Discovery Program

Field testing in opera-
tional environment

MS13 T7.1 M32 Second Customer-Centric
Event

Event held

MS14 T6.3 M34 Second MVP for Travel &
Tourism in Customer Discov-
ery Program

Field testing in opera-
tional environment

MS15 T1.3 M36 Final project report Report complete and ac-
cepted by management
board

Table 6: List of milestones.

• Unbabel has collaborated with the PI of CMU (Prof. Graham Neubig) in the open-
source project DyNet, besides collaborations in CMU-Portugal funded projects. One of
the Unbabel members of this project (António Lopes) participated in a CMU-Portugal
research internship with Prof. Graham Neubig in 2017.

• A key scientist from INESC-ID (Prof. Helena Moniz) has been providing scientific con-
sulting for Unbabel since 2015, in the scope of a protocol between INESC-ID and Unba-
bel, having contributed to several European projects (4) and supervised Bachelor and
MA/MSc theses (6) conducted at Unbabel.

• Unbabel is a partner in the DeepSPIN project, an ERC Starting Grant whose PI is Prof.
André Martins, PI at IT for this project.
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• Prof. Luisa Coheur (INESC-ID) and Dr. João Graça (CTO of Unbabel) are supervising
a MSc student on the topic of automatic customer support.

• INESC-ID andCMUhave shareddual degree students in the PhDprogram inLanguage
Technologies, a program directed by Prof. Isabel Trancoso since 2006. Altogether, the
two teams jointly advised 7 dual degree PhD students so far, plus 3 other PhD stu-
dents from IST. The two teams also collaborated in several projects, including PT-STAR,
REAP.PT, TRATAHI, MT4M, and INSIDE.

“Complete Consortium”
The proposed consortium is a “complete consortium”, including the key participation of an
enterprise entity (Unbabel, who is leading the project) in the critical stages of the products’
value chain. This is a necessary condition for the effective commercialization of the project
results: the consortium composition includes the partner who is responsible for placing the
technology developed together by all partners (Unbabel, IT, INESC-ID, and CMU) into the
market, ensuring capability of attaining the project’s objectives, under the conditions in point
4d), article 66, of RECI.

We next provide further details about each partner. Together with each partner, we
include short biographies of the key participants of the project, along with their roles.

Unbabel

Founded in Lisbon, Portugal in August 2013, with the vision of becoming the World’s
Translation Layer, Unbabel eliminates language barriers between companies and their
customers by combining the latest NMT technology and a global network of thousands
of post-editors. From its inception, Unbabel has made a strong bet on AI applications,
leading to an award-winning Quality Estimation system and an enhanced post-edition
experience using its own proprietary tools. Backed by Scale Venture Partners, Notion, Mi-
crosoft Ventures, Salesforce Ventures, Samsung NEXT, and Y Combinator, Unbabel helps
global brands like Booking.com,Microsoft, Skyscanner, easyJet, UnderArmour andRovio
remove language as a concern, allowingmodern enterprises to understand and be under-
stood by their customers in 29 different languages. Unbabel’s rapid growing workforce
currently surpasses 200 employees, 9 of which possess PhDs in machine learning or com-
putational linguistics fields. By continuously investing in R&D activities, a crucial part of
the company’s work, Unbabel makes sure that innovative solutions are being developed
in the translation sector in order to correspond to the needs of its clients and boost the
company’s overall growth. It accumulates, thus, extensive experience in European, Por-
tuguese and other international projects both in R&Dand technology transfer roles. These
include H2020 projects such as INTERACT, DeepSPIN, and APE-Quest, national fund-
ing projects such as Unbabel 2017, Plano de Internacionalização, Unbabel Scribe, MT4M,
TRATAHI, and INSIDE within the CMU-Portugal program.

Dr. João Graça is a co-founder and the CTO of Unbabel. He received his PhD in Com-
puter Science in 2010 from Instituto Superior Técnico (IST) andUniversity of Pennsylvania,
and he was a Post-Doctoral Researcher at the University of Pennsylvania, working with
Prof. Ben Taskar on leveraging information from multiple languages. He worked as a
Chief Scientist from 2012–2013 at Dezine and as a senior researcher at Flashgroup. His
main research interests include Machine Learning (in particular Unsupervised and Semi-
Supervised Learning), Natural Language Processing, and Machine Translation, where he
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has published more than 25 papers on top conferences, with more than 900 citations and
a h-Index of 12. Dr. João Graça will be the Project Coordinator of MAIA.

Dr. Vasco Pedro is the co-founder and CEO of Unbabel. He received his PhD in Com-
puter Science in May 2009 from Carnegie Mellon University (CMU). He owns the vision,
overall business strategy and sets the direction for Unbabel’s product development. Pre-
vious to Unbabel he was the technical founder and VP of Engineering at Dezine and co-
founder of Flashgroup, where he was responsible for building the team in Portugal and
initial business development deals. From 2009–2011 hewas Founder andCEOof a startup
called Bueda, Inc. In 2007, he was an Engineering Intern at Google, where he focused on
developing tools for large scale natural language semantic processing. From 2011–2012 he
was an invited Research Professor at IST where he was responsible for the development
and coordination of research projects at the intersection of Big Data and Social Network
Semantic Analysis. From 2001-2009 he was a Research Assistant at the Language Tech-
nologies Institute, contributing in the field of Question Answering (a computer system
capable of answering questions posed in natural language), alongside the team that even-
tually went on to create IBM’s Watson. Dr. Vasco Pedro will be the Strategic Partnership
Coordinator of MAIA, together with Prof. Alon Lavie.

Prof. Alon Lavie is the VP of Language Technologies at Unbabel. He has 25 years of
experience leading and directing significant R&D projects in the areas of Machine Trans-
lation (MT) and NLP, in both academia and industry settings. For a period of 19 years
(1996–2015), Dr. Lavie was a faculty member at the Language Technologies Institute
at CMU, where he led a graduate research team in the areas of MT and multilingual
NLP. During this time, Prof. Lavie was PI and co-PI on multiple research grants in these
areas, funded by NSF, DARPA, and other US agencies, including leading the CMU re-
search team on project NESPOLE!, a speech-to-speech translation project funded under
a joint EC/NSF research program. Prof. Lavie was a co-founder of Safaba Translation
Solutions, a provider of state-of-the-art MT-based translation technology to global enter-
prises. After Amazon’s acquisition of Safaba in 2015, Prof. Lavie led Amazon’s MT R&D
effort and managed the Pittsburgh-based team responsible for the Amazon AWS “Ama-
zon Translate” MT service. Prof. Lavie authored over 120 peer-reviewed publications,
with a Google Scholar h-index of 42 and over 7800 citations of his published work. Prof.
Alon Lavie will be the strategic partnership coordinator (together with Dr. Vasco Pedro)
and member of the project board.

Dr. Carla Parra Escartín is the Director of Linguistic Services at Unbabel. She holds
a PhD in Computational Linguistics from the University of Bergen. She has over 10 years
of research experience in linguistic infrastructures, human factors in machine translation
andmultiword expressions. Throughout her career she hasworked in various EU-funded
projects and actions (LIRICS, CLARIN, FLaReNet, CLARA, PARSEME, DASISH, EXPERT,
EDGE, INTERACT), as well as nationally-funded projects in Spain (TACOC, CLARIN-
CAT) and Norway (CLARINO). She has published 3 book chapters (3 upcoming), 11
peer-reviewed journal papers (3 upcoming), and over 24 papers at internationally peer
reviewed conferences. She has been awarded 3 Marie Skłodowska-Curie fellowships and
has served as reviewer for the most prestigious venues in Machine Translation and Com-
putational Linguistics, including ACL, EMNLP, WMT, EAMT, COLING, MT Summit, etc.
She is a member of EAMT, ACL and SEPLN and nominated officer of the Standing Com-
mittee of the SIGLEX-MWE and member of the Editorial Board of the Phraseology and
Multiword Expressions Series. Dr. Carla Parra Escartín will lead Activity 2.

Dr. Sebastien Prioris is the VP of Product at Unbabel. He holds a PhD in Aerospace
Engineering from the University of Cambridge. He has over 15 years of industry experi-
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ence in technology, online retail, business strategy andproductmanagement. Throughout
his career, Sebastien has worked in numerous high-growth companies leveraging innova-
tive technologies to solve complex operational challenges, deliveringworld-class products
and services in B2B and B2C markets. From managing the flow of goods and people in
a hyper-automated warehouse at Ocado to the high-volume transactions of marketplace
ecosystems at Tradeshift and more recently, the management of hundreds of concurrent
stays across the globe at OneFineStay, Sebastien has seen companies from 50 to 5000 em-
ployees, gone through numerous M&As and IPOs, demonstrating his leadership and en-
trepreneurial spirit in the process. During his days in academia, he was awarded an EP-
SRC grant working with British Aerospace and a Chevening scholarship. Dr. Sebastien
Prioris will lead Activity 6.

Paulo Dimas is the VP of Product Innovation at Unbabel leading its Labs Team and
creating the next Unbabel products. Paulo has a passion for products, having developed
the first commercial one at 14 years of age. After joining the INESC research centre at 16 to
do work on interactive systems, Paulo co-founded JUNITEC a students entrepreneurship
association at Instituto Superior Técnico, and 2 tech startups. Paulo has created patents
in geo-location technology and developed award-winning projects for major companies
in the media and telecom industries. Paulo Dimas will be the Innovation Coordinator of
MAIA.

Gina Dragulin is Director of Product Marketing & Partner Marketing at Unbabel. In
her role, she is responsible for validating market fit, building product positioning and
messaging that resonate with our target audience, launching new products to market,
developing and executing integrated go to market plans with global partners such as Mi-
crosoft, Google, Zendesk, Concentrix, Helpshift to name a few. Gina is passionate about
technology innovation and how it can be applied to solve real-world problems in simple,
novelways. She has 15 years of proven integratedmarketing experience, with strong back-
ground in digital, especially in the technology sector. Prior to this, for 7 yearsGinaworked
for Microsoft Corporation evangelising latest technologies towards audiences across 34
countries. In her tenure as Director Audience Marketing & Business Program Manager
she was on point for sourcing and driving more than 30 digital transformation projects
with customers and partners across public sector, financial, manufacturing, travel, retail
and healthcare industry verticals. Gina Dragulin will lead Activity 7.

Other participants from Unbabel with PhDs include Dr. Maxim Khalilov, Dr. Fabio
Kepler, andDr. Amin Farajian, who will be working at Activities 4, 5, and 6. Curriculum
vita of all these project members are attached to this proposal.

INESC-ID

INESC-ID is a non-profit, privately owned institution, dedicated to advanced research in
the domains of electronics, telecommunications and information technologies. INESC-
ID is one of the largest research centers associated with IST (Instituto Superior Técnico,
https://tecnico.ulisboa.pt). INESC-ID’s principal objectives are to conduct cutting-
edge research in information technology and to transfer technology to industry. It places
importance on creating and increasing the value of Portuguese SMEs. INESC-ID com-
bines entrepreneurial management with academic creativity to create special institutional
flexibility. Since 2004, INESC-ID is one of the few Portuguese Associate Labs funded par-
tially by the Portuguese government. INESC-ID has about 225 researchers of which at
least ninety are senior researchers holding a PhD degree or equivalent. Since IST is the
main owner of INESC-ID, most researchers also have teaching positions at IST. In this
project, the Spoken Language Systems Lab (L2F) of INESC-ID will be involved. L2F in-
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cludes around 30 researchers, most of them either Professors (8) or graduate students at
Instituto Superior Técnico, 3 post-doctoral and 5 invited researchers from other univer-
sities. This strongly interdisciplinary group is actively involved in many areas of spo-
ken language R&D, including speech recognition and synthesis, audio indexation, mul-
timodal dialogue systems, language and dialect identification, speech-to-speech machine
translation (S2SMT), computer-assisted language learning (CALL), and personal health
applications, among others. L2F’swork has been internationally recognized through close
cooperation with other research centres in Europe (recent projects include VIDIVIDEO,
I-DASH, ECIRCUS, LIREC, EuTV, METANET, DIRHA, SPEDIAL, and RAGE) and in the
US (partnership with CMU, with 7 PhD theses jointly supervised and several research
projects). Members of L2F have been actively engaged in collaboratingwithUnbabel R&D
department, co-organizing EMNLP 2015, the Lisbon Machine Learning School, and co-
operating in several concluded and ongoing projects, showing the strong research bonds
between the two institutions.

Prof. Helena Moniz is a senior researcher at INESC-ID. From September 2019, she
will be an Assistant Professor at the School of Arts and Humanities, University of Lisbon
(FLUL). She received a PhD in Linguistics at FLUL in cooperation with the Technical Uni-
versity of Lisbon (IST), in 2013. She has been working at INESC-ID/CLUL since 2000, in
several national and international projects involving multidisciplinary teams of linguists
and speech processing engineers. Within this fruitful collaboration, she participated in 16
national and international projects. Since 2015, she is also a Linguistic Consultant for Un-
babel, working on scalableQualityAssurance processes for crowdsourcing. She is respon-
sible for research projects involving Linguistic/Translation Research and protocols with
universities for hosting internships and secondments. Since 2013, she supervised/co-
supervised 1 PhD andmore than 12 Bachelor, MA andMSc students. Prof. HelenaMoniz
will be leading Activity 5.

Prof. Isabel Trancoso is a Full Professor at Instituto Superior Técnico (IST) since 2005,
having started as research assistant in 1979. She received the Licenciado, Mestre, Doutor,
and Agregado degrees in electrical and computer engineering from IST in 1979, 1984,
1987, and 2002, respectively. She has taught many different courses, namely on spoken
language processing and programming languages, and has taken several academic man-
agement positions, namely President of the ECE Department (2015-2016), Coordinator of
the ECE course (1998-2004), and member of the Scientific Council (2017–), and the School
Council (2013–2014). She launched the Speech Processing group of INESC-ID in 1990,
and led the Spoken Language Systems Lab, which resulted from its restructuring until
December 2017. In 2018 she became the Chair of the Scientific Council of INESC-ID. Her
current research scope encompasses many areas in spoken /written language processing,
with applications to Computer Assisted Language Learning and e-Health.The lab has
won several awards for its Virtual Therapist platform (VITHEA), and other e-Inclusion
tools. Prof. Isabel Trancoso will be co-supervising students working in Activity 5.

Prof. Luísa Coheur is a Tenured Assistant Professor at Instituto Superior Técnico.
She has lectured several courses in the area of Artificial Intelligence. She received her
PhD degree (2004) from Instituto Superior Técnico and Université Blaise-Pascal. She has
been working in Natural Language Understanding (NLU) since her master’s thesis, and it
remained her main research interest, being Question/Answering her preferential appli-
cations’ scenarios. She participated in several national and international projects, and she
was the INESC-ID Principal Investigator (PI) of the FalaComigo project (QREN n.13449),
where her team built a conversational agent that answers questions about Monserrate
Palace. Shewas also one of the PIs of the PT-STARproject (CMU-PT/HuMach/0039/2008),
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which focused on Speech-to-Speech Machine Translation. Since 2006 she supervised/co-
supervised 5 PhDs and more than 50 MSc students. Prof. Luísa Coheur will be co-
supervising students working in Activity 5.

Prof. João Paulo Carvalho is a Tenured Associate Professor at Instituto Superior Téc-
nico, where he received his PhD degree in 2002. He is in the Board of Directors of INESC-
ID (where he is a researcher), has coordinated 5 funded research projects and partici-
pated in more than a dozen national and European funded projects. He has advised or
co-advised 5 PhD students and more than 40 MSc students (including current supervi-
sions). His current main research interest involves applying Computational Intelligence
techniques in natural language processing, textmining, social network analysis, social sci-
ences and earth sciences. He has authored over 130 papers in international scientific Jour-
nals, books and peer-reviewed conferences. He will be the General Chair of IPMU2020,
was program co-chair and organizer of IFSA-EUSFLAT2009, and was in the organization
committee of Fuzz-IEEE2015/2017, IPMU2016, and IEEE-WCCI2017. Prof. João Paulo
Carvalho will be co-supervising students working in Activity 5.

Instituto de Telecomunicações

Instituto de Telecomunicações (IT) is a private, non-profit organization of public interest,
a partnership of 7 higher education institutions and a telecommunications operator, with
R&D interests in the field of Telecommunications. IT is actively involved in fundamental
and applied research, both at national and international levels, and is committed to fos-
tering higher education and training, by hosting and tutoring graduate and postgraduate
students. IT is also active in public awareness initiatives, knowledge transfer to industry,
and in providing consulting services. IT hosts more than 300 (PhD holding) researchers,
7 of which are Fellows of IEEE, and 3 Fellows of the IET, 200 PhD Students and 200 MSc
students. IT average yearly scientific output includes 15 books, 50 book chapters, 350 jour-
nal and 450 conference papers and 10 patents. IT has an accumulated total 4000+ journal
papers gathering 43,000+ ISI citations. IT is currently involved in 100 national and 30 in-
ternational R&D projects. About 20% of IT patents are being exploited. IT developed
technology has already been used to create 6 start-ups. The Lisbon site of Instituto de
Telecomunicações (IT) is located in the campus of Instituto Superior Técnico (IST).

Prof. André Martins (AM) is an Invited Assistant Professor at Instituto Superior Téc-
nico (IST), the engineering school in the University of Lisbon, and a researcher at Insti-
tuto de Telecomunicações (IT). AM will be involved to the extent of 10%. AM received
his dual-degree PhD in Language Technologies in 2012 from Carnegie Mellon University
and Instituto Superior Técnico. His PhD dissertation was awarded Honorable Mention
in CMU’s SCS Dissertation Award competition. AM’s research interests include natural
language processing, machine learning, structured prediction, and sparse modeling. He
received a best paper award at the ACL 2009 conference and the Portuguese IBM 2011
Scientific Prize. AM recently won a ERC starting grant for his DeepSPIN project (2018-
2022), whose goal is to develop new deep learning models, methods, and algorithms for
structured prediction, with application to natural language processing tasks. Prof. André
Martins will be co-supervising students working in Activities 3 and 4.

Prof. Mário Figueiredo (MF) is a Full Professor at IST and senior researcher and area
coordinator at IT. MFwill be involved to the extent of 10%. MF is a Fellow of the IEEE and
the IAPR, and a recipient of several awards, namely the IEEEBakerAward, the IEEE Signal
Processing Society Best Paper Award, the IAPR Pierre Devijver Award. Since 2014, MF
has been included in the Highly Cited Researchers list (clarivate.com/hcr) of Clarivate
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Analytics (formerly Thomson Reuters). Prof. Mário Figueiredo will be co-supervising
students working in Activity 3.

Dr. Vlad Niculae (VN) is a post-doc in the DeepSPIN project at the Instituto de Tele-
comunicações in Lisbon, Portugal. Vlad earned his PhD in Computer Science from Cor-
nell University in 2018, where he was awarded the Cornell Computer Science Doctoral
Dissertation Award for his thesis, “Learning Deep Models with Linguistically-Inspired
Structure.” His research focuses on bringing structure and sparsity to neural network
hidden layers and latent variables, using ideas from convex optimization, and motiva-
tions from natural language processing. He is co-organizing the NAACL 2019 Workshop
on Structured Prediction for NLP and the ACL 2019 Tutorial on Latent Structured Mod-
els for Natural Language Processing. Dr. Vlad Niculae will be co-supervising students
working in Activity 3.

Carnegie Mellon University

Carnegie Mellon University (CMU) is one of the world’s leading universities, and the
core U.S. partner of the CMU-Portugal program. Particularly, the School of Computer
Science, where co-PI Neubig is affiliated, is ranked No. 1 in the world by various rankings
such as US News and World Reports and csrankings.org. It is also ranked number one
in the sub-division of artificial intelligence. The Language Technologies Institute (LTI),
co-PI Prof. Graham Neubig’s home department, hosts some 300 graduate students in the
area of natural language processing, speech, and other aspects of handling language with
computers. Two members of this project, Dr. Vasco Pedro (Unbabel) and Prof. André
Martins (IT) are both LTI alumni, and another member of the project, Prof. Alon Lavie
(Unbabel) was a facultymember in the LTI for 19 years. The core CMUproject teamwill
consist of co-PI Prof. Neubig and two LTI graduate research assistants, who will each be
in charge of different aspects of the project. This teamwill work closely with collaborators
in Portugal, particularly Unbabel and IT on the translation- and learning-related aspects,
and INESC-ID on the more dialog- and conversation-related aspects.

Prof. Graham Neubig is an Assistant Professor at the CMU LTI. His work focuses on
natural language processing, and he is specifically focused on machine translation and
other multi-lingual applications. Much of this work relies on machine learning to create
these systems from data, and he is also active in developing methods and algorithms for
machine learning over natural language data. He publishes prolifically in the top venues
in natural language processing, machine learning, and speech, and in 2018 he was cited
by an external ranking as the most prolific researcher in the world in these areas.12
His work has won best paper awards in the top conferences in the field such as EMNLP
2016, EACL 2017, andNAACL 2019. He is also active in developing open-source software,
and is the main developer of several widely used projects such as the DyNet neural net-
work toolkit, which has over 2,800 “stars” on github. He currently supervises 12 Ph.D.
students and a number of Master’s students, and his work is funded by sources such as
NSF, DARPA, NIH, Google, Amazon, Microsoft, and Bosch. Prof. Graham Neubig will
be co-supervising dual degree PhD students working in Activity 4.

2.4 Project management

The organizational structure ofMAIA is detailed in Table 7, alongwith the decision-making
mechanisms and meeting frequencies. The key functions of the management of MAIA are

12http://www.marekrei.com/blog/ml-and-nlp-publications-in-2018/
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Management Body Main Responsibilities Periodicity
Project Coordinator Overall management of the project. Ensures effective op-

eration of the project that all efforts are focused towards
achieving its objectives and directs scientific and technical
activities. João Graça (Unbabel) is the Project Coordinator.

Throughout
the project.

Strategic Partnership
Coordinator

Vasco Pedro (Unbabel and CMU alumni) and Alon Lavie
(Unbabel and CMU adjoint professor) are the Strategic
Partnership Coordinators.

Throughout
the project.

Innovation Coordina-
tor

Working with the Project Coordinator, directs the innova-
tion aspects of MAIA. Paulo Dimas (Unbabel) will be the In-
novation Coordinator.

Throughout
the project.

Project Board Directs the strategic orientation of the project and safe-
guards the interests of all participants. João Graça (Unba-
bel), PauloDimas (Unbabel), GrahamNeubig (CMU), Alon
Lavie (CMU), André Martins (IT), Mário de Figueiredo
(IT), Helena Moniz (INESC-ID), Luísa Coheur (INESC-ID)
will be the Project Board members.

2–3 per year
virtually, once
per year face-
to-face.

Data Committee Reports to Project Board. Responsible for data manage-
ment issues and the pilot action on open access to research
data. All the above-mentioned members and João Vasques
(Unbabel) and João Paulo Carvalho (INESC-ID) will be in-
volved in the Data Committee. The Data Committee will
work in straight collaboration with the Ethical Committee,
to align all the ethical considerations needed.

Once per year,
or as required.

Ethical Committee Ensure ethical considerations and compliance with the
Declaration of Helsinki, EU GDPR, and IEEE Ethically
Aligned Design recommendations. João Graça (Unba-
bel), Sofia Calado (legal counsel from Unbabel), Alon
Lavie (CMU), Mário Figueiredo (IT), and Isabel Trancoso
(INESC-ID) will be the Ethical Committee members.

Transversely
to the whole
project.

Administrative Project
Managers

Supporting the project coordinator, deals with administra-
tive, legal and financial management. Sofia Costa and Sara
Fumega (Unbabel), will share the Administration tasks.

Throughout
the project.

WP Leaders Ensure progress according to budget and plans for the
WP, and synchronisation with the other WPs. The WP1
leader is João Graça (Unbabel), WP2 is Carla Parra (Unba-
bel), WP3 corresponds to André Martins (IT), WP4 will be
managed byGrahamNeubig (CMU),WP5 isHelenaMoniz
(INESC-ID), WP6 is Sebastien Prioris (Unbabel), and WP7
will be managed by Gina Dragulin (Unbabel).

Monthly.

Table 7: Management Body.

to manage the risks associated with groundbreaking research and innovation, ensuring
that the project progresses according to plan, delivering the promised results.

The main risks of the project and the proposed mitigation measures and contingency
plans are shown in Table 8.

2.5 Description and justification of the investment plan

Table 9 presents a summary of the project investments divided by expenditure and by
participant. The total requested funding for the Portuguese partners ise1,211,670 and for
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Description of risk Affects Proposed risk mitigation measures
Underestimation of re-
quired effort

A1 Periodicmonitoring of progress vs. spent resources. Yearly
updates of work-plan and priorities to reach the goals.

Project is not delivered
in due time

A1 Plan in place to deliver in timescale, programme manage-
ment best practice. Reallocate small amounts of human
resources taking into account the task requirements and
participants capabilities. Modify the work plan (assuming
work was undertaken properly).

Privacy issues in the
storage of personal data

A2 Ethics measures accordingly to the Ethics Committee
(members of this committee are alsomembers of the Ethics
Committees in their respective universities).

Insufficient in-domain
data to train accu-
rate MT and language
generation models.

A3 Annotate more data using the Unbabel’s editors commu-
nity. Use semi-supervised techniques and complement
with out-of-domain data. Use backtranslation for MT and
similar techniques to generate answers.

The quality of the MT is
not suitable enough for
practical usage.

A4 To avoid critical mistakes, use a human post-editor online
when the quality of the estimation system returns a value
below an empirically tested threshold. This will increase
response time, but will allow for suitable quality assurance
levels. Current systems developed at Unbabel with this
strategy have an average of 2-minutes response time, which
is less disruptive, but fast enough for practical usage.

The answers generated
by the virtual assistant
are not fluent or accu-
rate enough for practical
usage.

A5 Generate answers from response templates instead. This
will prevent the system to generate completely new an-
swers, but it will ensure the answers’ fluency/accuracy.
Compensate this with enhanced features for the human
agent, such as answer auto-completion. Use data from con-
versational publicly available corpora on dialogue prompts
to mitigate conflicts and frustration from the use based on
the sentiment and the intent.

Scarce data on senti-
ment analysis or on
the fine grained cate-
gories to train sentiment
analysis systems.

A5 Combine with other public available data or even out-of-
domain, as already used by the responsible partner for this
task. Use binary classifiers vs. less granular sentiment lev-
els. Annotate binary sentiment classification via Unbabel’s
community.

The different compo-
nents perform well
individually, but un-
derperform when
combined together in a
single system.

A6 Identify which components improve global performance
by conducting ablation studies and A/B testing. Improve
the evaluation metric for assessing the performance of the
underperforming components. Ultimately, remove the un-
derperforming component from the system and compen-
sate with more effort from the human agent.

Use-cases in the ex-
ploitation stages are not
covered.

A7 Solid pivoting stage and planing/anticipation of use-case
scenarios based on the support letters already achieved.

Table 8: Risks and mitigation measures.

CMU is $747,309, which corresponds to e665,105 (assuming a 0.89 EUR/USD exchange
rate). We next justify briefly these project investments.

Personnel costs. Costs with human resources include 36 highly qualified researchers
and engineers at Unbabel (8 of which are new hires), 6 PhD students split evenly between
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Unbabel INESC-ID IT CMU Total
Personnel costs 702,500 179,777 177,044 223,657 563,236
Travel costs 86,450 40,700 50,800 18,882 196,832
Equipment 61,000 44,500 42,600 – 148,100
Other costs 4,800 7,020 – 12,691 24,511
Overheads / Tuitions 212,488 67,999 42,600 409,873 731,709
Total elegible costs 1,067,238 339,996 338,055 665,105 2,410,394
Requested funding 533,619 339,996 338,055 – 1,211,670

Table 9: Summary table of project investiments.

INESC-ID and IT, and mobility fellowships for MSc researchers (BMOB) to fund intern-
ships to CMU (we are planning 2 fellowships for INESC-ID with a duration of 7 months
each, and 4 fellowships for IT with a duration of 3 months each).

Travel costs. For the Portuguese partners, we plan costs formissions to present papers in
international conferences at workshops (estimating 9 missions each for Unbabel, INESC-
ID, and IT; we estimate a cost for missions of e2,625 each, covering flights, accommoda-
tion, and conference registration), travel and housing allowance for the aforementioned
CMU interrnships under the BMOB program for INESC-ID and IT, a total of 3 project
meetings at CMU (for Unbabel, INESC-ID, IT).

Equipment. The training of neural network models to be carried out in MAIA is very
computation intensive. Weplan for the acquisition of 7GPU servers in total (3 forUnbabel,
2 for IT, and 2 for INESC-ID). Each server will contain 4 GPUs (NVidia Titan V or similar).
The cost of each server is estimated as e15,000. We also plan to acquire 8 laptops for the
Unbabel new hires, laptops for the students and research staff of the project (6 for INESC-
ID and 6 for IT), and 2 tablets for INESC-ID.

Other costs. Other costs include audit expenses, dissemination material, and event or-
ganization for Unbabel, Open Access fees for INESC-ID.

Overheads / Tuitions. Overheads total 25% of the direct costs for Unbabel (excluding
audit expenses), IT, and INESC-ID.
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3 Project Impact

3.1 Strategy for economic appreciation of project results

We now describe in detail the strategy for economic valuation of the results of MAIA.

(a) Characterization of target market

According toMicrosoft’s 2018
State of Global Customer Ser-
vice Report,13 while phone
is still the preferred channel
for customer support, online
chat is now trailing email in
third place and is expected to
keep growing.

Ifwe break the data down
by age demographics, these
numbers are even starker:
young people clearly prefer
digital channels such as on-
line chat or social media. As the Northridge Group reported, in The State of Customer
Service Experience 2018,14 44% of millennials prefer digital channels over phone (34%)
and email (20%). According to the same study, the numbers show a steady drop in cus-
tomer preference for phone year after year. If these trends continue, customers will grad-
ually migrate to alternative channels such as online chat, as they become more effective
and easier to use. It is the goal of MAIA to target and exploit this emerging trend.

Wenext characterize the targetmarket, highlighting the application sectors, geographic
markets, target segments, and the positioning of MAIA.

Application sectors. Our primary application sector is online chat for customer service
starting with the travel and tourism industries. In fact, this channel is the one that is
growing faster when compared with all other customer service channels. In 2017, chat
was handling 6% of customer interactions and in 2019 it’s expected to reach 16%.4

Using as a reference the $63Bmarket3 of customer service BPOs (Business ProcessOut-
sourcing services), and considering that non-voice channels represent 53% of customer
interactions4, chat will reach a 30% share of the interactions on these channels passing
email. This means an estimated market size of $10B just for BPO services.

If we consider that 60% of top companies are multilingual15 the market size for mul-
tilingual chat will reach $6B for BPO services. Extrapolating6 to the all customer service
market we’ll reach a market size of more than $10B for multilingual online chat.

Regarding chatbots, we can also analyze its growth potential in the customer service
market – always-on conversational support has a solid business case in maintaining cus-
tomer satisfaction. Still, 80% of customers prefer to receive online support from an ac-
tual person, as reported by a Pega’s global study.16

13State of Global Customer Service Report, Microsoft (2018).
14The State of Customer Service Experience, Northridge Group (2018).
15Based on a review of 2,787 websites compiled from Alexa Top 500 Global Sites, the Interbrand 100 Best

Global Brands, the Forbes Global 2000, and the Fortune 500 lists done by Common Sense Advisory (2016).
16What Consumers Really Think About AI: A Global Study, Pega (2019).
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Interestingly though, accord-
ing to a Drift survey of US con-
sumers published in 2018, “It’s
clear that consumers see chatbots
as being able to provide that real-
time, on-demand experience that
they’ve been craving. However, that doesn’t mean chatbots are poised to replace humans.
Becausewhen it comes to getting expert answers, answers to detailed questions, and over-
all friendliness/approachability, chatbots ranked much lower. Those are areas where hu-
mans will continue to shine.” This is in line with MAIA’s approach: to combine the power
of AI technology and the irreplaceable customer service skill set of human agents.

In conclusion, more customers are choosing online chat as their channel of choice for
support. To meet this demand, organizations are refining their operational strategies, as
shown by a downward in chats duration andwait time. But customer satisfaction is falling
– indicating that while organizations are aiming to serve online chat customers better,
they’re still not hitting the mark. One pain point is tone of voice. A big part of customer
support is empathizing with the customer. For even simple inquiries, it’s important for
agents to come across as friendly and approachable as possible via online chat. Tone is
sometimes difficult to read through text, so it’s easy to misinterpret a message from a
support agent. This will be a key point in our approach, namely in activity A5, which will
be devoted tomodelling tone of voice correctly and detecting the customer’s sentiment.

Geographical markets. While potentially suitable to customers fromall around theworld,
we prioritize Europe, US and APAC markets. Our strategy is once again based on mar-
ket data. According to The State of Customer Service Experience14 research, online chat
is very popular particularly in the US, Japan, Brazil, UK to name only a few of our key
markets. On these and other markets online chat places itself on the 3rd position, after
voice and email among the most used customer service channels.

Regarding the translationmarket, Europe is a very appealing use case due to its mul-
tilinguality, with 24 official languages in the EU. In 2016, Europe accounted for over half
(50.29%) of the entire global language servicesmarket, compared to around 40% forNorth
America, and nearly 9% for all of Asia. Even with the booming economies of the Far East,
Europe continues to have the biggest need for translation.

Target segments. Our main target industries are Travel and Tourism. The travel indus-
try has been shifting more and more towards an online presence, that consists primarily
of e-commerce and reviews websites. The former specialize in the selling of travel prod-
ucts like flights or hotels, while the latter allows users to share their experiences with
these, and other, hospitality products. Unbabel is already addressing these use cases
with customers like Booking.com, easyJet, Expedia, Trivago and Skyscanner. Global
online sales in the travel industry have grown over the past few years. In 2016, air travel,
hotels, and online travel agencies (OTAs) reached cumulatively $565 billion USD with a
projection to reach 817.54 billion USD in 2020.17 This trend goes hand in hand with 83%
of travelers preferring to book trips online by themselves or via an OTA (Online Travel
Agency)18.

Businesses in the travel industry face a considerable amount of challenges when it
comes to customer service. Things can go wrong during several different moments: the

17Digital travel sales worldwide from 2014 to 2020 (2017).
18How travel industry trends are fragmenting the customer journey, Econsultancy (2018).
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Figure 7: Average number of chats and customer satisfaction on the travel industry. Source:
LiveChat Inc (2012–2019).

booking process; checking-in to flights and accommodation; the actual trip to and from
the destination; or throughout the stay. There are also external factors that influence travel
and affect services – for example, flights getting delayed or cancelled due to weather con-
ditions, that companies cannot control but still make customers complain. Traveling is
the ultimate experience and any negative change to confirmed plans can send customers
running for assistance. When they do, they expect to have a fast reply and to not have to
worry about language constraints. This is the main challenge of any company acting in
the travel industry: being able to provide 24/7 support in customers’ native language.
Indeed, the customer service that the airline or OTA provides should be personal and not
just offered to everyone the same way. easyJet registered a 4.3% increase in the CSAT
of Dutch and German customers by having English-speaking agents using Unbabel to
interact with them in their native languages.

When looking at specific customer service metrics of importance for the travel busi-
ness, a few ones are on top of the list for chat: First Reply Time; Agent Handling Time;
and Customer Satisfaction. As described in Section 1.3, MAIA is particularly tailored for
optimizing these metrics, with a focus on speed, scalability, and customer satisfaction
through the AI-powered Agent Assistant. We aim at empowering support agents and not
replacing them – human interaction is still the only way to create empathy with a cus-
tomer. Customers may ask themselves why such an international business doesn’t have
customer service agents available on the spot to handle queries in their own language.
Hiring native speakers for all markets in different timezones means that airlines’ margins
would probably start to shrink. The cost of a customer service agent varies a lot with lo-
cation. An agent in Western Europe might cost companies up to $40 per hour, whereas in
Asia the cost might be a third of that, or less. 19 This is why a lot of airlines and OTAs are
moving their support operations to low cost locations, like the Philippines. Also, they are
empowering agents with tools that allow them to provide support to customers in their
native languages, eliminating the need to hire agents for each language. Some of Unbabel
customers are doing exactly this. This is possible because they use Unbabel as a seamless
translation layer in their workflow. Still, translating conversations in real time has spe-
cific challenges that have not yet been solved by machine translation. One of those is
context and the other is having the right tone of voice (register). These are the challenges
we’ll be addressing on MAIA, by empowering agents with the most advancedmultilingual

19https://www.worldwidecallcenters.com/call-center-pricing/
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skills to increase brand loyalty and make international travelers feel cared.

Positioning. With MAIA, Unbabel will position itself as the leader in multilingual con-
versational customer service. This solution is particularly appealing for travel companies
that have a strong need to support international customers on the new emerging conver-
sational channels, offering them a native language experience. This experience will be
unique by combining context-aware translation – essential for the appropriate translation
of conversations – with an AI assistant model that will scale support capacity while en-
hancing empathy with customers. MAIA will be offered as a platform that, via its API, can
be integrated into existing customer service platforms, like Salesforce or Zendesk, work-
ing as a seamless translation layer in existing agent workflows. MAIA will also be ideal for
enterprise companies to give support in both expensive and long-tail languages where it’s
too costly or very difficult to find native speakers.

(b) Main competitors and potentially competititive solutions

We split our competitors in two categories: big sharks, companies that have a lot of re-
sources (human, financial, geographical) and are recognized brands in the translation in-
dustry – SDL, Lionbridge, Systran, Transperfect and Google Translate, and small ninjas,
companies that have recently joined the market and present a clear Customer Service fo-
cus – Language I/O, Transfluent, and Translate. Language I/O stands out with its unique
focus on CS solutions, with available integrations for the biggest CRMplayers (Salesforce,
Oracle, Zendesk), and with its holistic end-to-end service. Before going into details and
present our differentiation against some of these key competitors, we provide a quick
overview of the threats and opportunities we see ahead. Themain threats are:

• highly fragmented industry and crowded space in MT and post-edited MT (PEMT);

• direct competitors offering pure MT and claiming high quality at lower prices and

• acquisitions as a way for large vendors to bring extra capabilities in house.

Themain opportunities are:

• specialization on conversational context-aware translation to create a clear differentiator
on multilingual chat for customer service – a $10B market;

• quality as the key translation criteria where Unbabel can distinguish due to the high-
quality data produced on its own pipeline by a worldwide community of translators;

• simplification of pricing strategy as a way to stand out in a highly complex pricing
landscape.

A detailed analysis of 5 main competitors is summarized in Figure 8, side by side with
MAIA’s differentiation factors. At a higher-level, big tech companies like Amazon, Google,
IBM, or Microsoft have created their own machine translation engines and can also be
a threat because of their capacity and “omnipresence”. These machine translation ser-
vices (such as Google Translate or Microsoft Translator) offer generic translation, which
is trained on Web data. None of these systems have the ability to adapt to new domains
and content types, to customise to the requirements of specific customers, or to choose
the right register (formal vs. informal), all elements that MAIA tackles. They all lack the
“human touch” of understanding cultural references and contextual differences. Our so-
lution addresses these head on by mixing domain-adapted neural MT, trained with
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Figure 8: Main competitors in the chat translation market, and MAIA’s differentiation strategy.

active learning via human post-editing, ensuring that translations are correct, sound
and in the right communication style – absolutely critical for businesses to build brand
loyalty with international customers.

(c) Market objectives for project results

The market objectives for MAIA are threefold:

1. becoming a leader in the emerging market of conversational customer service;

2. creating competitive barriers leveraged by technological advances and

3. promoting innovation in Portugal’s tourism industry by offering international visitors
a future-looking multilingual experience.

Regarding the first objective, we expect to grow significantly the number of enterprise and
mid-market customers for Unbabel’s customer service solution. For chat, many customers
are still cautious about replacing agents with machine translation due to the low quality
of current technology— MAIA will break this resistance. Still, Unbabel has already proven
traction in thismarket segment, having acquired 15 online chat customers (15%of the total
customer base) since it started offering this solution 9 months ago – some of them enter-
prise customers like Booking.com, easyJet, KLM and Microsoft. With MAIA, we expect
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to grow this customer base, conquering a significative share of the emerging conversa-
tional customer service market. Table 10 presents a summary of the projected customer
growth together with the corresponding Annual Recurring Revenue (ARR). These figures
result fromUnbabel’s subscription-based businessmodel where each customer celebrates
a yearly recurring contractwithUnbabel. We expect to have amajor growth boost after the

2020 2021 2022 2023 2024 2025
Mid-market customers 20 26 39 86 172 309
Enterprise customers 6 8 12 26 51 93
Projected ARR (eK) e15,629 e20,317 e30,476 e67,048 e134,095 e241,371

Table 10: Projected customer and Annual Recurring Revenue (ARR) (in thousands of Euros).

project conclusion by addressing customers that still rely on thousands of native speaking
agents. As can be observed on the table, 2 years after the project conclusion,we expect to
reach the 100 million EUR ARR mark which is the escape velocity needed to position
Unbabel for an IPO.

The secondmarket objective referred will be met by achieving technological advances
that will create barriers of entry for Unbabel’s comepetitors. Unbabel will benefit from
MAIA’s multilingual conversational technology gaining a 2 to 3 years lead in this market.

The third objective will be attained by applying MAIA’s technology in the tourism in-
dustry. In this domain, MAIA will be applied to tourism information centers to facilitate
conversations with international visitors. Lisbon and Sintra, as stated in the submitted
support letters, have already shown interest to be pilot cities becoming the first cities in
the world to offer its international visitors a native-quality multilingual conversational
experience. Afterward, the solutions can be expanded to other cities.

(d) Market introduction strategy

Geographicalmarkets. While potentially suitable to customers fromall around theworld,
we prioritize Europe, US, and Asia-Pacific (APAC) markets. Our strategy is once again
based on market data. According to The State of Customer Service Experience14 research,
online chat is very popular particularly in the US, Japan, Brazil, UK to name only a few of
our key markets. On these and other markets online chat places itself on the 3rd position,
after voice and email among the most used customer service channels. Regarding the
translation market, Europe is a very appealing use case due to its multilinguality, with
24 official languages in the EU. In 2016, Europe accounted for over half (50.29%) of the
entire global language services market, compared to around 40% for North America, and
nearly 9% for all of Asia. Possible strategies to enter these geographies involve opening
new offices in Europe, US, and Asia, expanding already existing offices in New York, San
Francisco, and Pittsburgh, making local partnerships, and leveraging access channels via:

• the use of key Account Executives to take advantage of the current customer portfolio;

• direct or indirect contact with potential customers through participation in conferences
and other dissemination activities (see Section 3.2, showcasing MAIA’s applications;

• promotion within the international scientific and technological system, benefiting from
the collaboration with the academic partners INESC-ID, IT, and CMU, via publication
of journal and conference papers, as well as conference and workshop presentations;
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• development of Customer Discovery Programs to attract initial reference customers as
described in Section 1.3;

• leveraging Unbabel’s investors networks, namely the ones from Y Combinator, Google
Ventures, Microsoft Ventures, Salesforce Ventures and Samsung NEXT Ventures.

Target segments and positioning. A particular focus of MAIA is the Travel and Tourism
segments. While Unbabel already counts with several clients in these segments (such as
TAP, easyJet, Skyscanner, or Booking.com, to name just a few), the plan for MAIA is to ex-
pand significantly and reach out to new markets. To accomplish this goal, Unbabel will
participate in several industry events on the Travel industry. Besides the events already
mentioned in Section 3.2, the following events are planned already for 2019: Travel Tech-
nology Europe, Phocuswright Europe, Future Travel Experience EMEA, World Aviation
Festival, Phocuswright Florida. During the lifetime of MAIA, we expect to participate on
similar events for the time frame 2020–2023. Our strategy involves integrating the mul-
tilingual customer service system developed in MAIA with popular CRMs and chat plat-
forms used in these industries, such as Intercom, Helpshift, Salesforce Live Agent and
Zendesk Chat. These integrations are promoted through a variety of channels, including
our sales teams, technology and CRM partners, our ownwebsite andmarketplace. Seam-
less integrations mean clients experience no average handle time impact and therefore a
seamless customer experience, boosting CSAT. Finally, Unbabel has also established part-
nershipwithmajor Business Processes Outsourcing (BPO) companies, such as Concentrix
(see attached support letter) andMajorel, who support enterpriseswith customer services
outsourcing. This partnership includes joint events, webinars, workshops to promote Un-
babel’s services to enterprises that have outsourced their customer services operations.

(e) Critical access channels (existing or to develop)

Distribution will be done directly through our own sales force based in Europe and US
(inbound and outbound) and through our extensive partnership ecosystems consisting of
Business Service Providers (supporting enterprises with customer services through busi-
ness process outsourcing), Technology Partners (CRM providers with whom our solution
integrates with) and Commercial Partners (that complement their solutions with Unba-
bel and participate in cross-selling initiatives). Our go-to-market strategy will depend on
how customers want to implement and deploy MAIA’s Multilingual AI Assistant:

Unbabel Interface. Many large enterprises use customCRMsoftware, delaying customer
integrations. Unbabel’s Interface lets us begin working with themmuch faster and seam-
lessly (see Figure 4). Agents paste their customers’ messages into the Interface and get an
MT translation. Then they can type their response and request a translation. They get a
browser alert when the translation is completed, and they can paste it into their CRM and
send it to their customers. Agents can work on multiple tickets at once inside Interface,
so they aren’t delayed by waiting for translations. Interface also has detailed analytics of
translation use for admins to see how their teams are using Unbabel. Unbabel Interface
is promoted through Unbabel’s website and through our sellers, considering customer
needs and use case. It’s suitable for enterprises that have very old or proprietary CRM
systems, which would require more complex custom integrations, while customers can’t
afford the investments, efforts or time. This is also the use case for businesses that want to
start testing Unbabel solutions without committing or leveraging a huge amount of effort
or investments on their end.
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Popular CRMs. Our translation solutions integratewith themost popular CRMandChat
platforms, such as Intercom, Helpshift Chat, Salesforce Live Agent and Zendesk Chat.
These integrations are promoted through a variety of channels, including our sales teams,
technology and CRM partners, our own website and marketplace. Clients experience no
average handle time impact and therefore a seamless customer experience, boostingCSAT.

API. For those that do not leverage any of the currently supported CRM platforms, there
is always the option of integrating with Unbabel Multilingual Conversational API.

BPOs. Unbabel has also established partnership with major Business Service Providers,
such as Concentrix and Majorel, who support enterprises with customer services out-
sourcing. The partnership includes joint events, webinars, workshops to promote Unba-
bel’s services to enterprises that have outsourced their customer services operations.

EarlyAccess Programs. Implemented insideMAIA asCustomerDiscovery Programs (see
Section 1.3), they allow us to engage with initial customers to validate the technology and
find product/market fit. These customers will afterwards be used as references to attract
new customers.20

(f) Additional (productive) investment needs

At a medium to long term, in order to scale up the necessary resources that will support
Unbabel’s growth from MAIA, we will need to invest in some areas to ensure the effective
scaling up of its infrastruture, namely:

• Community of human post-editors: despite the large pool of human translators already
available, for MAIA Unbabel will need to increase its supply and curate this community
to translate Customer Service chat. This will be done in coordination with the new
strategy of active learning, according to which an automatic system selects the content
that requires human translation, which is performed offline, as described in Section 1.3.

• Human resources: to increase its activity significantly, Unbabel will need to grow con-
tinuously its human resource structure, both the R&D team, whichwill keep focused on
the development of new solutions to maintain Unbabel as a reference company, as well
as in the operational front and the remaning areas of the company (sales, marketing,
human resources, finance, etc.).

• Technological infrastructure: even though the current cloud computing solution en-
sures a sustainable increase in productive capacity, Unbabel will necessarily need to
invest in its own technological infrastructure. Therefore, we foresee the acquisition and
maintainance of many more servers, technological databases, and specific hardware.

(g) Commercial risks and mitigation strategies

We next enumerate the main commercial risks and mitigation measures.

• Scarcity of skilled annotators in the Unbabel’s community for providing enough train-
ing data for MAIA. Regarding this, Unbabel will continuously evaluate and curate its an-
notators. One advantage is that the annotatorswillwork offline under an active learning
paradigm, i.e., they do not need to be immediately available to translate – this allows
20We attached to this proposal letters of support from potential reference clients: Concentrix, Skyscanner,

DigitalGenius, Câmara Municipal de Lisboa, Parques de Sintra Monte da Lua.
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the use of better assignment strategies for fitting the human annotator to the content,
improving final quality.

• The success ofMAIAmay increase Unbabel’s visibility to its competitors to a pointwhere
that may be “copy” the solution developed in MAIA. To mitigate this risk, Unbabel will
protect its industrial property as described in detail below.

• Given the strong competition in the customer service market, there is always the risk of
a weak adoption from the market to Unbabel’s services, leading to commercial results
below the estimates in Table 10. Unbabel will mitigate this risk by gathering significant
efforts at the commercial level, establishing international partnerships for a solid com-
mercial exploitation of the services and products resulting from MAIA. This risk will
also be mitigated by the Customer Discovery Program, described in Section 1.3.

• The high risk/high gain nature of MAIA poses various technical and scientific uncertain-
ties which may condition commercially the availability of the developed solution in the
market. Table 8 shows details about these technological risks and their mitigation.

(h) Potential constraints

Measures to Ensure the Possibility ofCommercial Exploitation (“Freedom toOperate").
In order to ensure Unbabel’s possibility of commercial exploitation (“freedom to oper-
ate”), Unbabel has engaged legal counsel to review existing patents and the patentable
scope of MAIA. Given a preliminary search and analysis, the probability of stepping over
previously patented subject-matter is very low. Concerning personal data protection, Un-
babel is in strict observation of the relevant Data Protection rules in force in Portugal (Law
no 67/98 ofOctober 25th) and is in strict alignmentwith the EURegulation 2016/679 of the
Parliament and of the Council of April 27th 2016 on the protection of, and free movement
of personal data. Personally identifiable data, credit card data, social security data, IDs of
all kinds and types are systematically removed from documents and then anonymised,
with an auditing procedure and data incident reporting mechanism which will detect
faults in this process, allowing for continual improvement over time. Unbabel continously
develops an in-house anonymizer, and applies specific security and access measures. Per-
sonal non-anonymised translation data is only retained for the continuous improvement
of the translation service, however we do provide an opt-out. Unbabel is also determined
to minimise non-EU data flows wherever possible. It is generally accepted that the EU
provides stronger safeguards and guarantees in respect of data protection and Unbabel is
familiar with the European data protection legal framework – and with the comparative
advantage it can provide to its clients in this respect.

Regulatory and/or Standard Requirements to Fulfill for the Product Exploitation. The
data exploitation procedures in this project will be governed by the EU’s general data pro-
tection regulation (GDPR) which provide security and privacy guidelines to empower the
protection of personal data. More precisely, in Activity 2 of the work plan, measures will
be deployed to fully complywith GDPR’s anonymization requirements and the ability for
the user to delete personal data from the system in line with their “right to be forgotten”.
Task 2.3 will deal with the relevant distribution of content across databases hosted in the
US and the EU, ensuring compliancewith theUS-EU shield detailed inGDPR and guaran-
teeing datamigration across the twomandates, client notification aswell as accountability
for all actions performed over personal data in such conditions.
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Management of the Generated Research Data. Activity 2 will generate a majority of
Unbabel’s research data, in particular Task 2.1, consisting of machine-translated text post-
edited by humans, as well as validated answers to customer questions, and sentiment la-
bels. We will use this data to train context-aware machine translation, conversation qual-
ity estimation, answer generation, and sentiment classification systems (in Activities 3, 4,
and 5). The data is fully anonymized once it enters the Unbabel pipeline and users can opt
out and have their data erased from the system at any point (see Task 2.2 for security and
privacymeasures as well as GDPR compliance). After this, part of it may be annotated for
translation quality control. Data used for MT model training procedures will be handled
in-house only, using local dedicated physical machines without external connection for
data segregation and isolation from a security standpoint. Note that the generated data
(machine-translated text post-edited by Unbabel’s human editors) is proprietary and key
to our competitive advantage, therefore it cannot be shared with third-parties. However,
through conference and journal publications we will share information about our mod-
els, methods, and experiments with the scientific community. Whenever possible, wewill
include experiments in those publications using datasets that are already public, to allow
reproducibility of results by others.

(i) Responsible entreprise agents

Unbabel is the only business agent responsible for valuing the results of MAIA. Therefore,
this activity will be carried out exclusively by the project participants, fulfilling the con-
cept of “complete consortium” as justified in Section 2.3.

(j) Strategy for protection of intellectual property

Unbabel and the partners involved in the present project retain full ownership of the
project’s assets and related know-how,with employment contracts that includeNon-Discloser
Agreements, and has no plans for the engagement of any subcontracted entities. Unbabel
additionally works with lawyers and patent and trademark attorneys to protect its major
intellectual property assets, and makes sure that the others partners are also aligned with
this. In order to guarantee its compliance, a Consortium Agreement has been drafted,
together with the other partners, which can be found in the attachments page of the ap-
plication form. The strategy for protection of intellectual property is described in detail
in the Consortium Agreement.

(k) Other application sectors and target markets

Thanks to this project, Unbabel intends to direct its efforts for creating new products and
services directed mostly to other companies (in a B2B model), with a typology that con-
nects well with the generation of high positive externalities. Even though MAIA has a
particular emphasis in industries such as Travel, Tourism, Culture, the Multilingual AI
Agent Assistant developed in MAIA is applicable far more broadly to any segment within
e-commercet, such as the Gaming, Tech, and Finance industries. This project aims di-
rectly at the global digital market, impacting both small and medium ICT companies, as
well as big players in the e-commerce market. As mentioned throughout, these compa-
nies currently face severe constraints, due to difficulty of scaling up customer service to
serve international markets in the customers’ own language, while ensuring quality and
customer satisfaction. Solutions based on chatbots, on the other extreme, lack human em-
pathy, which is one of the main factors that drive satisfaction scores. MAIA, by proposing
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a solution to this problem, will empower a wide range of companies in these sectors.

3.2 Plan for broad dissemination of results

The dissemination and communication of the objectives and outputs of MAIA are twofold:
making the knowledge developed through the project available to the widest audience
and enhancing its exploitation and commercial sustainability for the main areas of in-
vestment within the national and regional convergence areas focused in this proposal.
Dissemination and communication will take place in all phases of MAIA and is expected
to contribute to the validation of partial and overall project results.

There are three core dissemination stages: Early in the project, dissemination aims to
ensure that the project is addressing the needs of its target groups, and that is creating
awareness and understanding of its activities bothwithin the consortium and among peer
groups. A dialogue mechanism with the target groups will be initiated, enabling them
to provide constant feedback during the full course of the project. During the project,
dissemination is about identifying lessons, particularly in receiving feedback from target
groups and stakeholders, and adjusting the project’s strategy and developed components
in order to maximize effectiveness and efficiency. At this stage it is also important to
inform the research community about the project results and ensure appropriate peer
review. Project research results will be published in high-quality workshops, seminars,
conferences and journals. At the end of the project, dissemination is intended to publicise
more generally the project’s outputs, the commercial solution, and the financial growth
obtainedwith the technology developed. Dissemination activitieswill focus on providing
evidence to support the sustainability of the disruptive solution developed in MAIA.

The measures and the actions that need to be taken into account for disseminating the
results of the project encompass: organisation of project events; contribution to external
events; publicity-related provisions including continuous publicity campaigns related to
the main achievements; and website and social networks.

Communication plans. The consortium and Marketing team at Unbabel will advertise
the project by publications in broadcastmedia andmass dissemination viawebsite and so-
cialmedia. Themain goal of these dissemination activities is to provide information about
the project to interested parties and involve them in the project activities. To this end,
a dedicated MAIA website will serve as a major information sharing instrument among
the project partners and be the basis of dynamic project information diffusion to the
wider community (customers, academics and the general public). Results and news of
the project will be disseminated via popular social media, such as Facebook and Twitter,
usingmain street dissemination channels to engagewith end users, interested individuals
and general public easily. Press releases and promotional articles will be developed and
widely disseminated, coinciding with the achievement of project milestones such as suc-
cessful demonstration on the development plants. At the very beginning of the project, a
Press Release will be issued andwill discuss the real benefits of the project for businesses,
administrations, and citizens in general.

Peer-reviewed journal publications. Wewill publish the project results in scientific jour-
nals. Our KPI is at least 2 papers published in high-impact journals in natural language
processing and machine learning, such as Transactions of the Association for Computa-
tional Linguistics (TACL), Journal of Machine Learning Research (JMLR), Journal of Arti-
ficial Intelligence Research (JAIR), Computational Linguistics, Machine Translation, The
Prague Bulletin of Mathematical Linguistics, and ACM and IEEE journals.
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Conferences, seminars, and forums. We plan for at least 12 presentations at high im-
pact conferences, such as the several chapters of the Annual Meeting of the Association
for Computational Linguistics (ACL, NAACL, EACL), Conference on Empirical Methods
for Natural Language Processing (EMNLP), International Conference of Machine Learn-
ing (ICML), Neural Information Processing Systems (NeurIPS), International Conference
on Learning Representations (ICLR), Conference on Machine Translation (WMT), Inter-
speech, and IEEE International Conference on Acoustics, Speech, and Signal Processing
(ICASSP). We will also promote the project in the Lisbon Machine Learning School
(LxMLS), a worldwide excelling school created and organized by core R&D team mem-
bers of Unbabel and IT (Dr. João Graça and Prof. André Martins).

Supervision of Master and Doctoral theses. There are 8 PhD scholarships (2 within the
framework of the dual degree proposal and 6 national grants, divided equally by the R&D
partners) planned in the proposal. There is also the possibility of integrating junior re-
searchers from the all the partners on different tasks andmissions to CMU, strengthening
the collaborations , training resources, and transferring knowledge.

Targeted public and markets strategic plan. Unbabel promotes annually the Customer
Centric Conference (CCC), inviting industry partners to present their use cases and com-
mercial results. This is a particular relevant forum to present the chat solution across all its
developmental stages. We are aiming at 3 CCC events along the project. The consortium,
and especially Unbabel, will present webinars with commercial partners, describing use
cases of customised industry solutions developed along the proposal.
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4 Project Merit

A – Project quality

A1. Coherence and rationality of the Project

Quality of the scientific-technological methodology/ Work Plan

As mentioned in Section 1.2, this project pursues the following objectives:

• Building a translation layer for multilingual customer support;

• Modeling conversational context-awareness;

• Modeling customer satisfaction via sentiment and conversation quality estimation;

• Creating a multilingual conversational platform and acquiring reference customers;

• Strengthening international partnerships under the CMU-Portugal program;

• Disseminating and communicating the project results to stakeholders.

This will culminate in the key innovative features in Table 2. To meet these goals, a solid
scientific and technological methodology is necessary.

Workplan. MAIAwill be implemented through awell definedmethodology divided into
the activities and tasks detailed in Section 2.2. The relationships between these tasks, their
calendarization, deliverables andmilestones are all described in full detail in Figure 5 and
Tables 4, 5, and 6. The project is structured in 7 activities, 4 of them industrial research (Ac-
tivities 3 to 6), 1 experimental development (Activity 2, whose goal is to gather data and to
benchmark each research component experimentally), and 2 transversal ones (Activities 1
and 7). Each activity is divided into tasks (22 in total) and associated to milestones (listed
in Table 6) and deliverables (listed in Table 5). Milestones are directly linked to project
objectives (see Section 1.2) and have means of verification and success indicators. Deliv-
erables are scheduled in accordance to each task timeline, and can consist of technical
reports, software code, prototypes, pilots, and publications. The Gantt chart in Figure 6
expresses how the different tasks will be spread through the lifetime of the project.

Therefore, MAIA is supported by a solid work plan, structured and adjusted to the
capacities of the industrial and academic partners, well in spirit with the objectives of the
Portugal 2020 and CMU-Portugal funding programmes.

Scientific-technological methodology. The planned activities in MAIA are in line with
the best practices in scientific research, namely regarding the problem definition, iden-
tification of possible solutions, planning and conduction of experiments, followed by a
careful analysis of the results. This project benefits from a very strong consortium with
highly qualified human resources, both from the industry and the academic partners: as
described in Section 2.3, 8 key participants from Unbabel have PhDs, and the academic
partners (INESC-ID, IT, and CMU) total 8 more senior research scientists with PhDs. The
scientific-technological methodology is directly linked with the objectives stated in Sec-
tion 1.2, always considering potential risks and mitigation measures (listed in Table 8),
and the concept and solutions described in Section 1.3, backed up in a solid review of the
current state of the art and the planned progress beyond the existing technologies (Sec-
tion 1.4). Our management structure (described in Table 7) will ensure that this method-
ology will be put in practice in a timely and effective manner. The planned research
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activities are split between all partners, with IT leading Activity 3, building upon their
renowned expertise in machine learning technologies from Prof. André Martins, Prof.
Mário Figueiredo, and Dr. Vlad Niculae, CMU leading Activity 4, to which Prof. Graham
Neubig will contribute his high expertise in neural machine translation, and INESC-ID
leading Activity 5, via the renowned expertise of Prof. HelenaMoniz, Prof. Luisa Coheur,
Prof. Isabel Trancoso, and Prof. João Carvalho in natural language processing and dialog
systems. Unbabel will be present in all these activities and will lead Activity 6, which will
integrate the components developed in Activities 3, 4, and 5 into a new product, following
the best practices in product development from Unbabel’s VP of Product Dr. Sebastien
Prioris, and supervision of Unbabel’s VP of Product Innovation Paulo Dimas, who will
play the role of Innovation Manager in MAIA.

Coherence of the investment plan/adequacy of the resources involved against the pro-
posed objectives

The investment plan (listed in Table 9) is split among the several partners. We highlight
the R&D personnel costs at Unbabel (702,500 Euros, about 70% of the total investment),
and its equipment costs (61,000 Euros), key to carry out the intensive computation for
training the neural models developed in MAIA. For the academic partners, we highlight
the costs for the PhD students involved in this project – given the international nature of
the project, we plan for stipends which cover a 1-year period for studying abroad, used
for internships and visits to CMU. In total, we plan for 8 PhD students, 2 of which dual
degree students in the CMU-Portugal PhD program. We also include a budget for short-
term internships at CMU, which we believe to be an excellent mechanism for fostering
collaborations between CMU and Portuguese institutions (both from academia and in-
dustry). During these internships, students will be working on the activities 4, 5, and 6.
Finally, we consider expenses related to dissemination activities (as part of Activity 7),
involving missions, conference and workshop presentations, organizations of events, and
other dissemination activities. In total, missions total 196,832 Euros, about 8% of the total
investment. We next justify this investment plan against the proposed objectives of MAIA,
highlighting its suitability and coherence.

Human resources. In order to carry out the project activities, Unbabel and the academic
partners allocated a team of 44 highly qualified elements, of which 16 have PhDs. The
team is composed of extremely dynamic and focused researchers and engineers, with an
excellent scientific and technical know-how, as well as a deep experience in the topics
of MAIA. Together, the researchers at all teams published more than 50 scientific papers
in the last 5 years in peer-reviewed conferences and journals. They also participated in
numerous R&D projects that originated products and services that are now in themarket,
either at Unbabel, at the academic partners, or in their past careers, having a track record
of collaborations, as highlighted in Section 2.3. For the particular case of the Unbabel
workforce, taking into account their high qualifications and unique specialized skills, the
current and future Unbabel collaborators have remunerations mostly above the national
average. Given the high ambition of MAIA, Unbabel finds critical to allocate a considerable
number of resources, including several new hires (8 new researchers and engineers) that
will complement the already existing expertise in the company. In Section 2.5, we describe
in detail how activities are articulated among the several partners.

Equipment necessary for R&D activities. The R&D activities to carry out in MAIA are
computationally demanding: they require training deep neural network models for lan-
guage generation (Activity 3), machine translation (Activity 4), and answer generation
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(Activity 5) on large amounts of data (to be gathered as part of Activity 2). To fulfill these
goals, a substantial investment in equipment for high-performance computing is neces-
sary, namely GPU servers suitable for parallelizing neural network training. Wewill com-
plement the already existing equipment at Unbabel and the academic partners with the
acquisition of new equipment (to be dedicated exclusively to this project) in order to meet
the intermediate and final project milestones.

Dissemination of the project results. In Table 9, we also estimate the costs related to
dissemination activities. These activities have a key role both for the valorization of the
project results and for preparing the way to introduce the new solutions into the market.
In the scope of Activity 7, we described in Section 3.2 a plan for dissemination, which
includes the publication of conference and journal papers, participation in conferences,
workshops, seminars, and other events which require investment from Unbabel and the
academic partners for travel, accommodation, and conference registration expenses.

Services to support R&D activities. To ensure the timely and efficient execution of all
technical-scientific activities in order to meet the objectives of MAIA, Unbabel will hire
technical-scientific audit services. Finally, we consider expenses associated to indirect
costs related to the provision of external services, namely electricity, office material, tech-
nical documentation, rentals, communication, insurance, water, cleaning, hygiene and
comfort and other specialized services.

MAIA will run for a period of 3 years, the necessary period of time for conducting the
activities that will lead to the fulfillment of the ambitious objectives stated in Section 1.2.
We consider that the investment plan and the project timeline are coherent, ensuring the
human and technological resources for effectively implementing MAIA. The project shows
a strong coherence with the strategic analysis, opening up new possibilities for serving
new client segments and markets, as argued in Section 3.1, which justify the suitability of
these investments.

A2. Degree of innovation

State of the art. MAIA will progress beyond the state of the art in 6 different scientific
areas, described in detail in Section 1.4: context-aware neural machine translation, inter-
active translation and active learning, virtual agents, latent structured models, conversa-
tional quality and confidence estimation, and sentiment analysis. The combination of the
innovations brought by MAIA in these areas will result in a new disruptive solution for
multilingual customer service. Overall, we bring 4 key innovative features, all described
in detail in Table 2, with corresponding units of measure, current situation in the market,
and project objectives: a Chat Translation Layer, a Context-aware MT component, an
Virtual Agent Assistant, and components for Conversational Quality Estimation and
Sentiment Analysis.

Overall, this solution answers the emergent needs of the market for customer service,
eliminating language barriers, reducing costs significantly, and increasing customer sat-
isfaction, all needs that we have described in Section 1.1.

The progress beyond the state of the art in the areas above will be achieved by a com-
bination of methodologies in machine learning, natural language processing, and trans-
lation, areas where the project members have renowned expertise, as emphasized in Sec-
tion 2.3. Another novel aspect of the project is the intersection and articulation of these
different areas, e.g., the use of latent structured models for machine translation, the com-
bination of machine translation and answer generation, and the use of sentiment analy-
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sis within virtual agent assistants, which are made possible by leveraging the synergies
among the different areas of expertise in the consortium. We refer to Section 1.4 for thor-
ough details about which innovative aspects are planned for the areas above, with a clear
separation between the current state of the art and the contributions of MAIA, and to Sec-
tion 2.2 for the concrete implementation steps and timeline towards their execution.

The table below summarizes the answers to three important questions about the pro-
posed innovation. More details can be found in Section 3.1.

Does the proposed innovation point to the opening of a new market/industry in a
sustained way?

Yes

Is the proposed innovation focused on the level of the product/process/service or
does it exceed it to the level of the creation of new experiences for the market?

Market

Is the proposed innovation based on a new approach to the market, to the region
and/or country, or can it be said to be at the level of an international innovation for
the whole World?

World

What is the degree of novelty of knowledge associated with the project, as well as the
uncertainty and the associated scientific and technological risk? The differentiators
of MAIA stem from the ambition of creating a disruptive solution for multilingual cus-
tomer service. In case of success, MAIA will be supported by the following components,
illustrated in the diagram of Figure 3 and the user interface diagram in Figure 4: (i) a sys-
tem for intent classification and answer generation that will assist a human agent, (ii) a
“translation layer” that will translate any incoming or outgoing message to the agent or
customer’s language, empowering the agent to provide customer support in the client’s
own language, (iii) a component for estimating the quality of the conversation, which will
trigger specific actions in case the customer does not see their information needs satisfied,
and (iv) a component for sentiment analysis that will measure and try to increase the cus-
tomer satisfaction, throughout the whole process. The MT system will be continuously
trained by using active learning techniques and the community of Unbabel translators to
annotate increasing amounts of data, so that the system improves its performance over
time. We refer to Section 1.3 for a thorough description of each system component.

Naturally, since MAIA is a “high risk/high-gain” project, there is an associated un-
certainty and several scientific and technological risks, which we address thoroughly in
Table 8. In that table, along with each risk, we propose mitigating strategies for reducing
its impact on the execution of the project.

A3. Qualification and adequacy of teams/Consortium

This project benefits from a very strong consortium with highly qualified human re-
sources, both from the industry and the academic partners: as described in Section 2.3, 8
key participants from Unbabel have PhDs, and the academic partners (INESC-ID, IT, and
CMU) total 8 more senior research scientists, all with PhDs in areas related to the project.
Together, this team has publishedmore than 50 papers in the last 5 years of research activ-
ity. The high qualification of the human resources allocated to this project can be attested
in the curricula vitae attached to this project proposal.

We emphasize the strong record of collaborations amongmembers of the consortium:

• Both the CEO and founder of Unbabel (Dr. Vasco Pedro) and the PI at IT (Prof. André
Martins) did their PhDs at CMU in the Languages Technologies Institute (LTI).
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• The leading scientist at Unbabel in the Pittsburgh office (Prof. Alon Lavie) is an adjunct
professor at CMU in the LTI, where he has worked for 19 years as a faculty member.

• Unbabel has collaborated with the PI of CMU (Prof. Graham Neubig) in the open-
source project DyNet, besides collaborations in CMU-Portugal funded projects. One of
the Unbabel members of this project (António Lopes) participated in a CMU-Portugal
research internship with Prof. Graham Neubig in 2017.

• A key scientist from INESC-ID (Prof. Helena Moniz) has been providing scientific con-
sulting for Unbabel since 2015, in the scope of a protocol between INESC-ID and Unba-
bel, having contributed to several European projects (4) and supervised Bachelor and
MA/MSc theses (6) conducted at Unbabel.

• Unbabel is a partner in the DeepSPIN project, an ERC Starting Grant whose PI is Prof.
André Martins, PI at IT for this project.

• Prof. Luisa Coheur (INESC-ID) and Dr. João Graça (CTO of Unbabel) recently super-
vised a MSc student on the topic of automatic customer support. This student (Ricardo
Rei) is now a full time employee at Unbabel and will be a member of MAIA’s team.

• INESC-ID andCMUhave shareddual degree students in the PhDprogram inLanguage
Technologies, a program directed by Prof. Isabel Trancoso since 2006. Altogether, the
two teams jointly advised 7 dual degree PhD students so far, plus 3 other PhD stu-
dents from IST. The two teams also collaborated in several projects, including PT-STAR,
REAP.PT, TRATAHI, MT4M, and INSIDE.

To ensure that these skills materialize in the timely and effective conduction of the project
activities, we put together a strongmanagement structure, shown in Table 7. A distinctive
feature of the management body of MAIA is the inclusion of a Innovation Manager (Paulo
Dimas), for strengthening our compromise with the creation of disruptive technologies
and ensuring effective transfer of the research carried out in MAIA into the launching of
innovative products. This is done in tandemwith the Customer Discovery Program (Sec-
tion 1.3) to quickly engage potential customers and accelerate the development of pilots
and prototypes and agilize the experimentation cycle.

B – Impact of the project on company competitiveness

B1. Project Impact on business strategy

Unbabel is a technology-based company that intends to become the World’s Translation
Layer. The technologies to be developed in MAIA, namely, memory-efficient neural mod-
els for context-aware machine translation, intent classification, and language generation,
form the basis onwhich Unbabel structures its R&D activities. AlthoughUnbabel already
has a strong position in the translation market, the strategy of MAIA is to approach new
market segments, which demand new innovativemachine learning and natural language
processing techniques, as described in Sections 1.3 and 1.4. With MAIA, Unbabel expects
a significant increase in its sales and on new geographical markets, specially in sectors
that use online chat platforms for customer service, like the travel industry, contributing
to the internationalization of its activity, the Portuguese economy, and the promotion of
Portugal as a generator of new ideas and disruptive R&D in this sector. The MAIA project,
leading to a new disruptive product for multilingual customer service – a current strong
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need from themarket, as argued in Section 1.1 – will therefore have a very high direct im-
pact on the product/customer portfolio of Unbabel. We next describe in more specific
terms the expected project impact on the business strategy of Unbabel.

New business area and new range of products. Although MAIA focus essentially on a
solution for conversational AI, on a more horizontal perspective its implementation will
motivate similar initiatives applied to business cases, since its technological concept can
be replicated in different areas. The outputs generated by this project will be replicable
to other languages, and the cost associated with this replication will be marginal com-
pared to the opportunities that the knowledge produced can provide. MAIA will tackle
several limitations of the already existing AI conversational systems, contributing for the
improvement of existing solutions. With these achievements, not onlywill these solutions
have better quality but also they will be able to reach new business areas as well as create
a base for the development of new and innovative products.

Improvement of existing products, services, and processes. Although the focus of MAIA
is to build a new product for multilingual customer service, other already existing prod-
ucts, services, and processes at Unbabel are expected to improve as a by-product. For
example, the use of the Unbabel community of translators off-line together with active
learning techniques, once in place in the scope of this project, will also benefit the transla-
tion of other content types, such as email, video, FAQs, and product listings, to name just a
few. Finally, the use of the Unbabel community to annotate datawith sentiment levels will
improve processes at Unbabel, amplifying the universe of possible annotation tasks that
can be performed by Unbabel’s community, with expected impact in future projects that
require high-quality annotated data for training supervised machine learning systems.

Focus on current customers. Unbabel focuses particularly on enterprise customers, as
globalization keeps generating increasing needs for content translation, ensuring a sig-
nificant margin of potential growth for its business. Unbabel’s customers are mainly ICT-
based enterprises that communicate with their clients essentially online. Some exam-
ples are: Booking.com, easyJet, KLM, Microsoft, Skyscanner, TAP, TomTom, Trivago, and
Rovio, among others. All of Unbabel’s customers have multilingual needs when com-
municating with their international clients and partners. In terms of geography, North
America and Europe represent the biggest markets. The US stands as the pioneer market,
with a high growth potential for Unbabel. Europe is also a relevant target, due to the high
number of SMEs in the process of internationalization, with strong needs for translation.

New Clients/Same Geographies. Although Unbabel has the mission to reach new ge-
ographies, at the same time it aims to consolidate its presence in strategic markets such as
North America and Europe (where the first holds the largest market share in online chat
for customer service, and the second is expecting a strong growth until 2023), enhancing
the company’s internationalization strategy. These two markets continue to be the largest
markets in the online chat sector and it’s expected that they will continue to be the dom-
inant markets until 2023. Taking this into consideration, Unbabel will continue to focus
its activity on these same geographies expanding its customer base. In part, this will be
possible because MAIA will give Unbabel strong technological competitive advantages.

New Clients/New Geographies. Despite the fact that Unbabel already has a significant
presence at a global scale, the development of innovative machine learning techniques
for context-aware neural machine translation and language generation will enable the
company to reach new geographic regions, such as Asia, where the market growth is
expected to be higher than Europe.
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B2. Propensity for international markets

The table below summarizes the propensity for international markets enabled by MAIA.
More details can be found in Section 3.1 and Table 2.5. As mentioned in Section 1.1, the

Is the post-project sales volume expected to reach an increased sustainable basis in
international market?

Yes

Does the pre and post-project sales differential allow the statement that the company
or companies expect to acquire a new justified vocation for international markets?

Yes

Will international sales be based on external markets that are already consolidated
with existing international partners or other facilitating agents?

Yes

Are the products/processes/services able to be exported and are they supported by
the existence of channels and partners that facilitate access to external markets?

Yes

market size for multilingual online chat can be estimated at $10 billion. Leveraged by
MAIA’s technology, this is a market open for disruption by Unbabel, as forecasted in our
sales projections for 2020–2025 (see Table 2.5). Unbabel foresees an ever-increasing in-
ternational demand for the innovative platform to be built in MAIA, positioning itself as
the “translation layer” in customer service. It is also important to emphasize that, even
thoughUnbabel starts from a pre-project situation of 100% export sales in its business vol-
ume, this is still concentrated on a fairly limited number of markets. Therefore, Unbabel
expects that the MAIA project will open up the possibility of diversifying its presence on
the global market, reaching new markets that are currently under-explored. This will be
done by leveraging several access channels from the USA, South America, and Europe,
namely via:

• the use of key account managers to take advantage of the current customer portfolio;

• direct or indirect contact with potential customers through workshops and other dis-
semination activities (see Section 3.2), showcasing MAIA’s applications in loco;

• promotion of new services and the disruptive solution within the national and inter-
national scientific and technological system, benefiting from the collaboration with the
academic partners INESC-ID, IT, and CMU, via publication of journal and conference
papers, as well as conference and workshop presentations;

• availability of new applications built in MAIA, allowing existing customers to upgrade
and attracting new ones – this will benefit from the planned Customer Discovery Pro-
grams (Section 1.3);

• leveraging Unbabel’s investors networks, namely the ones from Y Combinator, Google
Ventures, Microsoft Ventures, Salesforce Ventures and Samsung NEXT Ventures.

B3. Strengthening the capacity of R&D and innovation by the company

In what concerns the human resources responsible for implementing this project, it is
important to highlight that everyone involved is highly qualified, either from the main
beneficiary – Unbabel – or from the two beneficiaries – IT and INESC-ID – and from the
international partner – CMU (please see Section 2.3 and the curricula vitae attached to this
proposal of the key people). Besides having highly qualified human resources, the people
involved in this project have an extensive experience in the activities’ domains. From the
28 employees fromUnbabel that will give its contribution to the project, 8 of themhold
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a PhD degree (level 8), and 12 of them hold a Master degree (level 7). Still, it remains
crucial to hire new personnel (mainly for Activity 6) in order to achieve all the project’s
goals. For this, 8 new highly qualified (level 6 or higher) human resources will be hired
mainly in the areas of IT and design, in order to boost Unbabel’s capacity to respond to
the project’s ambitions and proposed deliverables.

C – Contribution of the project to the economy

C1. Contribution of the project to the results of Portugal 2020

In accordance with Article 74 from RECI, the present project contributes directly to boost
the country’s investment in R&D activities, and thus Portugal 2020 results. In fact, with
this project Unbabel will increase its R&D expenses (comparing the R&D investment be-
fore and after the project), and as a result will have a “P index” largely superior to 2%.

C2. Structural Impact of the project

As argued in Section 3.1, the solutions to develop in MAIA are embedded in a global mar-
ket context, without any territorial restrictions, which contributes to diversify the geo-
graphical markets targeted by Unbabel. The investments carried out in this project will
contribute to increase the added value of Unbabel and will provide a spill-over to the na-
tional economy, either by generating highly qualified jobs, or by promoting the creation
of new knowledge beyond the state of the art in natural language processing, deep ma-
chine learning, neuralmachine translation, and conversational systems. Furthermore, the
project results will be embedded in exportable goods/services.

Through the R&D activities in MAIA, Unbabel will deliver a solution for multilingual
customer service that can be applied in multiple economic sectors to facilitate the inter-
nationalization of companies. A multilingual customer service solution is fundamental
for a market increasingly digital and global, in rapid expansion. This need is justified
not only with the linguistic diversity that characterizes the European market and, to a
less extent, the USA, but also by the increasing importance of markets such as Asia and
South America, where most users only speak their native language. In this context, the
outcomes of MAIA will enable companies to expand their businesses globally reaching
out to new geographic regions.

At a different level, MAIA’s planned R&D activities will lead to a new technological
leap for Unbabel, securing strong competitive advantages that will change the current
technological paradigm.

C3. Effect of demonstration, dissemination and valorization of results

Our plans for dissemination are described in detail in Section 3.2. Briefly, they consist of:

• several communication activities (mass dissemination via website and social media),
as well as dissemination of press releases coinciding with the achievement of project
milestones;

• Publication of papers in the top peer-reviewed journals and conferences in the areas of
natural language processing, deep machine learning, neural machine translation, and
dialog systems (TACL, JMLR, JAIR, Computational Linguistics, Machine Translation,
ACL, NAACL, EACL, EMNLP, ICML, NeurIPS, ICLR, WMT, Interspeech, ICASSP);
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• Organization of the Lisbon Machine Learning School (LxMLS), a worldwide school
organized by core R&D team members of Unbabel and IT;

• Supervision of Master and Doctoral theses, including 8 PhD scholarships (including 2
CMU-Portugal dual degrees);

• Targeted public andmarket strategic plan, including the annualCustomerCentric Con-
ference (CCC), which invites industry partners to present their use cases. This is a par-
ticular relevant forum to present MAIA across all its developmental stages;

• Webinars with commercial partners, describing use cases of customised industry solu-
tions developed along the proposal;

• The Customer Discovery Programs, described in detail in Section 1.3.

In this context, MAIA plans an extensive dissemination targeting enterprise companies,
SMEs and startups, through the organization of workshops related to the topics of the
project, sharing knowledge and strengthening the positioning of Unbabel.

C4. Positive Externalities

Practical effect of the project on relations with other companies. Thanks to MAIA, Unba-
bel will join efforts for creating new products and services directed mostly to other com-
panies (in a B2B model), with a typology that connects well with the generation of high
positive externalities for the Portuguese economy, with particular emphasis in industries
such as Travel, Tourism, Culture, and, more broadly, e-commerce. Indeed, one of themain
goals of Unbabel is to enable a differentiating approach for the other companies it relates
to, becoming an important partner in their globalization processes. This project will aim
directly at the global digital market, impacting both ICT SMEs, as well as big players in
the e-commercemarket. Asmentioned throughout, these companies currently face severe
constraints, due to difficulty of scaling up customer service to serve international markets
in the customers’ own language ensuring quality and customer satisfaction. MAIA will
empower a wide range of companies in these sectors to amplify their markets, increasing
their customers’ satisfaction. Indeed, MAIA is perfectly framed in the generation of posi-
tive externalities for other companies, since its results, linked to cutting-edge technology
for customer service, will empower those companies to expand their customer base to a
wider international market (due to their gained ability to provide multilingual support),
to scale up considerably the number of customers they can serve, to reduce customer ser-
vice costs by increasing automation, and finally to improve their customers’ satisfaction.

Indirect valuation of other companies located upstream and downstream of the value
chain. The value chain associated with multilingual customer service using online chat
involves: (i) creating the technological solution, (ii)making it available as a platform/service,
and (iii) delivering translatedmessages between customers and agents. Unbabel is present
in these three phases. (i) Unbabel has been developing internally its own technologies to
address the translation of content types like email and FAQs articles. MAIA will continue
this trend by creating new base technologies like conversational context-aware transla-
tion, intent classification, answer generation and sentiment analysis which combined will
form a new highly disruptive product. (ii) Unbabel has been offering its translation ser-
vices as a platformaccessible via anAPImaking it possible for external players to integrate
translation in multiple contexts, namely CRM platforms. MAIA will extend this platform
with new technological components accessible via its Multilingual Conversational API
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(see Figure 2). This API will make MAIA’s conversational translation layer available to all
kinds of companies — like SMEs — helping them expand internationally by eliminating
language barriers in customer service. (iii) Unbabel’s translation model is based on the
combination of machine translation with a community of tens of thousands of translators
that ensure the translation quality. In MAIA, this community will once again play a key
role by generating high-quality data offline that will be used to train themultiple machine
learning models used to deliver native-quality conversational translations. By contribut-
ing to all these steps of the value chain, MAIA will generate upstream and downstream
externalities that will indirectly have a positive impact on multiple players, private and
public, in sectors like IT, tourism, and culture.

Evidence and dissemination of the results of the side effects of this project to other
companies. The solutions to develop in MAIA aim creating a new product for multilin-
gual customer service, with planned activities for demonstration and dissemination of
intermediate and final results, as described in Section 3.2 and materialized in several of
the project deliverables in Table 5. Unbabel is totally available and has planned its par-
ticipation in national and international conferences and workshops, where it will present
the disruptive solution developed. Moreover, through its Customer Discovery Programs,
it will interact from an early product development stage with prospective clients via the
launching of prototypes, pilots, and MVPs. This will happen as part of Activity 6.

D – Contribution of the project to regional convergence

The present project is very aligned with both the national and regional strategies that
have been planned to boost the competitiveness of the country and Lisbon area. In con-
crete terms it is aligned at a national level with the following domains defined by ENEI
(Estratégia Nacional de Especialização Inteligente):

ENEI Domain 1: Information and Communication Technologies (ICT)

ICT are a cross-cutting asset in today’s societies representing a great potential in a
country’s economic and socio-cultural activity. ICT in Portugal allows the country to as-
sert itself in the short and medium term in the international context, mobilizing various
resources in the national R&D system. Unbabel’s activity is funded on a digital basis pro-
viding services in the online market (e-commerce), such as in the translation of content
typically used in the context of web-based costumer support (e-mail, tickets and chat).
The company develops disruptive solutions in the translation field, by taking advantage
of the ICT to interact with their clients and other actors in the translation value chain. As
a result of the dynamism associated with ICT, the present project contributes strongly to
address this priority domain by focusing on online conversational support (chat), which
represents an international growing communication channel for businesses that provide
customer support or that are related to e-commerce. Still, and despite all the progress
that has been done in language generation technologies (including speech recognition,
machine translation, and dialog systems) there are some fundamental limitations that
this project aims to tackle while contributing to enhance the following priorities defined
by the ENEI:

• new forms of communication, by promoting the elimination of language barriers be-
tween businesses and their costumers;

• complex and advanced engineering systems, by using the advancedMachine Learning
(ML) techniques and systems;
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• ICT in companies, by promoting more and better businesses;

• ICT for open access to knowledge, through the generation and demonstration of new
technical-scientific knowledge, enhancing the use of ICT in a more comprehensive way.

ENEI Domain 3: Tourism

As described in Section 1.1, Tourismwill be a concrete application domain that will be
addressed in MAIA. Leveraging the capacities of MAIA’s multilingual conversational plat-
form, an applicationwill be developed that will facilitate conversations between a tourism
officer (human agent) and a tourist (customer) that don’t speak the same language. This
application will also work as a demonstrator for other use cases in the tourism industry.
For example, in the hospitality domain, to facilitate conversations between guests and ho-
tels. In this way, MAIA will give a major contribution to the Portuguese tourism industry
by offering to its players a platform that will increase international visitors satisfaction
while positioning our country at the forefront of advanced ICT.

Concerning the integration of the project in the priority areas defined by the EREI
(Estratégia de I&I para uma Especialização Inteligente a nível regional), and specifically
in the RIS3 Lisboa strategy, it aligns with the following priority domains:

EREI Domain 1: Advanced Services to Businesses

The project’s main objectives have a manifestly transversal nature, in the way that the
knowledge that will be produced can be applied and can have an impact to several busi-
nesses’ areas. This project will cover the experimental development of a multilingual,
fully context-aware solution for conversational AI, based on the exploitation of knowledge
acquired in previous R&D projects which helped in the consolidation of the technological
solutions to support the translation services offered byUnbabel. The developments inher-
ent in the project are intended to result in solutions with a special focus on the transversal
specialization domain “Advanced Business Services”, namely, High Technology Services
with a high level of knowledge, being thus fully alignedwith the generation of knowledge
in the linguistic field, currently under-explored, related with developing innovative ma-
chine learning techniques for context-aware neural machine translation and generation.
Focusing on innovation and in the production of specialized quality outputs, the project
will have a transversal impact on several sectors of high economic interest, directly ben-
efiting the growth of the Lisboa region and, inherently, the Portuguese economy, since
its outputs don’t have geographical or sectoral limitations and are not dependent on any
other business variable.

EREI Domain 2: Tourism and Hospitality

Unbabel’s current list of clients include a relevant number of actors in the tourism
sector, including the Portuguese Hotel Association (AHP) and the Lisbon City Council
(CML)21, both having a major impact on the promotion of the tourism in Lisbon region.
As mentioned before, this project will focus its practical use cases in the tourism domain,
having its geographical impact and application in the Lisbon region. By implementing a
full system for multilingual conversational support, this project will contribute to mini-
mize the linguistic barriers between tourism services and tourists, thus creating a better
experience for all the actors involved in the tourism sector and promoting the moderniza-
tion of this sector.

21As a companion to this annex we are attaching a support letter from CML.
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