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Abstract. Recommendation systems are one of the most successful and widespread applications of artificial intelligence, and are used in numerous domains,
including retail and commerce (Amazon), video streaming (Netflix), music streaming (Spotify), and news articles (Google). Mobile phones typically have access to
a large amount of private data, including contacts, calendar, emails, SMS, app usage logs and web search history. This data could be used to improve recommendation accuracy by providing a deeper understanding of the user and their current
context, but this has been regarded as practically infeasible due to concerns over
both privacy and data communication costs. We present a novel context-aware
recommendation system that can provide high-quality context aware recommendations on mobile devices without compromising privacy or incurring large storage and communication costs. This is achieved by using an on-device knowledge
graph reasoning system that can exploit relevant data without moving it off the device. Additional advantages of this knowledge-based approach include the ability
to provide good quality recommendations without having to analyse large volumes of historical data, and to explain the reasons for a given recommendation.
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Introduction

Recommendation systems are one of the most successful and widespread applications
of artificial intelligence in business, and are used in numerous domains, including retail
and commerce (Amazon), video streaming (Netflix), music streaming (Spotify), and
news articles (Google).
With the increasing popularity of smart phones and personal assistants it is even
more important to provide accurate recommendations that are customised for specific
users and their current contexts. According to a recent survey in the USA [15], users
regard only 50% of recommended services as relevant to their context, citing issues
such as lack of relevance, bad timing and wrong location.
Mobile phones typically have access to a large amount of data that might be used to
improve and personalise recommendations; this includes, for example, contacts, calendar, email, SMS, app usage logs and web search history. This kind of data is critical for
gaining a holistic understanding of the user and their current context. However, using
this data is problematical due to privacy concerns as well as data storage and communication costs.
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In this paper we propose an architecture for a recommendation system that can
provide high-quality context aware recommendations on mobile devices without compromising privacy or incurring large storage and communication costs. The key feature
of the system is that it uses an on-device knowledge graph reasoning system, so it
can exploit user data without moving it off the device. Additional advantages of this
architecture are that it avoids the the cold-start problem that is common to many recommendation architectures (i.e., it does not need to analyse large amounts of historical
user data in order to make recommendations), and it can provide explanations for the
recommendations that it produces.

Fig. 1. Scenario of music recommendation.

In Fig. 1 we present a music recommendation scenario that we will use as a running
example throughout the paper. Existing recommendation systems tend to recommend
songs of a specific music genre based on the user’s profile; e.g., recommending rock
and jazz for male users in their 40s. The mapping from profile to genre is usually derived from mass data analysis and/or domain experts. In most cases, however, the data
available for profiling the user is quite limited, and typically does not allow for contextualising recommendations. In contrast, the proposed on-device system can use available
real-time data for this purpose. For example, if the user received a movie reservation
email, the system is able to refine the recommendation to include music related to the
given movie. Similarly, if the user receives a payment SMS from a bar, the system might
infer that he/she is relaxing, and so refine the recommendation to include sentimental
songs.
The recommendation service will encompass music, video, articles, applications,
and contextual greetings on smartphones. It is hoped that the service will deliver an
improved user experience by providing more appropriate recommendations based on a
deeper understanding of users and their contexts.

2

State of the art: Recommendation Systems

According to a recent state of the art survey [1], most recommendation systems are
based on four basic technologies:
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Collaborative Filtering This method is based on user to user comparisons, with the
underlying assumption that users who had similar preferences in the past will also have
similar preferences in the future. It typically utilizes ratings from user-generated feedback to estimate preferences among groups of users, and makes recommendations based
on inter-user similarities.
For example, Netflix uses an algorithm based on collaborative filtering to predict
user ratings for films based on previous ratings, and without any other information
about users or films [4]. Similarly, Amazon uses collaborative filtering to recommend
items for purchase; the technique has been shown to scale to massive data sets and to
produce high-quality recommendations in real time [17].
Although this strategy is widely used and generally effective, one disadvantage is
that it suffers from the cold-start problem; i.e., recommendations are based on data
about users’ historical preferences, which may not be available for new users or new
items.
Content-Based Filtering This method is based on item-to-item comparisons, with the
underlying assumption that a user who preferred items with specific attributes in the
past will prefer similar items in the future. It typically utilizes the features of each
item to make recommendations based on inter-item similarity. Fig. 2 illustrates the key
difference between Collaborative Filtering and Content-based Filtering.
For example, Amazon uses content-based filtering (in addition to collaborative filtering) to help users to find similar products to those that they have already shown an
interest in.
Content-based filtering is also widely used, but its effectiveness may be limited by
the range of features that are used to describe items [13]. However, it is less susceptible
to the cold-start problem as it can make recommendations to a new user based on the
items that they show an interest in, and it can recommend new items based on their
description.
Demographic Filtering This method classifies users according to demographic information such as age, gender and nationality, with the underlying assumption that users in
the same demographic group will have similar preferences. It is also a widely used strategy due to its simplicity and efficiency, but it generally does not guarantee high quality
recommendations, and is usually used in combination with collaborative filtering.
Knowledge-Based Filtering This method uses knowledge of users and items to reason
about which items might meet a given user’s requirements. Travel agency services such
as Trip.com are a well-known example of recommendation systems using knowledgebased filtering. These systems make recommendations about travel based on reasoning
over knowledge about travel locations, and traveler characteristics, as well as additional
context-dependent information.
An advantage of this technique it is that it avoids cold-start problems, allowing the
system to provide good quality recommendations without access to large amounts of
historical data. However, the quality of recommendations critically depends on domain
knowledge, and the acquisition of such knowledge can be a bottleneck that impedes the
development of recommendation systems based on this technique [12].
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Fig. 2. Comparison of collaborative and content-based filtering.

Recently, privacy-preservation has become a key topic in the recommendation area.
In this regard, there have been proposals for privacy-preserving collaborative filtering
strategies which can be classified into private neighborhood-based approaches, private
machine learning based approaches, and privacy-preserving content-based strategies
such as targeted advertising. Some of this work is surveyed in [20]; however, most of
this work is based on the assumption that private data is already gathered in the cloud
or on a server, an assumption that may be far from reality as users (and applications)
are increasingly careful about sharing private data.

3

System Architecture

Our objective is to provide good quality recommendations without compromising data
privacy; we have therefore developed an on-device recommendation system. Being ondevice means that we can avoid moving data off the device, and therefore maintain
data privacy while at the same time exploiting local real-time data in order to provide
context-aware recommendations. However, when compared with traditional server or
cloud-based solutions, an on-device system brings new technical challenges, in particular constrained computational resources and limited amounts of available data. In order
to address these challenges, we have adopted on-device reasoning as a key technology;
this has the advantage that, compared to on-device machine learning, it requires fewer
computational resources and does not require large amounts of training data. Moreover,
using on-device reasoning means that we mitigate the cold-start problem, and it is also
possible to provide an explanation for any given recommendation, which may be useful
in some applications.
Fig. 3 illustrates the high level architecture of our system. We will describe this in
more detail in the following sections. The basis for the system is an on-device version
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of the RDFox high-performance reasoner and graph database (Section 3.1). The reasoner operates on an RDF knowledge graph (Section 3.2), which is populated from a
variety of sources, including user specific information extracted from on-device data
(Section 3.3), knowledge about the recommendation domain (Section 3.4), and “commonsense knowledge” needed to understand the semantics of the information being
gathered (Section 3.5). The system uses rules to integrate the various sources of information and to derive an understanding of the user, their context and their preferences;
the resulting enriched knowledge graph is accessed via a SPARQL interface and used
to generate appropriate requests to content providers (Section 3.6).

Fig. 3. On-device reasoning-based recommendation system.

3.1

On-Device Reasoner and Graph Database

We use a graph database and reasoner as the basic platform for our recommendation
system. We use the graph database to store a knowledge graph that describes the user
and their current context, the recommendation domain and commonsense knowledge
that we can use to help the system to interpret the semantics of the information stored in
the graph. The graph data model provides flexibility and extensibility, making it easy to
integrate data from multiple sources. We use rules to integrate the information coming
from various sources and to explicate its semantics.
A basic requirement for the reasoner and graph database is that it must run on mobile devices with ARM chipsets and running Android. Due to the limitations of mobile
devices, it must be parsimonious in its use of memory and computational power; however, in order to provide timely and context-sensitive recommendations, it must also be
very fast, even when the data is constantly changing, as is the case for the data from
which we infer the user’s context (emails, SMS messages, etc.).
Internal testing and benchmarking of graph databases led us to identify RDFox as
the most likely candidate. RDFox was originally developed at the University of Ox-
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ford, and is now being commercialised by a spinout company, Oxford Semantic Technologies.3 RDFox supports the RDF graph data model, the OWL 2 RL rule/ontology
language and the SPARQL query language, as well as powerful extensions to the rule
language allowing, e.g., the use of much of SPARQL in rule bodies [11]. RDFox has
a small memory footprint (less than 6MB on ARM), is efficient in its use of memory
to store RDF triples, and exploits modern multi-core architectures (such as ARM) for
fast parallel reasoning. Finally, RDFox reasons by materialising all the triples implied
by the data and rules, which allows for fast query answering, but it also supports incremental materialisation, which allows for real-time responses even when the data is
changing [10].
RDFox was originally developed to run on servers, so we worked with Oxford Semantic Technologies in order to develop a version of RDFox that would run on Android
devices. As we will show in Section 4.1, testing and benchmarking of the resulting mobile version of RDFox demonstrated that it was easily able to meet the requirements of
our recommendation system.
3.2

Structure of the Knowledge Graph

The knowledge graph consists of a set of RDF hsubject, predicate, objecti triples; for
example hMerkel, gender, femalei. We use the Person schema from schema.org4 as
the basis for our user model; this includes, e.g., the set of properties presented in Table 1.
This basic model is extended and adapted to support smartphone user representations.
Table 1. Person description properties from schema.org.
Property
gender
hasOccupation
nationality
telephone
children
colleague

Description
Gender of the person
Occupation of the person
Nationality of the person
Telephone number
A child of the person
A colleague of the person

As well as the user’s profile, the knowledge graph also needs to represent knowledge
about user activities and events. For example, if a user adds a dinner appointment to their
calendar, the activity (i.e., adding an event on their calendar) and the event (i.e., going
for dinner) should be distinguished and managed in a different manner.
Fig. 4 presents an example of a personal knowledge graph illustrating the representation of basic profile information as well as activities and events. In practice the
personal knowledge graph would also include information about the user’s preferences,
behaviors, and contexts, and would be continuously updated with information extracted
from on-device data.
3
4

https://www.oxfordsemantic.tech/
https://schema.org/Person
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Fig. 4. An example of (part of) a personal knowledge graph.

3.3

Personal Knowledge Graph

The personal knowledge graph is populated using on-device data from email, SMS,
web search history and so on (see Fig. 3 ¿), as well as data from Smartphone profile
services (see Fig. 3 ¡).
Data from smartphone profile service can include users’ profile data as well as some
basic contextual information. This data has a well defined structure and is relatively
easy to add to the personal knowledge graph. Raw data from emails and the like is more
difficult to deal with.
From a methodological perspective, processing raw data could be viewed as a slotfilling task [7]. Information related to the user (e.g., the user pays at a bar, the user
adds a dining event) can be treated as slots,with the goal being to identify entities and
literal values that can fill these slots. One way to achieve this could be to use recently
proposed semantic sequence labeling approaches for automatic slot filling that exploit
statistical machine learning techniques such as long short-term memory (LSTM), convolutional neural networks (CNN), recurrent neural networks (RNN), and conditional
random fields (CRF) [9,21].
Raw data from mobile devices, however, is often idiosyncratic and ambiguous. For
example, users tend to input just a few keywords when adding events to the calendar,
and SMS messages often make heavy use of abbreviations. We have therefore chosen
to take a simpler approach that exploits our knowledge of the typical structure of the
relevant sources. We use a template-based technique in which we define templates for
the various kinds of source that we are targeting so that we can capture the semantics
embodied in the relevant notifications [8]. A similar technique has been used in a system
for extracting information from email that is serving over a billion Gmail users daily
[16], and the effectiveness of the technique was demonstrated by applying it to three
different kinds of email: bill reminders, commercial offers, and hotel reservations.
If the raw data is written in a more natural language style, but is without the metadata
that usually appears in emails or SMS messages, we narrow the scope of focus to pay-
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ment data and reservations such as movies, concerts or travel. Consider, for example,
a reservation email for a specified event, date, and location: “[Reservation Confirmation] ‘Bohemian Rhapsody’ is reserved at 19:00 (Aug/01/2019) from Yongsan CGV”.
For each type of reservation, there can be a range of similar reservation emails, for
example “‘Bohemian Rhapsody’ at 19:00 (Aug/01/2019) is confirmed from Gangnam
Megabox”. By identifying and mining patterns from reservation emails from major vendors, we can discover the the relevant templates, for example “$title is reserved at $time
($date) from $location”, where $parameter is a parameter to the template to be filled in
from the source data. We can use completed templates to derive structured information
for payments and reservations, as illustrated in Fig. 5, and add this information to the
personal knowledge graph in the form of triples.

Fig. 5. Retrieved information from reservation email.

Contextual data in the personal knowledge graph will clearly be time sensitive: Data
from smartphone profile service such as ‘At Home’ will change over time, and contextual data gathered from SMS, emails, calendar data and the like will also be relevant
only for a limited period. Currently, we use a relatively naive approach in which contextual data is assigned a validity period, and the corresponding triples are deleted from
the graph when the validity period expires. This can be done efficiently due to RDFox’s
support for incremental reasoning.
3.4

Recommendation Domain Knowledge Graph

Another crucial piece of knowledge is recommendation domain knowledge. For example, if we want to exploit demographic filtering in the music recommendation domain,
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then we need knowledge about the typical preferences of different demographic groups,
such as ‘Koreans in their 20s prefer hip-hop’ or ‘males in their 40s prefer rock and jazz’.
Usually, in practice, anonymised data is collected on the server. This might include
users’ demographic information and estimated interests. This data provides a valuable
asset for the acquisition of recommendation domain knowledge. Specifically, as a first
step, by estimating missing values, we can get a dense matrix of users and their interests. Estimating missing values is required because such data is invariably incomplete
and typically quite sparse. The alternating Least Square (ALS) algorithm for matrix
multiplication factorization can be used to resolve this issue as follows [22]:
Step 1 Set up Matrix U as a users’ latent feature matrix with features such as age and
gender, and set up Matrix I as an interests’ latent feature matrix with features such
as jazz and rock.
Step 2 Initialize matrix I by assigning the average rating for the relevant interest as the
first row, and small random numbers for the remaining entries.
Step 3 Fix I, and solve U by minimizing the objective function
min
K

u=U
X

u,i2R

(rui

2
rc
ui )

such that Rank = K. Note that, in this function, u is a user, i is an interest such
as jazz and rock, rui is a rating for interest i from user u, and rc
ui is the expected
rating for interest i from user u.
Step 4 Fix U , and solve I by minimizing the objective function similarly.
Step 5 Repeat Steps 3 and 4 until a stopping criterion is satisfied.
Fig. 6 shows an example of matrix multiplication factorization.

Fig. 6. Example of matrix multiplication factorization.

We then generate user groups based on demographic information and known interests such as ‘male in 40s (U ) interested in investment (I)’ or ‘female in 20s (U )
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interested in sports (I)’. Among such groups, we conduct t-tests to reveal each group’s
interests. Fig. 7 illustrates the process for the demographic group ‘male in 40s interested
in investment’; it reveals that people in this group might also be interested in specified
interests such as driving games, shopping, or outdoor sports.

Fig. 7. Result of Smartphone Profile data analysis.

Finally, we can store the resulting knowledge in the form of triples in the recommendation domain knowledge graph. We can then use this knowledge to perform basic
demographic filtering on the device. This only requires information about the user’s
basic demographic characteristics and main interests, and this kind of information is
typically available after a relatively short period of smartphone usage. This allows us to
resolve the cold-start problem and make reasonable recommendations even when relatively little user data is available. We can also use demographic filtering as a starting
point for more personalised and context-aware recommendations as more data becomes
available.
3.5

Commonsense Knowledge Graph

Even if we successfully retrieve relevant information from raw data and/or smartphone
profile service, we still need to use “commonsense knowledge” in order to understand
the semantics of this information and to use it for improving the quality of recommendations. For example, in the scenario in Fig. 1, we need to understand the meaning of
Bohemian Rhapsody and Queen, to infer that people who go to see a film about Queen
probably like rock music in general and music by Queen in particular, and to infer that
people who have ordered a lot of drinks in a bar are probably relaxing and may prefer
sentimental music.
Some of what we need is simply domain knowledge of the kind captured in publicly
available resources such as Wikidata [19]. Wikidata is a free and open knowledge base
that can be read and edited by both humans and machines. It provides knowledge in the
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form of RDF triples, and there is also a SPARQL query service. It would be infeasible
to store the whole of Wikidata on a mobile device, but we can extract a subset of manageable size that covers the recommendation domains. For example, the knowledge that
Bohemian Rhapsody is a film that has as its main subject the rock band Queen, and that
Queen has rock music as one of its genres, is captured in the following triples extracted
from Wikidata:
hBohemian Rhapsody, rdf:type, filmi
hBohemian Rhapsody, main subject, Queeni
hQueen, rdf:type, rock bandi
hQueen, genre, rock musici
hrock band, rdfs:subClassOf, musical groupi

Note that the process of extracting relevant domain knowledge from Wikidata involves not only selecting the relevant triples, but also transforming some Wikidata properties into RDF and RDFS properties. In particular, we transform Wikidata “instance
of” (wdt:P31) into rdf:type and “subclass of” (wdt:P279) into rdfs:subClassOf. This
is not strictly necessary, as we could use rules to axiomatise the semantics of these properties; e.g., one such rule could be:
h?x, wdt:P31, ?zi

h?x, wdt:P31, ?yi, h?y, wdt:P279, ?zi.

However, using standard properties facilitates integration with data from other sources
and avoids the need for any axiomatisation.
Adding commonsense reasoning is more challenging, and has been a long standing
problem for artificial intelligence [3]. We can using rules to capture some domain specific commonsense reasoning; for example, we could add a rule (simplified for didactic
purposes) capturing the commonsense inference that people who make a reservation for
a film featuring a musical group are interested in that group, and also interested in the
music genres of that group:5
h?x, eg:interest, ?zi
h?x, eg:interest, ?zi

h?x, eg:reservation, ?yi, h?y, eg:main subject, ?zi
h?x, eg:interest, ?yi, h?y, eg:genre, ?zi

(1)
(2)

However, this approach seems difficult to scale up to cover even our relatively limited
recommendation domain: it would require a very large number of rules, which would
be costly to create and maintain, and could also be computationally challenging.
An alternative approach is to store commonsense knowledge in a knowledge graph,
and to use a much smaller number of generic rules to apply this to the personal knowledge graph. Some efforts have been made to construct such commonsense knowledge
graphs. For example, ConceptNet uses a form of knowledge graph that connects words
and phrases of natural language with labeled edges [18]; it is collected from many
sources that include expert-created resources and crowd-sourcing, and aims to provide
a better understand the meanings behind the words people use. Fig. 8 illustrates how
ConceptNet stores commonsense knowledge related to the phrase ‘wake up in morning’.
5

Note that, like most commonsense reasoning, such rules do not capture universal truths, but
rather useful assumptions.
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Fig. 8. ConceptNet illustration.

Similarly, SenticNet uses a form of knowledge graph that links concepts to emotions
with the aim of better understanding the emotions of a person in a given context [2].
SenticNet is quite large (approximately 100,000 nodes), and covers a broad range of
contexts; Fig. 9 illustrates emotional commonsense is captured in a small fragment of
the graph.
In practice, we use a hybrid approach in which we store domain and commonsense
knowledge in the commonsense knowledge graph, generic rules that combine this commonsense knowledge with knowledge about the user stored in the personal knowledge
graph, and a relatively small number of hand crafted rules such as (1) and (2) above
that have been found to be particularly useful in the relevant recommendation domains.
This minimises manually intensive work, but still allows us to generate good quality
recommendations based on a deep understanding of the user and their current context.
3.6

Reasoning for Recommendation

The system uses reasoning to explicate and prioritize the user’s current needs as implied
by the knowledge graph and rules; these needs reflect the user’s preferences and context,
and are used to provide appropriate recommendations. For example, if the personal KG
includes the information that the user is at work (from smartphone profile service) and
will attend a meeting (from calendar or email data), and the commonsense KG includes
the information that work meetings are stressful (from SenticNet), then rules can be
used to derive the information that the user is in a stressful situation; in the context of
music recommendation, they might therefore be recommended calming music. Other
derived information relevant to music recommendation could include the user’s interest
in rock music and the band Queen.
The relevant information is retrieved from RDFox via the SPARQL query interface,
and is used to negotiate with a chosen content provider; in the case of music recommendation, this could be Spotify or Samsung Music. Note that this approach is applicable
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Fig. 9. SenticNet illustration.

to a range of services that includes music, video, articles, applications, and contextual
greetings.

4

Experimental Validation

We have carried out a preliminary evaluation to check the feasibility and efficacy of our
approach. In the first experiment we checked to see if the on-device version of RDFox is
able to cope with the anticipated volumes of data and provide the required performance;
in the second experiment we used a representative group of users to test the subjective
quality of the recommendations generated by the system.
4.1

Reasoning Performance

We first carried out some performance tests to evaluate the feasibility of using a reasoner
and graph DB on a mobile device. For this purpose we used the well known LUBM
benchmark test [5] with RDFox running on a Samsung Galaxy Note 9 with 6GB RAM,
an Exynos 9810 8 core CPU and running Android 9. We used two datasests, the first
with a single university (LUBM 1) and the second with 10 universities (LUBM 10). The
first of these datasets provides a baseline, while the second is comparable in size to the
knowledge graph we find in our recommendation system, where the recommendation
domain and commonsense knowledge graphs contain a total of about 1 million triples,
and the personal knowledge graph typically contains fewer than 10 thousand triples.
For each dataset we measured the reasoning time (the time taken to materialise
all implied triples) and the time to answer the benchmark queries. Table 2 shows the
number of triples in each dataset and the relevant reasoning and query answering times;
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in all cases we measured wall-clock time in milliseconds. As can be seen, reasoning
time is less than 1 second for each of the datasets, and querying answering time is
typically in the range of milliseconds, even for the larger dataset. Moreover, several of
the queries produce large numbers of answers, so the time per answer is typically only
a few microseconds; for example, on the larger dataset Q9 produces 2541 answers in
166ms, so the time per answer is approximately 65µs. The storage requirement for the
larger graph was only about 100Mb, which is well within the capabilities of modern
mobile devices (recall that available RAM on the test device is 6GB).
Finally, we tried adding and deleting small numbers (100s) of triples, which is typical of the updates applied to the personal knowledge graph in our recommendation
system (e.g., when a new event is added, or an old one deleted). With updates of this
size, incremental reasoning required only a few milliseconds to update the materialisation, and the effect on query answering times is negligible. This strongly suggests that
in this setting we can easily satisfy the performance and storage requirements of our
recommendation system.
Table 2. Reasoning and querying performance
Reasoning
Querying time (ms)
time (ms) Q1 Q2 Q3 Q4 Q5 Q6 Q7 Q8 Q9 Q10 Q11 Q12 Q13 Q14
Exp. 1 100,545
110 1 1 <1 1 1 <1 <1 6 6 <1 <1 <1 <1
1
Exp. 2 1,272,577
833 <1 5 <1 1 1 7 <1 8 116 <1 <1
1 <1 28
# triples

4.2

Recommendation Quality

In order to assess the subjective quality of the recommendations generated by the system we recruited a user group of 30 Samsung employees of diverse age, gender, and
experience.
We designed an experiment in which we measured user satisfaction with the top
10 recommendations computed by the system in response to realistic input data such
as SMS, email and calendar entries. In our running music example, recommendations
could include Calming, Queen, Rock Music, etc. More generally, example recommendations included items such as Premier League, American Football, Latin Music, Musical
Movie and Family Movie. As a control we used a conventional recommendation system
based on an alternating Least Square (ALS) algorithm; note that this system does not
capture context from the input data, but only considers users’ known interests.
The metrics we considered were the users’ average rating for the given recommendations (on a scale of 1–5), the Discounted Cumulative Gain (DCG)10, and the nonDiscounted Cumulative Gain (nDCG). DCG and nDCG are measures of ranking quality
that are widely used in the information retrieval area [6].
The results from the experiment are summarized in Table 3. It is notable that the
average rating for recommendations from our context-aware system was 73% higher
than for the control ALS system.
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Table 3. Recommendation quality.
Context-aware ALS Control
Improvement
System
System
Average rating
3.71
2.15
73% "
DCG10
20.79
11.87
75% "
nDCG
0.98
0.94
4.3% "

5

Conclusion

In this paper, we have presented a novel context-aware recommendation system that
uses on-device reasoning to help preserve data privacy. It has two notable contributions: first, the proposed system demonstrates how on-device reasoning can be used to
provide prompt, accurate and highly personalized recommendations without moving
private data off the device; and second, our preliminary evaluation demonstrates that
using contextual data to refine recommendations can significantly improve user satisfaction when compared to a conventional recommendation technology. Moreover, the
system can be adapted to a wide range of recommendation service scenarios.
To better cope with scenarios that may require a large amount of background knowledge, in our future work we plan to evolve the system to a client-server hybrid architecture in which the on-device reasoner continuously refines its knowledge of the user’s
contexts and interests, and sends requests to the server to obtain relevant domain and
commonsense knowledge. This approach will enable us to more effectively manage the
trade-off between requirements for comprehensive knowledge and limited memory usage on the client device. We also plan to experiment with more sophisticated methods
for dealing with time sensitive data, for example by using stream reasoning [14].
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