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Abstract
30 million Optical Coherence Tomography (OCT)
imaging tests are issued every year to diagnose
various retinal diseases, but accurate diagnosis of
OCT scans require trained ophthalmologists who
are still prone to making misclassifications. With
better systems for diagnosis, many cases of vision
loss caused by retinal disease could be entirely
avoided. In this work, we developed a CNN-based
model for accurate classification of CNV, DME,
Drusen, and Normal OCT scans. Furthermore,
we placed an emphasis on producing both qualita-
tive and quantitative explanations of the model’s
decisions. Our class-weighted EfficientNet B2
classification model performed at 99.79% accu-
racy. We then produced and analyzed heatmaps of
where in the OCT scan the model focused. After
producing the heatmaps, we created breakdowns
of the specific retinal layers the model focused
on. While highly accurate models have been pre-
viously developed, our work is the first to produce
detailed explanations of the model’s decisions.
The combination of accuracy and interpretability
in our work can be clinically applied for better
patient care. Future work can use a similar model
for classification on larger and more diverse data
sets.

1. Introduction
Every year there are approximately 30 million Optical Co-
herence Tomography (OCT) procedures done worldwide
(Fujimoto & Swanson, 2016). OCT is a non-invasive imag-
ing test that yields cross-sectional slices of a patient’s retina
(Fujimoto et al., 2000). These scans of the retina can be
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used to diagnose a multitude of diseases, such as macular
degeneration, glaucoma, central serous retinopathy, diabetic
retinopathy, and vitreous traction (Turbert, 2021). It is es-
timated that up to 11 million people in the United States
have some form of macular degeneration (bri, 2020). The
number of retinal disease patients continues to increase mak-
ing the need for accurate diagnosis ever so more important.
Accurate OCT diagnosis has traditionally been done by oph-
thalmologists trained to interpret these scans. However, the
surplus of patients has been met with a shortage of ophthal-
mologists leading to occurrences of potentially unnecessary
loss of vision (Foot & MacEwen, 2017).

Due to the shortage of experienced ophthalmologists and
the potential subjectivity in OCT classification, researchers
have attempted to apply machine learning algorithms, most
notably various types of Convolutional Neural Networks
(CNN). While works such as Hwang et al. (Hwang et al.,
2019), Nagasato et al. (Nagasato et al., 2019), and Li et al.
(Li et al., 2019), have developed models that outperformed
human ophthalmologists, models such as these are often
black-boxes. It is not possible to understand why their
models made a certain decision. It is difficult to trust a model
to make important decisions in a clinical setting without full
understanding of the rationale behind a model’s decision.

To improve retinal disease patient care, machine learning
models must be accurate but also more interpretable. A stan-
dalone diagnosis can leave patients skeptical of the model’s
validity. Another usage of interpretation is when a model’s
interpretation is statistically suspicious, it can be flagged
for review by a doctor for an extra level of validation. In
this work, we present an accurate and interpretable machine
learning model for classifying OCT scans. Using a com-
bination of Gradient Weighted Class Activation Mapping
(GradCAM) (Selvaraju et al., 2016) and ReLayNet(Roy
et al., 2017), an OCT segmentation network, we were able
to get detailed breakdowns of the model’s classifications.
This allows us to understand the specific behaviours the
model learned while analyzing why the model made incor-
rect decisions.
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2. Literature Review
2.1. Convolutional Neural Networks for Image

Classification

Convolutional Neural Networks(CNN) are the most popular
type of neural network for image classification problems.
CNNs can learn pattern recognition through their convolu-
tional layers which contain feature maps not explicitly given
to them (Saha, 2018). As a result, CNNs assign importance
to different aspects of the image and can capture spatial and
temporal dependencies. Within the past decade, many dif-
ferent CNN-based architectures have been developed for the
purpose of image classification. In 2012, Krizhevsky et al.
developed AlexNet, an 8 layer CNN that scored a top1 error
of 37.5% (Krizhevsky et al., 2012). In the 2014 ImageNet
competition, Simonyan et al. created the VGG networks,
which scored a highest top1 error of 24.8% (Simonyan &
Zisserman, 2014). In 2015, He. et al developed the ResNet
architecture which obtained top1 errors of 25.03% for the
ResNet-34 variant and 21.43% for the ResNet-152 variant
on the ImageNet validation set (He et al., 2015). Most
recently in 2019, Tan et al. created the EfficientNet archi-
tecture which achieved top1 errors from 22.9% for the B0
variant to 15.7% for the B7 variant (Tan & Le, 2019).

2.2. CNN Visualization

Various approaches have been used to visualize the be-
haviours of CNNs. In Zeiler et al, a deconvolutional network
was used to map network activations to the input pixel space
and show the input patterns learned by the CNN (Zeiler &
Fergus, 2013). In 2014, Simonyan et al. visualized par-
tial derivatives from predicted class scores and generated
saliency maps (Simonyan et al., 2014). Springenberg et
al. used a “deconvolution approach” similar to Zeiler et
al. for feature visualization of a CNN. In 2016, Zhou et al.
introduced class activation mapping, a technique for gen-
erating localization maps using the global average pooled
convolutional feature maps in the last convolutional layer
(Zhou et al., 2016). Selvaraju et al. generalized the CAM
algorithm by making GradCAM, a technique for generating
localization maps using gradients of a target class entered
into the final convolutional layer (Selvaraju et al., 2016).

2.3. OCT Classification

Many Deep Learning algorithms have been applied to OCT
classification. In August 2018, Fauw et al. used a 3D U-
Net for segmentation combined with a 3D CNN to classify
normal, choroidal neovascularization (CNV), macular reti-
nal edema, full macular hole, partial macular hole, central
serous retinopathy(CSR), and geographic atrophy (De Fauw
et al., 2018). In December 2018, Lu et al. used ResNet-101
to classify cystoid macular edema, epiretinal membrane,

macular hole, and serous macular detachment (Lu et al.,
2018a). Nagasato et al. used a deep convolutional neu-
ral network to detect a nonperfusion area (Nagasato et al.,
2019). Li et al. used ResNet50 to classify CNV, diabetic
macular edema (DME), drusen, and normal (Li et al., 2019).
Tsuji et al. used a capsule network to classify CNV, DME,
Drusen, and normal (Tsuji et al., 2020). Wang et al. used
CliqueNet to classify age-related macular edema (AMD),
DME, and normal (Wang & Wang, 2019). In January 2021,
Yoo et al. used Inception-V3 combined with CycleGAN
for data augmentation to classify rarer retinal diseases (Yoo
et al., 2021).

2.4. OCT Segmentation

In June 2018, Gopinath et. al used a combination of a CNN
and a Long Short Term Memory (LSTM) for segmenting 3
regions in an OCT scan (Gopinath et al., 2018). Kugelman et
al. compared multiple semantic segmentation architectures
for detecting 4 retinal layers (Kugelman et al., 2019). Fang
et al. combined a CNN with graph search to segment 9
retinal layers in OCT image (Lu et al., 2018b). Pekala et al.
used a fully convolutional network with Gaussian Process to
segment 5 different regions (Pekala et al., 2019). Roy et al.
created ReLayNet, a fully convolutional encoder-decoder
framework, to segment 9 retinal layers (Roy et al., 2017).

3. Purpose
1. The first goal of our project was to develop a CNN-

based model for accurate classification of the OCT
scans.

2. After implementing an accurate classification model,
we wanted to increase the interpretability of the model
using class activation mapping. We produced and an-
alyzed heatmaps from the classification model’s deci-
sions.

3. To further improve the model’s interpretability, we cal-
culated breakdowns of the model’s focus for correct
classifications of each disease based on the various reti-
nal layers. This allowed us to understand the specific
features of the scans that lead the model to its deci-
sions. Finally, we analyzed the model’s focus during
incorrect classifications based on the various retinal
layers.

4. Methodology
4.1. Data Set

The OCT scans came from the Kermany labeled OCT data
set (Kermany et al., 2018) on Kaggle. The data set contained
four classes: Choroidal Neovascularization (CNV), Diabetic
Macular Edema (DME), Drusen, and Normal(healthy). The
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data set utilizes Spectralis OCT machine scans from the Shi-
ley Eye Institute of the University of California San Diego,
the California Retinal Research Foundation, the Medical
Center Ophthalmology Associates, the Shanghai First Peo-
ple’s Hospital, and the Beijing Tongren Eye Center. All
images went through an extensive manual classification
process by a cohort of retinal specialists to ensure correct
labels.

4.2. Data Preprocessing

The Kermany dataset contains a total of 84,484 OCT scans.
The data was split into 968 test images and 83,484 training
images. Of the 83,484 training images, 37,205 were labeled
as CNV, 11,348 were DME, 8616 were Drusen, and 26,315
were Normal. The test data consisted of 242 images of
each label. Scans were separated by their correct labels into
folders containing JPEG image files. The dimensions of
the original images varied from 384-1536 pixels wide and
496-512 pixels high. All images were rescaled to 260 pixels
wide and 260 pixels high using bilinear interpolation. The
training data was processed in batches of size 64.

4.3. EfficientNet B2 Classification Model

For OCT image classification we used the EfficientNet B2
model (Tan & Le, 2019), a recent model with good perfor-
mance on the ImageNet dataset (Deng et al., 2009). We used
a class-weighted model and a non class-weighted model. We
tested class-weighting due to the imbalance in the dataset.
Drusen had significantly less scans in the training set while
CNV had significantly more scans. Both models were pre-
trained on the ImageNet 1k, an image data set with 1000
classes. The B2 variant was the limit for the P100 GPU
on Google Colab’s environment. We loaded the Efficient-
NetB2 models from the Keras (Chollet et al., 2015) library
of pretrained networks. The EfficientNet model took in
RGB images of size 260 pixels wide by 260 pixels high.
Since EfficientNet is designed for ImageNet classification,
it outputs 1000 logits in the final layer. Therefore, we added
two fully connected layers of sizes 100 and 4 with a softmax
activation on the final layer. The softmax activation function
is denoted in Equation (1).

σ(xi) =
exp(xi)∑
j exp(xj)

(1)

The models were trained with the Adam (Kingma & Ba,
2015) Optimizer on a learning rate of 0.001 with the cate-
gorical cross-entropy loss function. We trained both models
for a total of 20 epochs. The loss function is displayed in
Equation (2). yi represents the true probability distribution
for class i in a one-hot encoded integer. ŷi indicates the

Disease Scans Weight

CNV 37,205 1
DME 11,348 3.279

Drusen 8616 4.318
Normal 26,315 1.414

Table 1. Class weights for the EfficientNet B2 class-weighted
model.

model’s predicted probability distribution for class i.

L = −
4∑

i=1

yi log(ŷi) (2)

The class weights were evaluated based on the number of
scans in the training set. We took the highest number of
scans for any label which was 37,205 for CNV and divided
by the number of scans for each of the classes to obtain
the class weights. Table 1 shows the corresponding class
weights for each of the diseases.

We used four different methods for evaluating our models:
accuracy, precision, recall, and F1 Score. Equations (3)
to (6) represent accuracy, precision, recall, and F1 Score
respectively. TP and TN signal true positives and true nega-
tives while FP and FN signal false positives and false nega-
tives.

ACC =
TP + TN

TP + TN + FP + FN
(3)

PRE =
TP

TP + FP
(4)

REC =
TP

TP + FN
(5)

F1 = 2 ∗ PRE ∗REC
PRE +REC

=
TP

TP + 1
2 (FP + FN)

(6)

4.4. Gradient-Weighted Class Activation Mapping

A major focus of our work was to interpret predictions
made by the EfficientNet B2 classification model. We used
Gradient-weighted Class Activation Mapping (GradCAM)
(Selvaraju et al., 2016) to produce heatmaps highlighting the
regions the model utilized to make a prediction. Our imple-
mentation of GradCAM employed both the Keras(Chollet
et al., 2015) and OpenCV libraries (Bradski, 2000). The
GradCAM algorithm utilizes the inputs to the model, the
output of the final convolutional layer, and the output of
the model prior to the softmax activation function. We
overlayed heatmaps on the original images to compare the
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Figure 1. EfficientNet B2 architecture. Module 1 consists of a depthwise Conv2D layer, batch normalization, and the SiLU (Elfwing et al.,
2018) activation function. Module 2 is the same as Module 1, but it contains the same layers repeated twice. Module 3 is global average
pooling, rescaling, Conv2D, and Conv2D. In each of the blocks, there are skip connections that skip Module 3. Adapted from (Agarwal,
2020).

model’s focus during classification of each disease. We also
analyzed why the model made incorrect classifications by
looking at its resulting heatmap.

4.5. ReLayNet Segmentation Model

To aid in GradCAM heatmap analysis, we employed Re-
LayNet (Roy et al., 2017). The ReLayNet architecture is
show in Figure 2. We used a pretrained PyTorch (Paszke
et al., 2019) implementation of ReLayNet (Roy et al., 2017).
ReLayNet was trained to detect the inner limiting mem-
brane (ILM), nerve fiber ending to inner plexiform layer
(NFL-IPL), inner nuclear layer (INL), outer plexiform layer
(OPL), outer nuclear layer to inner segment myeloid (ONL-
ISM), inner segment ellipsoid (ISM), and outer segment to
retinal pigment epithelium (OS-RPE). The pretrained Re-
LayNet model was trained on DME scans from the data set
presented in Srinivasan et al. (Srinivasan et al., 2014) for
20 epochs. We utilized ReLayNet on our data set of OCTs
before we overlayed the GradCAM heatmaps on the segmen-
tation maps. This allowed us to obtain a visual breakdown
of the model’s focus based on the retinal layers. We also
calculated percentages of the model’s focus on each of the
regions excluding the regions above and below the retina.
We chose to exclude these regions because they generally
were less important for the model, but they had high enough
area to potentially alter the percentages of the model’s focus.
For each of the 4 classifications, we obtained a mean model
focus percentage for the 7 retinal layers, denoted in Equa-
tion (7), during correct classifications. Sc,i,j represents the
a one-hot encoded integer for whether the pixel at (i, j) is

of class c while Hi,j represents the degree of the model’s
focus at pixel (i, j).

Fi = 100 ∗
∑

i,j Sc,i,jHi,j∑7
c=1

∑
i,j Sc,i,jHi,j

(7)

When the models made an incorrect classification, we calcu-
lated the number of standard deviations the model’s focus
on each retinal layer was from the mean model’s focus when
making correct classifications of the predicted class. This
showed the probability of having a certain percentage model
focus for a correct classification. Using these probabili-
ties, we deduced the probability the classification is correct.
Equation (8) shows how the number of standard deviations
is calculated. Fi is the observed value. µ is the mean Fi

value for correct classifications and σ is the standard devia-
tion of Fi values.

deviation =
Fi − µ
σ

(8)

5. Results and Discussion
5.1. Results of the Classification Models

Table 2 shows the performance of the model via the metrics
mentioned earlier. As can be seen, the class-weighted model
performs better than the non class-weighted model in each
of the metrics. The performance of the models is further
examined in the confusion matrices in Figure 3.

As seen in Figure 3, the non class-weighted model struggles
on classifying DME and Drusen by mistaking them for CNV.
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Figure 2. ReLayNet OCT segmentation architecture. ReLayNet is an encoder-decoder framework which contains convolutional layers
inside each of the blocks. Adapted from (Roy et al., 2017)

Model Accuracy Precision Recall F1-Score

20 Epoch Non Class-weighted 0.9897 0.9907 0.9897 0.9902
20 Epoch Class-weighted 0.9979 0.9979 0.9979 0.9979

Table 2. Results of the two EfficientNet B2 models measured in accuracy, precision, recall, and F1 score.

Figure 3. Confusion matrices from the two EfficientNet B2 classification models. Non class-weighted model is on the left while
class-weighted model is on the right.
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Figure 4. GradCam heatmaps from the classification models during
correct classifications. The first column shows the OCT scans. The
second column overlays heatmaps from the class-weighted model
while the third column overlays heatmaps from the non class-
weighted model. The scans are CNV, DME, Drusen, and Normal
from top to bottom.

The class-weighted model makes only two errors: one mis-
taking Drusen for CNV and one mistaking DME for Normal.
This result shows the efficacy of class-weighting on an im-
balanced data set. The class-weighted model performs more
accurately than the models presented by Tsuji et al. (Tsuji
et al., 2020) and Li et al (Li et al., 2019) who were trained
to classify the same four diseases. Both models are 100%
accurate at classifying CNV and Normal scans correctly.
The non class-weighted model is 100% accurate at distin-
guishing between the normal scans and the unhealthy scans.
The non class-weighted model only makes mistakes distin-
guishing the diseases meaning it can be used to perfectly
determine which scans are healthy and which are anoma-
lous. The class-weighted model, however, gives slightly
more precedence to Normal because it is weighted as 1.41
classes. The extra weight made the model misclassify the
DME as Normal whereas in the non class-weighted model
it classified the DMEs as CNV.

Figure 5. GradCAM heatmaps for the class weighted model’s mis-
classifications. In the first set of images, the model predicted
Normal instead of DME. In the second set of images, the model
predicted CNV instead of Drusen. These are the only two misclas-
sifications of the class-weighted model.

5.2. GradCAM Heatmaps

Figure 4 shows the GradCAM heatmaps from correct clas-
sifications of each disease. In the CNV classification, the
models have highest focus on the bottom-most layer of the
retina. In the DME classification, the models still focus on
the bottom layer but also focus on the intraretinal fluid. In
the Drusen classification, the class weighted model does
not have as much central focus. The non class-weighted
model has a central focus on the highest retinal layer but
also considers the “bump” on the bottom layer of the retina.
In the Normal classification, the model has more central
focus than the Drusen classification. Both models look at
the center of the scan to make the normal classification.

Figure 5 shows the 2 misclassifications of the class-weighted
model. In the misclassification, the model does not have a
central focus. Most of the model’s focus is widely spread
through the regions above and below the retina. Figure 6
shows the heatmaps for 2 of the 10 misclassifications from
the non class-weighted model. The first misclassification
appears to happen because of the model’s lack of focus on
the retina and spread out focus through the region above
the retina. The model seems to get distracted by some
noise present in the top of the OCT scan. As a result, the
model becomes confused where to focus and makes a wrong
decision. In the second misclassification, the model appears
to correctly focus on the ”bumps.” However, the model
mistakes these bumps for the abnormal subretinal region
present in CNV cases.
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Figure 6. GradCAM heatmaps for 2 of the non class weighted
model’s misclassifications. In the first set of images, the model
predicted CNV instead of DME. In the second set of images, the
model predicted CNV instead of Drusen.

Layer CNV DME Drusen Normal

ILM 5.39% 6.62% 10.87% 7.96%
NFL-IPL 14.03% 14.22% 23.67% 20.48%

INL 12.26% 8.41% 10.00% 8.75%
OPL 12.73% 9.12% 10.70% 9.97%

ONL-ISM 35.90% 41.41% 27.74% 30.91%
ISE 9.90% 11.16% 9.61% 13.18%

OS-RPE 9.78% 9.06% 7.42% 8.75%

Table 3. The class-weighted model’s mean focus on each of the
retinal layers when making correct classifications. Each column
provides a breakdown of the model’s focus for correct classifica-
tions of each disease.

5.3. ReLayNet OCT Segmentation

Figure 7 shows segmented OCT scans of each classification.
The ReLayNet model performed well with segmentations
on DME, Drusen, and Normal. The model was able to accu-
rately detect each of the retinal layers. The model, however,
did have some confusion on the region above the retina on
the Normal scan. The scan appears to have some noise in
the upper region which was captured in the segmented scan.
The CNV scan was the least accurate of the segmented scans.
The ReLayNet model had significant difficulty detecting the
retinal layers in the irregular subretinal region.

Table 3 shows the Fi (Equation (7)) values for correct clas-
sifications of each type. In all classifications, the ONL-ISM
layer is the most focused followed by the NFL-IPL layer.
The rest of the layers have some variance between the dis-
eases. CNV has the highest Fi values for INL, OPL, and

Figure 7. Segmentation maps from the OCT scans. The left column
consists of the OCT scan while the right column consists of the
generated segmentation map. The scans are CNV, DME, Drusen,
and Normal from top to bottom.
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Layer Misclassification 1 Deviation Misclassification 2 Deviation

ILM 16.76% 5.82 9.95% 1.74
NFL-IPL 18.67% -0.60 21.43% 1.66

INL 14.54% 3.01 11.96% -0.07
OPL 7.94% -1.66 12.20% -0.14

ONL-ISM 33.52% 0.85 28.00% -1.14
ISE 3.76% -5.20 9.05% -0.31

OS-RPE 4.80% -3.07 7.41% -0.79

Table 4. The class-weighted model’s focus during its 2 misclassifications. The first misclassification is the model predicting Normal
instead of DME. The first deviation column represents how many standard deviations the values in the first column are from the mean
when correctly classifying Normal scans. The second misclassification is the model predicting CNV instead of Drusen. The second
deviation column represents how many standard deviations the values in the third column are from the mean when correctly classifying
CNV scans

Layer CNV DME Drusen Normal

ILM 6.63% 5.62% 7.44% 6.72%
NFL-IPL 16.60% 12.63% 15.02% 14.70%

INL 12.54% 7.83% 7.91% 8.08%
OPL 12.35% 8.89% 10.35% 10.17%

ONL-ISM 33.26% 42.72% 36.35% 36.65%
ISE 9.49% 12.18% 12.76% 13.33%

OS-RPE 9.14% 10.13% 10.17% 10.35%

Table 5. The non class-weighted model’s mean focus on each of the
retinal layers when making correct classifications. Each column
provides a breakdown of the model’s focus for correct classifica-
tions of each disease.

OS-RPE. DME has the highest Fi for ONL-ISM. Drusen
has the highest Fi for ILM and NFL-IPL. Normal has the
highest Fi for ISE.

Table 5 shows the Fi (Equation (7)) values for the non
class-weighted model. Similar to the class-weighted model,
ONL-ISM and NFL-IPL are the most significant layers.
However, the non class-weighted model generally places
more significance on ONL-ISM and less on NFL-IPL. CNV
has the highest Fi for NFL-IPL, INL, and OPL. DME has
the highest Fi for ONL-ISM. Drusen has the highest Fi

for ILM. Normal has the highest Fi for ISE and OS-RPE.
In both the class-weighted and non class-weighted models,
CNV has the highest Fi for INL and OPL. Also in both
models, DME has the highest Fi for ONL-ISM. Finally,
Drusen has the highest Fi for INL and Normal has the
highest Fi for ISE in both models. The tables show that the
models learn similar features to classify each disease. The
significant layers for each disease remain constant between
the class-weighted and the non class-weighted model.

Figure 8 and Table 4 explain the class-weighted model’s in-
correct classifications. The GradCAM overlayed heatmaps
show the model has no specific area of focus. The model’s
focus is nearly evenly distributed across the entire OCT

Figure 8. The two misclassifications from the class-weighted
model. The left column contains OCT scans. The middle col-
umn overlays GradCAM heatmaps on the scans, and the right
column overlays GradCAM heatmaps on segmented scans. The
first row is a DME scan which the model predicted Normal. The
second row is a Drusen scan which the model predicted CNV.

scan. The Deviations from the second column of Table 4
show the ILM, INL, ISE, and OS-RPE were significantly
off from the mean Fi for correct Normal classifications. The
other set of deviations appear to be much closer. This is due
to the correct CNV classifications generally having higher
variance in their Fi. Earlier in Figure 7, the segmented CNV
scan was the least accurate. The lack of accuracy in CNV
scan segmentation leads to the high variability in Fi scores.

6. Conclusion
In this work, we presented an accurate EfficientNet B2
model for classifying OCT scans. We utilized GradCAM
and the ReLayNet segmentation network to increase the
interpretability of our model. Our class-weighted model
performs at an accuracy of 99.79% while our GradCAM
heatmaps demonstrate the important areas of the OCT
scans our model utilized. After we combined the heatmaps
with the segmented OCT scans, we discovered the patterns
learned by the model when making correct scans. When
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comparing the model’s focus on incorrect scans, we some-
times noticed potential reasoning as to why the model mis-
classified a scan. This new level of interpretability in our
model brings Deep Learning one step closer to real clinical
application. In addition to an accurate diagnosis, patients
deserve qualitative information as to why the model made
such diagnosis. Future work would involve training and
evaluating a similar classification model on a more diverse
data set. As mentioned in the introduction, Deep Learning
has significant potential in diagnosing more retinal condi-
tions. For better qualitative results, the accuracy of the
segmentation model could be improved. Future work could
train the model on a data set with more diseases or utilize
newer segmentation algorithms such as the segmentation
transformer presented by Zheng et al (Zheng et al., 2020).

7. Acknowledgement
This research was conducted as part of the 2021 Summer
STEM Institute. We greatly thank the Institute for providing
the equipment and funding that made this research possible.

References
Age-related macular degeneration: Facts & figures, Jan

2020.

Agarwal, V. Complete architectural details of all efficientnet
models, May 2020.

Bradski, G. The OpenCV Library. Dr. Dobb’s Journal of
Software Tools, 2000.

Chollet, F. et al. Keras. https://keras.io, 2015.

De Fauw, J., Ledsam, J. R., Romera-Paredes, B., Nikolov,
S., Tomasev, N., Blackwell, S., Askham, H., Glorot, X.,
O’Donoghue, B., Visentin, D., and et al. Clinically appli-
cable deep learning for diagnosis and referral in retinal
disease, Aug 2018.

Deng, J., Dong, W., Socher, R., Li, L.-J., Li, K., and Fei-Fei,
L. Imagenet: A large-scale hierarchical image database.
In 2009 IEEE conference on computer vision and pattern
recognition, pp. 248–255. Ieee, 2009.

Elfwing, S., Uchibe, E., and Doya, K. Sigmoid-weighted
linear units for neural network function approximation
in reinforcement learning. Neural Networks, 107:3–11,
2018. doi: 10.1016/j.neunet.2017.12.012.

Foot, B. and MacEwen, C. Surveillance of sight loss due
to delay in ophthalmic treatment or review: frequency,
cause and outcome. Eye (Lond), 31(5):771–775, May
2017.

Fujimoto, J. and Swanson, E. The Development, Commer-
cialization, and Impact of Optical Coherence Tomogra-
phy. Invest Ophthalmol Vis Sci, 57(9):OCT1–OCT13, 07
2016.

Fujimoto, J. G., Pitris, C., Boppart, S. A., and Brezinski,
M. E. Optical coherence tomography: an emerging tech-
nology for biomedical imaging and optical biopsy. Neo-
plasia, 2(1-2):9–25, 2000.

Gopinath, K., Rangrej, S. B., and Sivaswamy, J. A deep
learning framework for segmentation of retinal layers
from OCT images. CoRR, abs/1806.08859, 2018.

He, K., Zhang, X., Ren, S., and Sun, J. Deep residual
learning for image recognition. CoRR, abs/1512.03385,
2015.

Hwang, D. K., Hsu, C. C., Chang, K. J., Chao, D., Sun,
C. H., Jheng, Y. C., Yarmishyn, A. A., Wu, J. C., Tsai,
C. Y., Wang, M. L., Peng, C. H., Chien, K. H., Kao,
C. L., Lin, T. C., Woung, L. C., Chen, S. J., and Chiou,
S. H. Artificial intelligence-based decision-making for
age-related macular degeneration. Theranostics, 9(1):
232–245, 2019.

Kermany, D. S., Goldbaum, M., Cai, W., Valentim, C. C.,
Liang, H., Baxter, S. L., McKeown, A., Yang, G., Wu, X.,
Yan, F., et al. Identifying medical diagnoses and treatable
diseases by image-based deep learning. Cell, 172(5):
1122–1131, 2018.

Kingma, D. P. and Ba, J. Adam: A method for stochastic
optimization. CoRR, abs/1412.6980, 2015.

Krizhevsky, A., Sutskever, I., and Hinton, G. E. Imagenet
classification with deep convolutional neural networks. In
Pereira, F., Burges, C. J. C., Bottou, L., and Weinberger,
K. Q. (eds.), Advances in Neural Information Process-
ing Systems 25, pp. 1097–1105. Curran Associates, Inc.,
2012.

Kugelman, J., Alonso-Caneiro, D., Read, S. A., Hamwood,
J., Vincent, S. J., Chen, F. K., and Collins, M. J. Au-
tomatic choroidal segmentation in OCT images using
supervised deep learning methods. Sci Rep, 9(1):13298,
09 2019.

Li, F., Chen, H., Liu, Z., Zhang, X. D., Jiang, M. S., Wu,
Z. Z., and Zhou, K. Q. Deep learning-based automated de-
tection of retinal diseases using optical coherence tomog-
raphy images. Biomed Opt Express, 10(12):6204–6226,
Dec 2019.

Lu, W., Tong, Y., Yu, Y., Xing, Y., Chen, C., and Shen,
Y. Deep Learning-Based Automated Classification of
Multi-Categorical Abnormalities From Optical Coher-
ence Tomography Images. Translational Vision Science



Interpretable Automated Diagnosis of Retinal Disease Using Deep OCT Analysis

& Technology, 7(6):41–41, 12 2018a. ISSN 2164-2591.
doi: 10.1167/tvst.7.6.41.

Lu, W., Tong, Y., Yu, Y., Xing, Y., Chen, C., and Shen,
Y. Deep Learning-Based Automated Classification of
Multi-Categorical Abnormalities From Optical Coher-
ence Tomography Images. Translational Vision Science
& Technology, 7(6):41–41, 12 2018b. ISSN 2164-2591.
doi: 10.1167/tvst.7.6.41.

Nagasato, D., Tabuchi, H., Masumoto, H., Enno, H., Ishi-
tobi, N., Kameoka, M., Niki, M., and Mitamura, Y. Auto-
mated detection of a nonperfusion area caused by retinal
vein occlusion in optical coherence tomography angiog-
raphy images using deep learning. PLoS One, 14(11):
e0223965, 2019.

Paszke, A., Gross, S., Massa, F., Lerer, A., Bradbury, J.,
Chanan, G., Killeen, T., Lin, Z., Gimelshein, N., Antiga,
L., Desmaison, A., Kopf, A., Yang, E., DeVito, Z., Rai-
son, M., Tejani, A., Chilamkurthy, S., Steiner, B., Fang,
L., Bai, J., and Chintala, S. Pytorch: An imperative
style, high-performance deep learning library. In Wal-
lach, H., Larochelle, H., Beygelzimer, A., d'Alché-Buc,
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