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Abstract
Despite the rapid increase in computer proces-
sor speed, Computational Fluid Dynamics (CFD)
analysis on complicated geometries remain inac-
cessible and may only be solved at supercomputer
centers, expending hundreds of hours and astro-
nomical cost while potentially yielding inefficient
results. To address the issue, we propose a com-
putationally inexpensive machine learning (ML)
model that combines the core concepts of CFD
and generative design, to conduct optimization
for airfoils and vortex generators (VG). Utilizing
existing datasets from Baldacchino et al, XFLR5
simulation tool, and Python ML libraries, we cre-
ated a model with an augmented reference dataset
to guide both the search algorithms and the aug-
mentation model to find and select optimal config-
urations, augment additional clusters of iterations
surrounding some optimal designs, and further
search for the most efficient airfoil and VG com-
bination. After tuning the hyperparameters, the
final data augmentation model may conduct batch
analysis at the average speed of 5.57e-3 ms per
row, with a mean squared error (MSE) of 0.0078.
It was also able to accurately predict unseen data,
with MSE values ranging between 0.01 to 5.00e-5.
Depending on the breadth of the constraints, the
final model was able to output n optimal designs
within 50-80 seconds, significantly faster than
CFD or other generative design models. However,
the focus on cost reduction and usability hinders
the flexibility of this program, reducing its poten-
tial usages. This algorithm is a step forward to the
creation and prevalence of cost-efficient topology
optimization models.

∗Research project conducted during the 2021 Summer STEM In-
stitute. The Summer STEM Institute (SSI) is a six-week virtual
summer program where high school students learn how to de-
sign and conduct data science and other computational research
projects. To view other SSI distinguished projects, please visit
www.summersteminstitute.org.

0 Glossary
Airfoil - a cross-sectional shape or a body that reacts in
accordance with the lift theorem and may generate a signifi-
cant amount of lift. Airfoils are often considered as one of
the simplest aerodynamic shapes, commonly used in many
industries, as wings, sails, turbines, rotors, etc.

Figure 1. Airfoil geometry variables used in this experiment.

Camber - the measure of asymmetry or curvature of the
airfoil. This is often recorded at its maximum point.

Camber Position - the distance between the point that has
the greatest camber and the leading edge.

Thickness - the distance between the upper surface and the
lower surface of the airfoil. This is often recorded at its
maximum point.

Thickness Position - the distance between the point that has
the greatest thickness and the leading edge.

Camber, camber position, thickness, and thickness position
are measured in percentage in reference to the length of the
chord line of the airfoil.

Vortex Generator (VG) - a boundary flow regulator that
transforms laminar flow into vortices which may better fol-
low the contours of aerodynamic bodies to improve the
turbulence by better controlling separation flow, reducing
the magnitude of the Coanda effect, and thus reducing drag.

www.summersteminstitute.org
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Coanda Effect - the tendency of a fluid to stay attached to a
convex surface. At high angle of attack, this effect is much
weaker, thus leading to separation flow, creating turbulent
wake.

Figure 2. VG geometry variables used in this experiment.

VG Chord Position - A reference line normal to the leading
edge of the airfoil is extended until it reaches the leading
edge of the VG. The length of this line represents the chord
position of the VG, measured in percentage in reference to
the length of the airfoil.

VG Height - A reference line collinear to the leading edge
of the VG is extended until it reaches the upper edge of the
VG. The length of this line represents the height of the VG,
measured in millimeters.

VG Length - A linear reference line starting from the lead-
ing edge of the VG is extended until it reaches the trailing
edge of the VG. The length of this line represents the length
of the VG, measured in millimeters.

VG Interior Distance - VGs are often used in pairs. The
distance between the leading edge of a pair of VG is its
interior distance, measured in millimeters.

VG Exterior Distance - VGs are often used in pairs. The
distance between the centerline of two distinct pairs of VGs
is their exterior distance, measured in millimeters.

0.1 Notations

Aerodynamic Notations

α - angle of attack of the airfoil

β - angle of attack of the VG

cl - coefficient of lift

cd - coefficient of drag

cl/cd - lift to drag ratio

Variables in dataset

vg = VG

boundary_l = Boundary Layer

g_chord_pos = VG Chord Position

vg_l = VG Length

vg_h = VG Height

vg_d_int = VG Interior Distance

vg_d_ext = VG Exterior Distance

vg_beta = VG Angle of Attack

camber = Camber

camber_pos = Camber Position

thickness = Thickness

thicknes_pos = Thickness Position

alpha = Airfoil Angle of attack

Scientific Notations Example

10000 = 1.00e4

Other Notations 2D = two-dimensional 3D =
three-dimensional

1 Introduction

1.1 Background Information

In recent years, the rapid advancement of Computational
Fluid Dynamics (CFD) has had a staggering impact on
many industries and engineering disciplines. After years of
research and development , CFD is maturing into a versatile,
pervasive tool that can accurately simulate the behavior of
fluid flow (Norton & Sun, 2006). However, despite the
substantial improvement made in processor performance,
iterative CFD is computationally expensive and relatively
inaccessible.

Due to the complexity of the governing equations, the high
dimensionality of the design space, and the high time reso-
lution needed to evaluate turbulence means it may require
hundreds of core hours to simulate the performance of one
geometry iteration (Jeon & Kim, 2021; Chen et al., 2019).
High computational cost CFD problems typically are solved
at national supercomputer centers or similar facilities that
have limited access for academia and organizations outside
of the government (Hauser et al., 2000). Due to the lack
of access, engineers must make decisions with very little
data or insights, potentially resulting in inefficient end prod-
ucts. Aerodynamic inefficiency can cause various deficits,
such as increasing energy consumption or decreasing fuel
economy, stability, and structural integrity. In a world that
is rapidly progressing towards sustainability development,
aerodynamic-driven topology optimization is a prominent
field that may potentially elongate the lifespan of engineered
systems by decreasing energy or fuel consumption.
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Airfoils have many parameters that can be altered for in-
creased efficiency. Fully simulating the behavior of airfoils
in 3D may require high performance hardware and costly
simulations. Conducting large quantities of these simula-
tions may be unaffordable for most organizations outside of
large corporations, high-level academia, or governments.

Machine learning (ML) is a relatively new concept which
utilizes the basics of computational logic to extract insight
from datasets and predict values. Using ML, computers can
generate insight on a baseline dataset and augment large
sums of data. Most common techniques of data augmen-
tation involve using regressors, classifiers, or clustering to
generate insights and predictions. In comparison to CFD,
when producing data of similar quantity and quality, the
computational cost of data generation using augmentation
techniques is significantly lower (Hauser et al., 2000).

When optimizing, engineers often take one of the following
approaches: trial and error, grid search, or random search.
For aerodynamicists, due to the cost of CFD, grid and ran-
dom search are mostly unfeasible. Often, engineers only
have the resources to simulate for a few potential solutions.
As industries continue to conduct optimization research, a
new concept called generative design has emerged. Genera-
tive design will use its backend dataset to generate insights,
use user input to constrain its outputs and produce a few op-
timized potential design solutions. Generative Adversarial
Networks (GANs), complex neural network systems that
can produce outputs with high dimensionality and accuracy,
are often used in generative design models (Chen et al.,
2019).

1.2 Literature Review

In the past, many researchers have investigated the drag
reduction effects of vortex generators (VG) on airfoils. Bal-
dacchino et al discussed both the positive and negative ef-
fects of VG installation on thick airfoils in wind turbine
applications, suggesting that VGs may delay dynamic stall.
This will allow the airfoil to have a higher angle of attack,
which may supply a higher peak lift, without experiencing
an eminent increase in drag (Baldacchino et al., 2018). De
Tavernier et al further corroborated with this claim by dis-
cussing how optimized VG configurations on airfoils may
suppress dynamic stall in laminar airflow and maintain sta-
bility in turbulent airflow, although they may suffer from a
drastic decrease in performance once a threshold is reached
(De Tavernier et al., 2021). Forster and White also made
investigations on installations of VGs in heavily cambered
airfoils in similar conditions. Their findings revealed that
heavily cambered airfoils are affected by VGs similarly to
its thicker, less cambered counterparts (Forster & White,
2014). This provides evidence that VGs may enhance airfoil
performance under certain conditions.

In addition to drag reduction and optimization research on
airfoils, researchers have also scrutinized the possibility
of implementing ML to either reduce the computational
costs or increase the accuracy of CFD. In 2000, Hauser et
al investigated and developed a cluster model called the
Kentucky Linux Athlon Testbed 2 (KLAT2) to lower the
computational cost of direct numerical simulation of the
Navier-Stokes equations (DNS), which is a commonly used
CFD technique. They implemented this cluster model and
achieved a much lower cost per million floating-points op-
erations per second (MFLOPS). With single precision, the
cost of simulation with I/O is 1.96 per MFLOPS; with dou-
ble precision, the cost of simulation is 2.85 per MFLOPS
(Hauser et al., 2000). In 2020, Zhao et al studies the pos-
sibility of using ML to increase the predictive accuracy of
Reynolds-averaged Navier Stokes (RANS). They used gene
expression programming (GEP), an evolution algorithm to
actively train and improve the RANS model of visualization
(Zhao et al., 2020). Jeon and Kim recently investigated the
potential of implementing a finite volume method network
(FVMN) to reduce the computational cost of CFD. Finite
volume method (FVM), commonly used as in the founda-
tional architecture of CFD software, is transitioned into a
deep neural network and tuned to conduct similar tasks of
traditional CFD. They found that FVMN with optimized
hyperparameters performed significantly better than general
networks, achieved a higher efficiency in multi-step pre-
dictions without compromising accuracy, and can perform
various simulations more cost-effectively than traditional
CFD yet with room for improvement (Jeon & Kim, 2021).

In recent years, the rapid advancement of computational
technology and the emergence of new design concepts
prompted many researchers to study the implementation
of generative ML models in aerodynamic-driven topology
optimization. Chen et al investigated the implementation
of ML techniques including GANs to synthesize optimized
airfoils and decrease the computational cost of obtaining an
optimal design (Chen et al., 2019). Gunpinar et al explored
the possibility of utilizing GAN architecture to predict the
cd of sedans from its silhouette where they achieved a rela-
tively high accuracy with much lower computational cost
and processing time than simulating it via traditional CFD
(Gunpinar et al., 2019). Bhatnagar et al attempted to con-
struct a convolutional neural network (CNN) to predict the
pressure and velocity of an unseen object given its pixelated
cross-sectional geometry where they achieved higher effi-
ciency, shorter simulation time than the RANS solver with
great accuracy (Bhatnagar et al., 2019).

1.3 Purpose and Proposed Solution

Topology optimization of airfoils and using ML to increase
the performance of CFD are two very well-researched fields.
However, there yet to be a bridge between them. CFD,
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generative design, and optimization software remain mostly
separated while industries have developed very few products
featuring merged functions from the aforementioned tools.

Each of these programs require meticulous geometry prepa-
ration procedures that are largely similar and each expends
an immense amount of computational power. To reduce the
computational cost, we propose a generative design model
that utilizes existing data, data augmentation, clustering,
and search algorithms to output optimized design options.
Existing available datasets will be the initial input, branch-
ing into two tangent algorithms. Using the input dataset, we
propose to train and optimize a data augmentation model
to accurately generate additional insights. The real and
augmented data will be combined and fed into the search al-
gorithm to generate designs by creating clusters of potential
geometrical combinations around pre-selected optimized
configurations, augmenting their aerodynamic data, and find
the n most optimized designs.

2 Methodology
This project may be classified into four major steps: data
collection, data visualization, data augmentation, and final
model construction.

2.1 Data Collection

Data used in this research are either from previous literature
or computational simulations. An array of sixteen different
airfoils are selected from the NACA, Gottingen, and Eppler
airfoil series, forming a collection of airfoils that may nu-
merically represent the aerodynamic properties of high lift,
high speed, and general purpose airfoils. Airfoil geometries
are exported from the Technical University of Delft Airfoil
Coordinate Database, converted to comma separated values
(CSV) files, and imported into XFLR5 for analysis. Note
these analyses are conducted on airfoils with clean boundary
conditions and without VG installations. Aerodynamic data
will be exported and stored in a CSV file.

2.2 Materials

In addition to the collected data, the dataset from Bal-
dacchino et al was used as part of the baseline dataset. Dur-
ing both data collection and data augmentation, XFLR5
was used to simulate aerodynamic data of airfoils. XFLR5
utilizes the lifting-line theory to simulate the aerodynamic
properties of 2D cross-sectional shapes. Please refer to (von
Kármán & Tsien, 1945) for further explanations. We also
adopted many Python libraries such as Numpy and Pandas
to manipulate data. During data augmentation, SciKit Learn
Python libraries were used due to the ease of accessibility
and the low cost of their prebuilt decision tree algorithms.

2.3 Data Visualization

Both the collected data and the dataset from Baldacchino
et al are combined, reformatted, and recompiled into the
input dataset. To gain further insight into the dataset, we
visualized portions of the data.

2.4 Data Augmentation

Through visualization, we recognized the non-linearity in
the data. The exact correlation between α to cl, cd, and
cl/cd are hard to identify, although they show semblance to
transformed high degree polynomial correlations. Therefore,
multiple linear regression or transformed regression may be
unsuitable. We initially built and optimized a multilayer per-
ceptron regression model. After extensive tuning and testing,
the model was unable to accurately or consistently predict
data with both original and normalized datasets. Therefore,
due to its superior accuracy and low computational cost, Ex-
traTrees was chosen over the multilayer perceptron model
(please refer to results for further justification).

During the data augmentation process, the baseline dataset
is scrambled and split into two portions. Roughly 80%
of the data became training data for the model, while the
remaining are retained for validation.

After training and validating the model, a mean squared
error (MSE) value will be calculated for accuracy evaluation.
Once this value is minimized, a dataset consisting of an
array of augmented geometric configurations of the sixteen
selected airfoils will be input into the model, predicting for
its aerodynamic data. In the end, these data will be exported
into a CSV file, recombined with data from Baldacchino et
al and XFLR5 simulations, and stored for further analysis.

2.5 Final Model

Search algorithms can easily be established by data manip-
ulation, with low computational costs. However, its limita-
tions include its lack of flexibility and its vulnerability to
being hindered by inconclusiveness from baseline datasets.
Therefore, to expand the scope of the search algorithm and
improve its ability to locate optimized configurations, we
propose to create a clustering mechanism that may augment
for more optimal solutions using the data augmentation
model.

The model initializes with the input dataset, and simultane-
ously branches into two distinct tangent algorithms. The
first focuses on creating and tuning the data augmentation
model by repeating the steps outlined in section 2.4, the
second focuses on producing the final outcome utilizing the
aforementioned search algorithm and clustering mechanism.

The search algorithm utilizes the basic framework of data
manipulation and boolean conditions to reconstruct the user
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Figure 3. A rough outline of the proposed solution.

inputs into constraints for filtering and sorting for the most
optimal geometrical configurations. Then, it feeds the op-
timized designs into the clustering mechanism where it ar-
tificially generates a matrix of geometrical configurations
that are similar to the optimized design. The matrix will be
feed into the augmentation model and the search algorithm
as input to further predict and filter for the best design.

An attempt was also made on creating a GAN model with
similar functionalities. However, unable to effectively adapt
the data to its frameworks, other traditional forms of ML
and computer algorithms were chosen over GAN. In ad-
dition, to obtain accurate results, the GAN may need to
proceed through hundreds of epochs, requiring immense
computational power, which contradicts with the prompt of
this project. In contrast, although it is heavily influenced
by pre-stored data, search algorithms are cost-effective and
may obtain high-quality results within seconds. With the
aid of the clustering mechanism, the user may receive some
of the most optimal results within a few minutes and use the
conserved computational power to conduct further experi-
mentations via CFD.

3 Results and Evaluation

3.1 Data Collection and Visualization

We began visualization by creating polar plots with data
from Baldacchino et al in hope to gain an understanding in
the relationship between various polar properties. Figure 5
illustrates the relationship between cl/cd and alpha of the

DU-97 airfoil either with or without VGs installed at various
locations. Regardless of the geometric iterations, all plotted
relationships between cl/cd and alpha are nonlinear, some
even showing degrees of semblance to statistical distribu-
tions such as the F-distribution. This corroborates with our
hypothesis that multiple linear regression and transformed
linear regressions may not be accurate or feasible in this
case.

Another interesting finding is although the two most opti-
mal geometrical iteration both have a peak cl/cd of approx-
imately 90, the configuration with VGs reached this peak
value at a slightly larger angle of attack, corroborating with
the findings of both Forster et al and Baldacchino et al

Figure 6 uses the same geometrical iterations featured in Fig-
ure 5, illustrating the relationship between cl/cd. Without
VG, regardless of the boundary conditions, after reaching
the peak cl value, both airfoils suffered a dramatic drop in cl
and gradually restabilized. In contrast, many configurations
with VGs can reach their peak cl/cd value, plateau for a
few iterations, then suffer the same drop seen in configu-
rations without VGs. Combined with Figure 5, these plots
further corroborates with the findings of Baldacchino et al
and Forster et al, that VGs may mitigate the dynamic stall
on airfoils, allowing them to be installed at a higher angle
of attack without encountering a drastic increase in cd.

Figure 7 shows the relationship between cl/cd and alpha of
an array of drastically different airfoils. Unlike Figure 5 and
Figure 6, these data points are not from an existing dataset;
rather, they are simulated data from XFLR5. These simu-
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Datasets Count Mean σ
vg 900 0.675556 0.468427

boundary_l 900 0.675556 0.468427

Training

vg_chord_pos 900 0.468427 0.992616
vg_l 900 -0.015644 0.993989
vg_h 900 -0.014943 0.995100

vg_d_int 900 -0.014943 0.995100
vg_d_ext 900 -0.010991 0.996500
vg_beta 900 -0.000404 0.998505
camber 900 1.0 0.0

camber_pos 900 -1.0 0.0
thickness 900 -5.018298e+01 1.279688e-13

thinknes_pos 900 -5.018299e+01 1.777345e-13
alpha 900 -0.006341 1.012752
cl 900 -0.022016 1.011019
cd 900 0.004143 1.003234

cl/cd 900 -0.016836 1.003851

Validation

vg 276 0.942029 0.234113
boundary_l 276 0.670290 0.470962

vg_chord_pos 276 0.014530 1.025655
vg_h 276 0.048400 1.016141
vg_l 276 0.050742 1.019535

vg_d_int 276 0.048400 1.016141
vg_d_ext 276 0.035459 1.012357
vg_beta 276 0.010712 1.018696
camber 276 1.0 0.0

camber_pos 276 -1.0 0.0
thickness 276 -5.018298e+01 2.064317e-13

thinknes_pos 276 -5.018299e+01 1.566034e-13
alpha 276 0.023681 0.959967
cl 276 0.075821 0.963503
cd 276 -0.011700 0.991550

cl/cd 276 0.052754 0.987909

Table 1. Training and validation dataset summary.

lation data represent airfoils that do not have VGs installed
and are tested with a clean boundary layer. A trend seen in
this plot is that none of these airfoils reached the cl/cd value
achieved by the DU-97 airfoil at similar configurations. We
hypothesize that this has occurred because the DU-97 airfoil
is a high-lift, low-speed airfoil, while other airfoils featured
in this plot are either general purpose or high-speed, low-lift
airfoils. Within Figure 7, Gottingen 417a, a modified air-
foil reached the highest cl/cd, significantly higher than all
other airfoils, which may possibly be a result of its heavy
camber. In general, the trend exhibited by this plot is heav-
ily cambered or thick airfoils tend to reach a higher peak
cl/cd value, while simplistic or high speed airfoils are not
as efficient in generating lift.

3.2 Data Augmentation Performance

Figure 8 portrays the loss values of the multilayer percep-
tron data augmentation model. After optimizing the model,
both the loss value and the validation loss value were able to
decrease to approximately 0.04 and the MSE being 0.0348,
with some minor fluctuations between each run. However,
although the loss and MSE values were at an acceptable
level, the model was underfitting and producing unsatisfac-
tory results.

After extensive testing and tuning, the multilayer perceptron
model remains inadequate at accurately predicting the aero-
dynamic data of airfoils with different geometrical iterations.
Regardless of the baseline data, the model continues to pro-
duce either low-variance data (Figure 9) or significantly
underfitting data (Figure 10). We also noticed that the mul-
tilayer perceptron model was predicting data that shows
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Figure 4. Final model architecture.

Figure 5. Relationship between cl/cd and α of DU-97 airfoil.

Figure 6. Relationship between cl and cd of DU-97 airfoil.

Figure 7. Relationship between cl/cd and α of various airfoils.

Figure 8. Multilayer perceptron training and validation loss com-
parison.
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Figure 9. Multilayer perceptron sample accuracy plot.

striking semblance to the mirrored image of the original
dataset. However, after flipping the results, the prediction
was still inaccurate in comparison to most decision tree
models.

Figure 10 compares the performance of the five decision
tree models and the multilayer perceptron model that we
constructed for data augmentation. Other than having a
significantly higher MSE value, the multilayer perceptron
model plot (Figure 10) also graphically demonstrates its
inaccuracies. On the other hand, the ExtraTrees (Figure 10)
and Bagging (Figure 10) model outperformed all other mod-
els, with their MSE values being significantly smaller in
comparison to other contenders. Solely by visualization,
they also seem like the best performing models, accurately
predicting the validation data. Due to their similar MSE
values, we considered their runtimes to assess their com-
putational cost. In the end, ExtraTrees was chosen over
Bagging because it achieved optimal accuracy with only
30 n_estimators, much less than Bagging, resulting
in a much shorter runtime and lower computational cost
(Table 3).

3.3 Final Model Performance

To validate the results produced by the final prediction
model, XFLR5 polar analyses were performed on DAE-
51 and RAF-15 airfoils and an attempt on recreating these
simulated values using the data augmentation model was

made. After simulation and augmentation, their outcomes
were exported and plotted for comparison.

The model was able to accurately predict most of the values
precisely, although sometimes struggles for consistency. In
Figure 11, both for cl and cd, with only one or no exception,
the predicted value was able to follow the general trend
of the cl and cd values produced by XFLR5, with a very
small MSE value. To further corroborate the performance
claim, Figure 12 displays performance of similar caliber,
although slightly less consistent. For both plots of Fig-
ure 12, the XFLR5 was unable to predict the cl or cd value
when α = 9◦. In contrast, the augmentation model was
able to make a prediction that roughly followed the general
trend, demonstrating that it potentially may be more accu-
rate than CFD if a datapoint becomes unconverged after a
large sum of iterations. Both Figure 11 and Figure 12 shows
the capability and accuracy of the augmentation model when
handling unseen data.

3.4 Observation

Throughout this project, we yielded some interesting obser-
vations, especially when optimizing the hyperparameter and
when comparing the performance of models.
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Figure 10. Multilayer perceptron sample accuracy plot.

Figure 11. Validation plot with DAE-51 Airfoil.
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Model Name n_estimators min_sample_split bootstrap
RandomForest 50 2 True

ExtraTrees 30 2 False
Bagging 100 N/A True

AdaBoost 50 N/A N/A
DecisionTrees N/A 2 N/A

Table 2. A sample of hyperparameters of each decision tree model.

Figure 12. Validation plot with RAF-15 Airfoil.

Model Name Runtime (ms)

RandomForest 219
Multilayer Perceptron 4.00e4

ExtraTrees 113
Bagging 386

AdaBoost 72.2
DecisionTrees 48.8

Table 3. Runtime of models predicting 20287 rows of unseen data.

3.4.1 OPTIMIZATION OF HYPERPARAMETER AND
AUGMENTATION PERFORMANCE

A grid search was conducted to seek for the most optimal
hyperparameter combinations for each decision tree ML
model and a random search was conducted to find the best
configurations of the multilayer perceptron model.

After many iterations of optimization on the multilayer per-
ceptron model, it remains incapable of making accurate
predictions (Figure 15, Appendix A.3). We hypothesize that
this model requires a larger, denser, and more coherent train-
ing dataset to extract insight. The original dataset was the
merged product of the dataset from Baldacchino et al and
XFLR5 simulation results, consisting of 15 features and 3
labels that have very little to no correlations (Appendix A.4).
Therefore, only with the information of how VGs perform
on a single airfoil, it is possible that it cannot accurately pre-
dict its behavior because there is not enough data to extract
insight.

A potential solution in this case may be increasing hidden
layers and neurons to increase the network’s ability to learn
the correlation between variables. However, this process did
not result in the production of more accurate predictions,
only allowing the network to lower its training and valida-
tion loss, increasing the accuracy when predicting values
near the mean, and remain incapable to predict values that
are smaller than the mean or more than a single standard
deviation greater than the mean (Figure 9). This is often
categorized as an overfitting issue and it begins to occur as
soon as the product of the neurons of all the hidden layers
exceeds the number of datapoints in the dataset. In con-
trast, when the product of neurons in all the hidden layers
trails the number of datapoints, the model begins to underfit,
creating a strange mirrored image of the original data (Fig-
ure 10). After multiplying all predictions by a factor of -1,
the predictions showed some semblance of the original data,
although with a much larger loss, MSE, and computational
cost in comparison to any decision tree models.

We acknowledge that conducting random search when op-
timizing hyperparameters may not yield the same result as
conducting an effective grid search. However, after conduct-
ing hundreds of trials, the current network should be at an
optimal configuration. In addition, factoring in the runtime
and computational complexity of the multilayer perceptron
model, decision tree augmentation models are more superior
in this use case because it generates high-quality results at a
fraction of the computational cost (Table 3).

The grid searches also yielded interesting results. After
manually creating a matrix of potential solutions, the most
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Model Name Runtime (ms)
RandomForest 1.08e-2

Multilayer Perceptron 1.97
ExtraTrees 5.57e-3
Bagging 1.90e-2

AdaBoost 3.56e-3
DecisionTrees 2.41e-3

Table 4. Average runtime of each model for predicting a single
datapoint.

optimal hyperparameters of all decision trees models seem
to remain default, with n_estimator being the only out-
lier. Even without any hyperparameter tuning, the models
performed significantly better than the multilayer perceptron
model with runtimes ranging between 100 to 500 ms. After
optimization, the models are simplified and are shallower
than the original, yielding even shorter runtimes (Table 3).

The trend is potentially caused by the size of the dataset. The
default parameters of these models tend to be on the lower
end of the acceptable values, allowing great adaptation to
smaller datasets and creating a great degree of variability
for users with larger datasets. An interesting discovery is
that increasing the value of both min_samples_split
and min_samples_leaf decreases the accuracy of the
model, changing the max_depth and max_features
increases fluctuation in predictions (Figure 16, Ap-
pendix A.3), and other features have very little impact on
the accuracy of data augmentation, though it may impact
the total runtime of the program.

We acknowledge that like random searches, the grid
searches that we conducted on each augmentation model
are relatively small and are inconclusive. However, from the
trends produced from these searches, it can be concluded
that default hyperparameter values are most likely to pro-
duce the most accurate results in this specific use case.

3.4.2 COMPUTATIONAL COST COMPARISON BETWEEN
ML MODELS, CFD, AND WIND TUNNEL
TESTING

As shown in Section 3.3, this model can accurately predict
the polar performance of an airfoil without the installation
of VG or complicated boundary conditions. Unfortunately,
accuracy assessments on unseen data augmentation with VG
beyond validation data cannot be conducted without access
to CFD.

However, a potential assessment on its performance is the
time and cost of executing experiments using these models.
As you can see (Table 4), any of these ML models, includ-
ing the multilayer perceptron, may simulate thousands of
geometrical iterations within a single second, minimizing

the computational cost of prototype testing. We acknowl-
edge that the accuracy and flexibility of wind tunnel testing
and CFD are definitely superior. However, the runtime im-
provements in using ML regressors are also significant and
unignorable.

In comparison to 2D simulation software that utilizes either
the Kutta-Joukowski theorem or the lifting-line theory, at
similar accuracy caliber, this machine learning approach is
faster when generating batches of data, but slower when
conducting individual analysis, because singular analysis
cannot utilize the clustering mechanism to generate geome-
tries and the model must train itself every time before mak-
ing a prediction. However, the final model has three major
advantages against 2D airfoil simulation software.

First, the final model is not purely a CFD, but in consort
with a generative design algorithm. Therefore, its intent
is not conducting analysis on airfoils; rather, it focuses on
providing the user with some of the most optimized designs
to reduce their candidates for simulation, thus decreasing
the total simulation time and computational cost.

Another advantage of this program is that it also includes the
factor of VG, which is a 3D feature. Most airfoil simulators
are only capable of conducting 2D simulations, without any
variability for airfoil accessories. Therefore, this model
offers more flexibility and a broader scope than traditional
airfoil simulators.

In addition, this program will not encounter unconvergence
issues. Although it lacks accuracy when predicting for un-
converged datapoints (Figure 12), it can follow the general
trend of most of its predictions, rather than resulting in large
fluctuations in data.

However, in comparison to CFD and wind tunnel testing,
the only advantage that this algorithm yields is the simula-
tion time. Due to the lack of accessibility, we are unable
to quantitatively compare the runtime and computational of
simulating similar geometries with other methods. However,
when qualitatively comparing the method of topologically
optimizing airfoils and VG configurations using various
techniques, it is clear that this model is significantly faster
and cheaper. Unlike CFD and wind tunnel testing, this
model is intuitive, requires no initial setup or analysis defi-
nition, and may be modified from the source code to adjust
usability. Complicated geometry preparations that CFD
relies on are not necessary for this program, thus increas-
ing the usability and reducing the time required to conduct
simulations. Unlike most 3D CFD and wind tunnel test-
ing, this program can also conduct batch analysis to produce
optimized designs, increasing the efficiency of optimization.

The model’s main advantage, usability and simplicity, is
also its major pitfall. Although CFD and wind tunnel test-
ing require extensive geometry preparation or fabrication,
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external condition definition, and longer solve time, these
inputs will all be simulated, producing outputs with higher
dimensionality at an astonishing accuracy, unmatchable by
this algorithm. Therefore, we acknowledge that the accu-
racy and efficacy of this program cannot be compared with
traditional testing methods.

3.5 Significance and Broader Context

Overall, this project yields a functional generative design
model that may generate and evaluate polar performance of
an airfoil and VG combination to find the most optimal de-
sign option. Depending on the breadth of the constraints, it
was able to output optimal designs between 50 to 80 seconds
of runtime, including artificially creating clusters of inputs
and outputs. This is significant because it is exponentially
faster than any traditional method and many generative de-
sign models. Although this model may not be as accurate,
it shows the potential of ML applications in the field and
numerically assessed the cost reduction impact of such ap-
plications. It also warrants further research to compare the
performance of various ML techniques in this field, create
a stepping stone for additional development on the current
model and explorations for other more radical approaches.

4 Conclusion
In this project, we created a model that functions as a hybrid
of CFD simulation and generative design programs in hope
to reduce the computational cost of topology optimization.
After tuning the hyperparameters, the final data augmenta-
tion model may conduct batch analysis on thousands of rows
of data at the average speed of 5.57e-3 ms per row, with
a mean squared error (MSE) of 0.0078. After expanding
the baseline dataset through augmentation, it also gained
the ability to accurately predict unseen data, with MSE val-
ues ranging between 0.01 to 5.00e-5. Depending on the
breadth of the constraints, the final model was able to output
n optimal designs within 50-80 seconds, significantly faster
than CFD or other generative design models. Although we
are unable to assess if the output from the final model is
truly the most optimal under the constraints, other accu-
racy assessments suggest that this is most likely to be the
case, although adding additional baseline data and further
optimizing the hyperparameters may yield superior results.

5 Limitation and Future Work
We acknowledge there are many limitations to this program.
Despite extensive hyperparameter optimization, the initial
baseline dataset was insufficient for making predictions at a
similar accuracy caliber of CFD. This also ties together with
the lack of resources, mainly model diversity in datasets,
hindering the accuracy and validity of the data augmentation

model. Our lack of access to CFD also disallows us from
further verifying the prediction accuracy with rough bound-
ary conditions and VG installations, resulting in a lack of
quantitative affirmation of accuracy and credibility.

In the future, further studies on accuracy improvements of
the current model, source code organization, and imple-
mentation of other machine learning techniques may be
extremely helpful in increasing the prevalence of similar
models.

To increase accuracy, it may be best to use CFD to establish
the accuracy of the data augmentation model when predict-
ing unseen data with VGs or if it warrants further tuning. In
addition, adding other existing datasets to the model may
increase the scope and accuracy of the augmentation model.
Also, using other augmentation models to fill in the sparse
spaces within the current dataset may allow it to make better
predictions when working with dense, unseen data.

Although the computational cost of this program is already
quite low, the efficiency of this program will benefit from
using higher level libraries and further organization of code.
This also ties into further studies on similar topics using
techniques such as GAN, dimensionality reduction (DR),
etc. A potential direction for further research is to compare
the performance of the current algorithm with other models
that implement distinct ML techniques, to find the most
accurate yet computationally cost-effective program.
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A Appendix

A.1 Summary of the Original and Augmented Datasets

Figure 13. Summary of the Original Dataset

Figure 14. Summary of the Augmented Dataset
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A.2 Summary of Airfoils Featured in this Project

The following airfoils are featured in this project:

DAE-51, DU-97, Eppler-49, Eppler-58, Eppler-201, Eppler-1098, Eppler-678, Eppler-857, Gottingen-12k, Gottingen-15k,
Gottingen-118, Gottingen-234, Gottingen-417a, NACA-0010, NACA-16006, NACA-2415, NACA-4424, NACA-65210,
RAF-15x

Please refer to the following repository to access the airfoil coordinates:

https://github.com/GraceYuMeadowridge/SSI_Project_Airfoils_Database.git

A.3 Problematic Prediction Samples

Figure 15. Demonstration of identical predictions from unoptimized augmentation models.
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Figure 16. Demonstration of fluctuation in predictions of unoptimized augmentation models.

Figure 17. Adapted from ??, comparison between original data and flipped prediction data.
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A.4 Correlation Matrix of Relationships Between Variables

Figure 18. Correlation Matrix of Relationships Between Variables.


