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Abstract

As the world rapidly approaches temperatures of
1.5 degrees Celsius above pre-industrial levels,
yields of the most important global crops are pro-
jected to decline significantly. Weather volatility,
worsening air quality, and the COVID-19 pan-
demic have all contributed to increased stress on
global food systems and food availability. Early
warning systems for food crises would aid in food
supply management and distribution. However,
data shortages in the most food insecure nations
remain a significant obstacle to implementing
these solutions in practice. In order to bridge
this data gap, we propose an open-sourced, glob-
ally applicable system using Sentinel-2 satellite
imaging for crop monitoring and yield prediction.
The first phase of this system involves classify-
ing common staple crops using time-series im-
ages collected from five geographies in the United
States, and establishing a Supplementary Data
Layer with atmospheric metrics for eventual yield
prediction. We achieve initial weighted F1-scores
of 0.74 on all features and 0.71 on selected fea-
tures, which is comparable to crop-classification
ensemble methods. Through cross validation, we
find an 0.942 average weighted F1-score across
four of the five tested geographies, suggesting
that additional time-series data as well as data
from additional locations would serve to improve
the classification model’s overall performance.
Future studies can build on our results by incor-
porating additional open-sourced data to the Sup-
plementary Data Layer and implementing and
visualizing yield predictions.

∗Research project conducted during the 2021 Summer STEM In-
stitute. The Summer STEM Institute (SSI) is a six-week virtual
summer program where high school students learn how to de-
sign and conduct data science and other computational research
projects. To view other SSI distinguished projects, please visit
www.summersteminstitute.org.

1. Introduction
In 2019, approximately 821 million people globally were
undernourished (Mbow et al., 2019), and from 2019 to 2020,
the number of people suffering from acute food insecurity
rose from 135 million to 155 million (grf, 2021). Accel-
erated global warming, weather volatility, worsening air
quality, and the COVID-19 pandemic have all contributed
to the increasing stress on global food systems.

The four key pillars of global food security as defined by the
United Nations’ Food and Agriculture Organization (FAO)
are food availability, access, utilization, and stability.1 Our
work focuses on developing a highly practical and applica-
ble system to monitor domestic food availability, especially
as climate impacts worsen. In much of the world, availabil-
ity hinges on four key staple crops: corn, rice, soybeans, and
wheat. These essential staple crops account for 60 percent
of calories produced globally. However, their yields are
projected to decline significantly even if global warming is
limited to 1.5 degrees Celsius above pre-industrial levels
(Wang et al., 2020b). Estimates from November 2020 fore-
cast significant global yield decreases (Wang et al., 2020b)
(Table 1):

Crop Type
Projected Absolute

Yield Decrease Confidence
Corn 7.1% 95%
Rice 5.6% 95%

Soybean 10.6% 95%
Wheat 2.9% 89%

Table 1. Projected Absolute Crop Yield Decreases. The 2020
study was conducted on 48 sites for a more accurate global picture
than previous work. The overall results above show that soybean
yields will decrease the most due to rising global temperatures, as
well as a high probability of each yield decrease.

In order to meet the United Nations’ first Sustainable Devel-
1Availability Definition: The availability of sufficient quan-

tities of food of appropriate quality, supplied through domestic
production or imports (including food aid). Definitions for Access,
Utilization, and Stability can be found in the FAO’s 2006 Policy
Brief (FAO, 2006).

www.summersteminstitute.org
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opment Goal to eliminate hunger by 2030, robust systems
for monitoring and forecasting these yields are essential
and will serve as the basis for a sustainable future for the
growing global population. We seek to generate accurate
predictions for corn, rice, soybean, and wheat yields that
would enable local officials to prepare for food shortages
and ensure adequate food security by adjusting production
levels accordingly and effectively distributing existing sup-
ply (Mbow et al., 2019).

One of the persistent challenges to this end is the lack of
available and accessible crop yield data in the most food in-
secure nations (dat, 2021). In response to the FAO’s call for
expert insights in an official report, numerous experts state
that remote sensing and satellite technology has immense
potential in monitoring crop health and predicting yields
(fao). Satellite imagery can capture global land use and crop
growth, as well as monitor weather and air quality patterns,
allowing insights into food security in nations that do not
have the infrastructure to regularly collect reference-grade
data. Images from the Copernicus European Space Agency’s
Sentinel-2 are some of the most widely used high-resolution
multi-spectral satellite images, and various analyses have
concluded comparable or even greater precision and appli-
cability to case studies in various regions than other satellite
missions including NASA’s Landsat 8 (Forkuor et al., 2018;
Fan et al., 2021; Chakhar et al., 2020).

Although existing approaches have generated yield predic-
tions and related food security insights in areas of high need,
much of the data used in these approaches is restricted to
particular localities (Lentz et al., 2019; Schwalbert et al.,
2020b). As a result, it is unclear how effectively these
approaches would translate to a variety of food insecure
nations as well as adapt to function under conditions of
extreme weather variability. Several approaches have also
incorporated satellite imagery, but have not presented a
translatable end-to-end pipeline for crop yield predictions.

We propose a novel, open-sourced, and globally applicable
system for crop monitoring and yield prediction. The first
phase of this system involves classifying common staple
crops using Sentinel-2 data, for which we present a trans-
parent and cross-validated approach. We also incorporate
a supplementary data layer of high-resolution temperature,
precipitation, and concentrations of NO2, SO2, and O3 for
eventual prediction of crop yields. The system can directly
help monitor crop growth and generate insights into food
production trends in the United States. Most importantly,
our system relies entirely on global, open-sourced data, mak-
ing it translatable and applicable to predicting yields and
food availability in the most food insecure nations.

2. Literature Review
2.1 Remote Sensing and Satellite Imaging Applied to
Agriculture

Existing studies have leveraged various types of remotely-
sensed image datasets to monitor crops in real-time, forecast
and map crop yields, and measure yield variability. These
include airborne imaging data, lower-resolution satellite
imagery, and high-resolution multi-spectral imagery (Yang
et al., 2013). For instance, Yang and Anderson generated
sorghum yield maps and monitored yield variability using
airborne video footage (Yang & Anderson, 2000), and Setiy-
ono, et al. used Synthetic Aperture Radar data to forecast
rice yields (Setiyono et al., 2014).

More recently, high-resolution multi-spectral satellite im-
agery in particular has been further investigated for a va-
riety of agriculture-related applications, including scene
classification (Raiyani et al., 2021), determining land usage
(Raiyani et al., 2021; Chairet et al., 2019; Delalay et al.,
2019; de Oliveira Santos et al., 2019), and tree type clas-
sification (Axelsson et al., 2021). Existing studies have
also calculated crop health monitoring indices such as the
Normalized Difference Vegetation Index (NDVI) through
combining spectral bands (Raiyani et al., 2021).2 Studies
have also explored using remote sensing data for predict-
ing yields of various global staple crops including corn,
soybeans, potato tubers, barley, and rice (Schwalbert et al.,
2020b; Setiyono et al., 2014; Sharifi, 2021; Abbas et al.,
2020; Shahhosseini et al., 2020).

The United States Department of Agriculture also created
the Cropland Data Layer (CDL), a high-resolution crop
mapping dataset generated using satellite images from
the Landsat and Sentinel missions (cdl). The resulting
crop type map has been widely used in many agricultural
imaging studies (Schwalbert et al., 2020a; Wang et al.,
2020a; Shrestha et al., 2017). However, their methods
of aggregating and generating crop-type maps lack
transparency and interpretability, and the dataset is limited
to the United States. Building on this work, we seek
to create an open-source classification methodology for
greater translatability to regions worldwide.

2.2 Crop-Type Classification

Various classification models have been implemented in
order to label pixel-level crop-type data. Commonly used
models include Maximum Likelihood (ML) classifiers, Sup-

2The formula for the NDVI index is as follows: (NIR −
red)/(NIR+ red), where NIR represents the near infrared radi-
ation spectral band (Sentinel-2’s Band 4) and red represents the
red spectral band (Sentinel-2’s Band 8).
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port Vector Machines (SVM), and Neural Networks (NN)
(Fan et al., 2021). Random Forest (RF) is one of the most
widely adopted techniques for its accuracy, ease-of-use, and
interpretability. For these reasons, we selected RF for the
classification phase of our system. Examples of crop-type
classification approaches include the approach of Wang, et
al., which uses RF on Landsat-8 images to classify corn and
soybeans (Wang et al., 2020a), as well as an approach that
uses a Convolutional Neural Network (CNN) for crop-type
classification (Nevavuori et al., 2019).

Expanding the approach of Wang, et al. (Wang et al.,
2020a), we evaluate our model using the USDA’s CDL,
and include labels for classification in addition to corn and
soybeans. Classifying rice and wheat in addition allows for
increased translatability of our methodology to diverse areas
of the world, and grouping some of the CDL classifications
into broader labels allows for greater interpretability of the
generated crop-type maps.

2.3 Crop Yield Prediction

2.3.1 Machine Learning and Deep Learning Models

The atmospheric and on-the-ground factors that affect crop
yields, such as surface temperature, precipitation, and soil
quality, as well as supervised machine learning methods
for crop yield forecasting are well-researched (Schwalbert
et al., 2020b; Shahhosseini et al., 2020; Bali & Singla,
2021). Deep learning methods for yield prediction are also
emerging, with the potential to create more accurate models
and enhance local food supply management (Bali & Singla,
2021; van Klompenburg et al., 2020; Wang et al., 2018; You
et al., 2017). Certain studies have also crafted frameworks
combining one or more deep learning models (Khaki et al.,
2020; Maya Gopal & Bhargavi, 2019).

2.3.2 Effect of Air Quality on Crop Yields

Poor air quality and high concentrations of damaging pol-
lutants are a pervasive threat to crop production and crop
health. The impact of ozone on crop yields and the efficacy
of incorporating ozone data for yield prediction is well-
researched (Tai & Val Martin, 2017; Avnery et al., 2011; Tai
et al., 2014). The effect of concentrations and densities of
a variety of additional air pollutants, such as carbon diox-
ide, nitrogen dioxide, sulfur dioxide, and particulate matter
(PM 2.5 and PM 10) on crop yields is also an emerging
area of focus (Shindell, 2016; Lobell & Burney, 2021). A
recent investigation conducted by Lobell and Burney uses
remotely-sensed data in conjunction with ground-level data
from the USDA, and concludes that all studied air pollutants

(NO2, SO2, O3, PM 2.5, and PM 10) significantly reduced
corn and soybean yields in the United States from 1999-
2019 (Lobell & Burney, 2021). The study also concludes
that reductions in pollutant concentrations during that period
accounted for approximately one-fifth of yield increases for
both crops (Lobell & Burney, 2021).

Nevertheless, approaches in the current literature have not
thoroughly considered combining NO2, SO2, and O3 con-
centration data in conjunction with other climatic variables
such as temperature and precipitation for crop yield pre-
diction. Our proposed system leverages near real-time,
remotely-sensed air pollutant monitoring data for up-to-
date yield prediction. This data is high-resolution, global,
and open-sourced, allowing the system to adapt to a wide
range of geographies and use cases. Near-real time data also
allows us to predict food supply shortages for effective early
warning systems.

3. Purpose
The ultimate goal of our work is to establish a streamlined,
open-sourced, and adaptable system with the following four
phases. We have implemented Phases 1 and 2, and have
obtained initial classification results:

• Phase 1. Gaining a thorough understanding of the
open-sourced imagery datasets and generating accurate
crop-type classifications.

• Phase 2. Supplementing classifications with granular
global weather and air pollutant concentration data for
eventual use in predicting crop yields.

• Phase 3. Forecasting crop yields with near-real time
data to accurately predict food shortages in advance.

• Phase 4. Exploring areas of need in which the sys-
tem can be practically applied in order to inform and
improve food supply management.

4. Methods
4.1 System Overview

As shown below, our comprehensive, four-phase system
incorporates high-resolution satellite imaging for global
land, weather, and air pollutant monitoring (Figure 1).

4.2 Classification Datasets

4.2.1 USDA Cropland Data Layer

The USDA Cropland Data Layer (CDL)’s labeled crop type
maps distinguish 92 crops grown across the United States at
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Figure 1. System Overview. Inputs and outputs of each Phase of the proposed system. The datasets for Phase 1 are described in 4.2, and
the Phase 2 Supplementary Data Layer is described in 4.5.

a resolution of 30 m/px, assigning a numerical value to each
crop as well as to different types of non-cropland data (cdl).
These labeled images serve as the ground truth by which
our classifications were evaluated. We acknowledge that
the scope of CDL is limited to the United States, as such,
our classification model seeks to replicate CDL results for
preliminary validation to ensure model accuracy. Eventually,
application to other areas of the world would follow a similar
process of area-specific remote-sensing data collection. The
table below shows the bands of interest that we isolated
in order to create our own labeling system during the pre-
processing phase (Table 2).

CDL Numerical Class Label Crop Name
1 Corn
3 Rice
5 Soybeans
22 Durum Wheat
23 Spring Wheat
24 Winter Wheat

Table 2. CDL Bands of Interest. CDL labels for staple crops
corn, rice, soybeans, and wheat as listed on Google Earth Engine.

4.2.2 Sentinel-2A Multi-Spectral Satellite Imagery

Image data for our classifications were collected from the
European Space Agency (ESA)’s Sentinel-2A satellite
and contain 23 spectral bands, with resolutions ranging
from 10 m/px to 60 m/px (sen, a). Table 3 shows the 23
bands contained in the dataset along with their respective

resolutions (Table 3).

4.3 Image Collection and Preprocessing

4.3.1 Sentinel-2 and CDL Image Acquisition

Images from the Sentinel-2A satellite as well as labeled
maps from CDL were collected and exported from Google
Earth Engine (cdl; sen, a). Sentinel-2 images underwent a
cloud masking process in which pixels were transformed
using Sentinel-2’s QA60 band (See Table 3) to equivalent
data under clear conditions.3

We gathered quarterly Sentinel-2 images in five distinct
cropland-rich locations across the contiguous United States
(3 locations in Arkansas, 1 in Tennessee, and 1 in Kansas).
Images were captured in October 2020, January 2021,
April 2021, and July 2021 for each location. We varied
the locations and times of the images in order to diversify
our samples of crops of interest and ensure that our model
can classify images in real-time. Not every crop grows
year-round, so multiple images throughout the year are
needed to identify all crop types as well as to ensure that
the model is suited for practical use. Our ground truth CDL
images are from the most recent date available on Earth
Engine, January 2020.

3Sentinel masking calculation and implementation described
in (sen, a) and (s2-, a).
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Band Name Resolution (m/px) Description
B1 60 Aerosols
B2 10 Blue
B3 10 Green
B4 10 Red
B5 20 Red Edge 1
B6 20 Red Edge 2
B7 20 Red Edge 3
B8 10 NIR (Near-Infrared Radiation)
B8A 20 Red Edge 4
B9 60 Water Vapor
B11 20 SWIR 1 (Short Wave Infrared Radiation)
B12 20 SWIR 2 (Short Wave Infrared Radiation)
AOT 10 Aerosol Optical Thickness

WVP 10
Water Vapor Pressure (The height the water
would occupy if the vapor were condensed and
spread across the column)

SCL 20 Scene Classification Map (values from 1 to 11)
TCI R 10 True Color Image, Red channel
TCI G 10 True Color Image, Green channel
TCI B 10 True Color Image, Blue channel
MSK CLDPRB 20 Cloud Probability Map
MSK SNWPRB 10 Snow Probability Map
QA10 N/A Empty Band
QA20 N/A Empty Band
QA60 60 Cloud Mask

Table 3. Sentinel-2 Data. Sentinel-2A’s spectral bands as listed on Google Earth Engine. Each of the bands represents a wavelength of
light captured by the Sentinel-2 satellite. The finalized dataset contains 21 bands (excludes QA10 and QA20). Four of these bands were
eliminated during the feature selection process (QA60, MSK CLDPRB, MSK SNWPRB, and SCL).

4.3.2 Data Preprocessing and Augmentation

Satellite images were processed, displayed, and resampled
using Python’s rasterio and pillow packages (Gillies & oth-
ers, 2013; Clark, 2015). We resized each Sentinel-2 image
to match the size of the CDL images (294 x 331 px), and
implemented a bicubic interpolation process in pillow for
data augmentation (Tabora).4 The image data was then
transformed into a 2-dimensional numpy array with each
row corresponding to an individual pixel, and each column
corresponding to a Sentinel-2 band (Figure 2).

Our finalized input features consist of 21 bands captured
at four distinct times (as described in 4.3.1) for a total of
84 features. We also modify the CDL’s ground truth labels
in order to focus on the staple crops of interest. Since we
focus specifically on food availability, we classify non-food
crops that are commonly grown in the United States, such
as cotton, tobacco, and sugarcane, into their own category

4Bicubic Interpolation. https://en.wikipedia.org/
wiki/Bicubic_interpolation/

entitled “Cash Crops”. The modified labels are shown in
Table 4.

4.4 Crop-Type Classification using Random Forest

We implement a Random Forest model for pixel-level clas-
sification of corn, soybean, rice, and wheat using Python’s
scikit-learn package (Pedregosa et al., 2011). The model
was trained on a randomly sampled 80% of the overall in-
put dataset (totaling 389,256 data points), and tested on the
remaining 20%.

Scikit-learn was also used for feature selection and parame-
ter tuning. We isolate 51 important features from the 84 total
features, and compare the results of the model with and with-
out feature selection (See Table 6). In order to select the op-
timal parameters for processing the 51 selected features, we
tune our model for the highest possible weighted F1-score
using the Halving Randomized Search Cross-Validation
(HalvingRandomSearchCV) method, based on the Random-
ized Search CV method (Bergstra & Bengio, 2012). This

https://en.wikipedia.org/wiki/Bicubic_interpolation/
https://en.wikipedia.org/wiki/Bicubic_interpolation/
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Figure 2. Data Preprocessing. Sentinel-2 and CDL images are exported from selected regions, shown by the highlighted green areas. We
isolated pixel-level band information from Sentinel-2 images and ran bicubic interpolation for data augmentation (the graphic illustrates
the effect of the bicubic interpolation function in matplotlib). We extracted the labels from the CDL images, and the Label Modification
table is shown in detail in Table 4. The fully pre-processed data contains 5 images of 97,314 pixels each (294 by 331px) for a total of
486,570 pixels.

Numerical Class Label Class Name
1 Corn
2 Cash Crop
3 Rice
5 Soybeans
6 Other Major Crop*
22 Wheat
44 Other Crop
88 Non-Crop

200 Double-Cropped Land**

Table 4. Label Modifications. We synthesize the crop-type cat-
egories from CDL to establish numerical class labels for each
category of interest, and label the CDL pixels according to the
new categorization. The “Cash Crop” category (Label 2) contains
cotton, tobacco, and sugarcane, and the major crops are defined
according to the UN FAO.

*Major Crop: Major crops are defined according to the
United Nations’ Food and Agriculture Organization’s list
of staple crops grown in the United States. The following
crops are not included as their own label but are contained in
the “Other Major Crop” category: millet, sorghum, potatoes,
and sweet potatoes.
**Double-Cropped Land: Double-cropping is a crop ro-
tation technique adopted in around 2 percent of cropland
in the United States. Double-cropping involves growing 2
distinct crops in different seasons on the same land. The
CDL dataset generated its own numerical class labels for
each type of double-cropped land in the United States.

method samples a distribution of possible parameters and
runs cross-validated models in order to determine the opti-
mal parameter combination (skl, b).

Our final classification model uses 671 decision trees and
includes scikit-learn’s class weighting in order to adjust
for class imbalances in the data. We evaluate our model’s
efficacy against the labels generated in the preprocessing
phase and through 5-fold cross validation, in which the
model trains using data from four locations and tests on the
remaining one (See Table 7 and appendix A.1).

4.5 Supplementary Data Layer

For the supplementary weather and air quality data layer,
up-to-date temperature and humidity data were collected
from the National Oceanic and Atmospheric Administra-
tion’s Global Forecast System (GFS), and NO2, SO2, and
O3 concentrations were collected from the ESA Sentinel-5P
Near-Real Time datasets (S5P) (gfs; sen, b;d;c). We select
these data points from the full datasets for increased inter-
pretability of our data and generated predictions, as well
as increased adaptability to conditions in real-time. These
additional metrics are necessary to create a dataset equipped
for accurate crop yield prediction and monitoring. Table 5
shows features of interest used to construct the Supplemen-
tary Data Layer.

Similar to the methodology used for processing the raw
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Feature Source Dataset
Temperature 2m Above Ground (°C) NOAA Global Forecast System

Specific Humidity 2m Above Ground (kg/kg) NOAA Global Forecast System
Relative Humidity 2m Above Ground (%) NOAA Global Forecast System
Cumulative Surface Precipitation (kg/m2) NOAA Global Forecast System

NO2 Total Vertical Column Density (mol/m2)* Sentinel-5P Near-Real Time NO2

SO2 Total Vertical Column Density (mol/m2)* Sentinel-5P Near-Real Time SO2

O3 Total Vertical Column Density (mol/m2)* Sentinel-5P Near-Real Time O3

Table 5. Supplementary Data Layer. GFS and S5P bands of interest as listed on Google Earth Engine. Each band represents a climatic
or atmospheric variable that will be integrated into the yield prediction phase (Phase 3).

*Vertical Column Density: A metric giving insight into pollutant concentrations within a localized satellite image.
Computed through dividing the slant column density by the total air mass factor. See the S5P Differential Optical Absorption
Spectroscopy (DOAS) methodology for calculating Vertical Column Density (s2-, b).

Features in Training Set Macro-F1 Weighted-F1
84 features 0.73 0.74
51 features 0.69 0.71

Table 6. Tuned Model F1-Scores With and Without Feature Se-
lection. Macro and weighted F1-scores for our Random Forest
model training on the 51 selected features as compared to training
on the 84 total features. See Confusion Matrices in Figure 3.

Location Macro-F1 Weighted-F1
1 0.21 0.33
2 0.98 0.97
3 0.95 0.94
4 0.92 0.93
5 0.92 0.93

Table 7. 5-fold Cross-Validation by Location. Data was grouped
by pixel location from the data we collected (labeled above as
locations 1 through 5). Confusion matrices illustrate model perfor-
mance when tested on each location (See appendix A.1). Macro
and Weighted F1-scores are summarized in the table above, show-
ing poor performance on the Location 1 test set and excellent
performance on the other four locations.

Sentinel-2 satellite images, the GFS and S5P images were
exported from Google Earth Engine and preprocessed using
Python (See Figure 2). The high-resolution weather and air
quality data layer is prepared for use in yield prediction in
conjunction with the classified satellite images.

5. Results
The following figures display our initial classification model
results on our finalized dataset and labels. We evaluate our
model using primarily macro averaged and weighted aver-
aged F1-scores, metrics commonly used in order to capture
model performance over smaller datasets and imbalanced
data (Pritt & Chern, 2017; skl, a).

6. Discussion
6.1 Interpreting Results

Chakhar, et al. evaluated machine learning model effi-
cacy for classification using Sentinel-2 and Landsat-8 data
(Chakhar et al., 2020). The weighted F1-scores of 0.74 and
0.71 achieved are comparable with Chakhar, et. al’s findings
for two tested ensemble models, the RUSBoost Tree ensem-
ble and the Subspace Discriminant ensemble (0.72 and 0.73
respectively) (Chakhar et al., 2020). They are slightly lower
than the scores obtained for medium and complex decision
trees (Chakhar et al., 2020). We attribute this difference to
the smaller sample size and restricted geographical regions
of our training dataset.

As shown in Figure 3, the confusion matrices for the tuned
model illustrate a consistent prediction accuracy of 0.73
or higher for corn, soybeans, wheat, and rice yields, with
wheat prediction accuracy being the highest at 0.87 with
all features and 0.86 with 51 features. The most common
erroneous prediction was for soybeans, which we attribute
mainly to class imbalances in the data. Soybeans are by far
the most common class in the data collected, comprising
34% of the 486,570 pixels.

The cross-validation results in Table 7 reveal a large dis-
parity in model performance between the model tested on
Location 1 and on the other four locations, which lowered
the overall model performance. The mean of the weighted
F1-scores for Locations 2 through 5 is 0.942, while that for
all locations is 0.819. When tested on Location 1, the model
erroneously predicted soybeans in 58% of pixels labeled
as corn and 62% of those labeled as rice. These findings
highlight the class imbalance in our dataset, but also suggest
that the performance of the model can be readily improved
with a wider sample of pixel data and variation of crop types.

6.2 Limitations
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Figure 3. Tuned Model Confusion Matrices. Confusion matrices indicating model performance training on feature selected and
non-feature selected data (84 and 51 features).

We recognize that the first phase of our system is trained
on a limited amount of data in selected areas of the United
States and does not account for possible errors in the CDL
data. In addition, all image data collected (including for
the Supplementary Data Layer) is limited to those datasets’
availabilities on Earth Engine.

6.3 Global Applicability of System

Recently, numerous initiatives have directed efforts into gen-
erating crop-type classifications and food system insights
from satellite imagery or other open-sourced data in areas
of need. For example, Radiant Earth, in collaboration with
several organizations including Computer Vision For Global
Challenges (CV4GC) launched a call for open-sourced so-
lutions for crop-type classification in South Africa (rad).

South African officials as well as those worldwide are ac-
tively seeking solutions that would help optimize their food
supply management through imaging data. After modifying
the pipeline to collect imagery from geographies of interest,
our proposed system can create streamlined crop forecasts
for potential applications in the South African use case along
with that of many other localities.

7. Future Work
7.1 Improving Classification Accuracy

Further work on the classification phase entails incorporat-
ing additional Sentinel-2 data for model training across a
wider range of geographies and timescales. In addition,
accuracy of the model itself can be improved by accounting
for additional features of importance during the feature
selection process using techniques such as Maximum
Relevance-Minimum Redundancy (MR-MR) selection
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(Mazzanti, 2021). Other supervised learning and deep
learning models including SVM and Deep Neural Networks
can be explored for classifying our crops of interest and
compared to the initial Random Forest model, similar to
the classification comparison run by Kim, et al. (Kim et al.,
2019).

7.2 Supplementary Data Layer

The Supplementary Data Layer can also be further
expanded through including additional imaging data
accounting for soil quality and health as well as additional
air pollutant metrics tracking particulate matter (PM 2.5
and PM 10) concentrations. Potential open-sourced datasets
to investigate for expanding the data layer include the
University of California Merced’s TerraClimate dataset and
the OpenAQ API (?ope).

7.3 Implementing Next Phases of System

Another important extension of this work is to implement
and validate the next phases of our proposed system, includ-
ing generating yield predictions from the collected dataset
and creating a robust interface for visualizing predictions.
Areas of future development include collecting ground truth
yield datasets for various localities (the USDA National
Agricultural Statistics Service (NASS) in the United States
is one example) (usd), creating and validating yield predic-
tion models, and visualizing predictions in an easy-to-use in-
terface for local decision-making. Implementing these next
stages will allow for increased evaluation of the pipeline as
a whole and will prepare the insights fully for practical use.
In the future, we plan to open-source our code in order for
others to apply our methods to generate crop yield insights
in their areas (Chung, 2021).

8. Conclusion
We propose a transparent and translatable crop yield predic-
tion system from Sentinel-2 satellite imagery to address the
pressing need to adapt to increasing volatility in the global
food supply. We generate our own labeling system for in-
terpretable classification results and implement an initial
trial of the system’s classification phase. Our methodology
builds on previous image classification and yield predic-
tion work by classifying multiple global staple crops as
well as incorporating an up-to-date atmospheric data layer
essential for accurate crop yield forecasting. The initial
classification results we achieve are comparable to various
ensemble methods tested on Sentinel-2 satellite imagery,
and our cross-validation results show even greater accuracy
in four of the five tested locations and also indicate potential

data collection improvements. Most importantly, the clas-
sification procedure and Supplementary Data Layer can be
applied to practical use cases to help ensure food system
sustainability and ultimately end global hunger.
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A. Appendix
A.1. Confusion Matrices By Location
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Figure 4. 5-fold Cross-Validation Confusion Matrices. Confusion matrices for locations 1-5 illustrate erroneous soybean predictions
for Location 1 test data and strong performance on the four other test sets. Macro and Weighted F1-scores are summarized in Table 7.


