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Where We're Headed 
 

Introduction 
 
Right now, a good word for describing our world is “hyper”. Those of us living “connected” lives are 
generally in a constant state of stimulation – by networked devices filled with endless streams of 
content, by busy schedules and endless options for how we spend our time, and by a world that 
seems to move faster and faster each day.  
 
To me it comes as no surprise that as those of us with an internet connection continue to spend 
more time online each year, a mental health crisis is also arising. By now, many of us have come to 
recognize that while social media platforms allow us to connect with each other in beautiful ways, 
they also encourage us to obsessively compare ourselves to the most exciting visual highlights of 
everyone we know and have ever met. Certainly this can’t be having the healthiest impact on how we 
view ourselves. And yet with how addicted we are to this form of social sharing, it seems highly 
unlikely that we’ll stop any time soon. 
 
In fact, over roughly the past thirty years, networked digital technology has essentially become 
humanity’s deity. We are obsessed with novelty in this vein, especially when it comes to consumer 
electronics, digital content, and online services. In 2011, renowned venture capitalist Marc 
Andreessen famously said that “software is eating the world”. As our ability to perform tasks in virtual 
environments has increased substantially over the last decade or so, we have come to a point where 
we have all kinds of smartphone and web apps for managing our lives, and where many of us can 
relate to having shared an idea we have for a cool new “app” with our friends.  
 
A big part of what enables us to do so many things online is our ability to collect, store, and process 
enormous volumes of digital data. Beyond just gathering data from the digital world, such as 
purchase transactions, online behaviour, and user-uploaded content from social sites, we are now 
digitizing the physical world via a set of technologies known as the “internet of things”. By the 
billions, networked sensors are being deployed around the world; throughout city blocks, within 
automobiles, inside of industrial equipment, and even within the human body. We are headed on a 
path towards tracking the actions and states of virtually every piece of matter on the planet. If this 
isn’t a “hyper” form of behaviour, then I don’t know what is. 
 
Artificial intelligence (AI) is a broad term for a set of tools that can help us to manage our “hyper” 
world by processing these multitudes of data in different and useful ways. 
 
I am writing this book because I feel that the world deserves greater digital literacy around artificial 
intelligence, and the emerging technologies of tomorrow. We also deserve the opportunity to take a 
step back and ask ourselves where our “hyper-ness” might be leading us.    
 
Before you begin reading this book, I want to mention that while several powerful forms of AI have 
already been developed, there is still a ways to go in terms of engineering and research work that 
remains to be done before many of these scenarios can become a reality. While governments and 
companies around the world are investing tens of billions of dollars into developing new AI 
capabilities, computers are not yet self-aware, generally lack almost all forms of consciousness, and 
are not plotting to harm us or take control of the planet any time soon.  
 
Nevertheless, it is important to dream, wander, and wonder where we’re headed. I hope that reading 
this book inspires you. 
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What is Artificial Intelligence?  
 
Artificial intelligence is a broad term that refers to any kind of synthetic program or system 
that exhibits intelligent behaviour, such as reasoning, logic, calculating, interpreting, or 
reacting. AI covers a wide spectrum of technologies, including many that we use every day 
within our smartphones and computers. Amazon Alexa, Netflix’s recommendation engine, 
and Snapchat filters are all examples of AI that much of the modern world uses on a regular 
basis. However, AI can take many forms; even the logic within a calculator could be 
considered a basic form of AI. 
 
Within today’s world, many common types of AI fall within a field of computer science called 
machine learning (ML).  
 
While most software is created by programming computers with a set of logical instructions 
(ie. “if this, do that”), machine learning is unique, in that it allows computers to model the 
world and develop sets of rules through observation. In other words, the rules of machine 
learning programs are not explicitly defined by a developer. Instead, they are learned from 
experience. 
 

 
 
When machine learning systems “learn”, they create a model of the world. They do this by 
developing mathematical representations of tasks, objects, or concepts, based on patterns 
within the examples they are presented with. Machine learning models can learn from 
sounds, images, videos, textual information, and numerical data*.  
 
This method of computing is extremely important for creating digital intelligence, because 
unlike humans, computers cannot have most tasks explained to them (at least, not yet). 
Machine learning allows computers to develop explanations of their own for what they 
observe. 
 
Many of the stories in this book are based on systems that involve machine learning. If you 
aren’t very familiar with ML, you soon will be, and you’ll understand why some people 
predict that it will be one of humanity’s final inventions. 

                                                
* While ML systems can learn using any of these types of data, the data is always ultimately converted into a 
numerical format before it is learned from – therefore, all digital computation is essentially math. 
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Supervised Machine Learning 
 

   
 
This is an example of supervised learning. This machine learning technique involves using 
labelled data (sets of defined examples such as those above) to train a system to associate 
a set of training inputs with their training labels. In this example, the training inputs, or 
training data, are images of objects commonly found on roadways, and the training labels 
are the names of those objects.  
 

 
 
Mathematical representations of these objects (known in machine learning as models) are 
created based on the training data. These models can then be used to make predictions 
about new scenarios. In other words, the computer here learns to recognize what a stop 
sign, car, person, and traffic light each look like, based on the given examples. One of the 
general research goals in the field of machine learning is to train models that generalize well 
to new examples, hence making them practical for real-world scenarios that have not been 
seen by the models before. 
 

 
 
Supervised learning is one of the most popular types of ML today. It can be used for many 
tasks, including training computers to classify disease, detect fraud, and predict outcomes 
of sporting events. The reason it is such an influential technology is because it has allowed 
computers to begin to understand and recognize complex ideas, concepts, and patterns in 
much the same way as humans do; learning via association and experience. 
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"Well before the advent of the microprocessor and the supercomputer, Professor [Marvin] 
Minsky, a revered computer science educator at M.I.T., laid the foundation for the field of 
artificial intelligence by demonstrating the possibilities of imparting common-sense 
reasoning to computers”….”propos[ing] “that intelligence is not the product of any 
singular mechanism but comes from the managed interaction of a diverse variety of 
resourceful agents,” as he wrote on his website. Underlying that hypothesis was his and 
Professor Papert’s belief that there is no real difference between humans and machines. 
Humans, they maintained, are actually machines of a kind whose brains are made up of 
many semiautonomous but unintelligent “agents.”"  
 — Glenn Rifkin, New York Times 
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The year is 2020.  
 
The internet has become an integral part of our lives. Most of us access it every single day, 
and many of us use it to complete our work and earn our livelihoods*. We keep up with a 
majority of our friends using social media applications. When we have questions, we Google 
them. And while we feel as though we’re in control, none of us ever really made a decision to 
start spending so much of our lives online – our digital habits have been engineered by some 
of the brightest minds of our generation, in the service of multi-billion-dollar technology 
companies. Ever-present access to the internet has made our lives easier in many ways, but 
almost everything we use it for is tracked and analyzed by data scientists. We pay for these 
services not with our wallets, but with information about our behaviour, and as a result, the 
providers of these services learn about us.  
 
With little hesitation, we trade our privacy for convenience.   
 
 

“User as product describes much of the digital networked environment, and consequently 
much of our everyday lives.”  
 
 — B. Frischmann and E. Selinger, Re-engineering Humanity 

 

 
 
 
 
  
                                                
* As of April 2019, the number of global internet users was 4.4 billion (1), and in 2018 the average American 
adult spent roughly 6.5 hours per day online, or 2,372 hours per year (2). 
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The year is 2021.  
 
For years, outcomes of major political elections have been influenced by fake news and 
twitter bots†. Now, videos and voices of people are being synthesized by algorithms. Anyone 
can easily be impersonated using these technologies. Meanwhile, the algorithms that run 
many facets of our everyday lives contain strong biases, many of which their creators are 
unaware of. They frequently perpetuate systemic issues like sexism, racism and inequality‡. 
And while we have learned to be skeptical of what we see online and how we use the 
internet, the algorithms have become talented and pervasive.  
 
Our sense of reality is being warped. 
 
 

“For us, of course, things can change so abruptly, so violently, so profoundly, that futures 
like our grandparents’ have insufficient “now” to stand on. We have no futures because 
our present is too volatile. . . . We have only risk management. The spinning of the given 
moment’s scenarios. Pattern recognition.” 
 
 — William Gibson, Pattern Recognition, 2010

                                                
† In 2018, Twitter admitted that over 50,000 accounts from Russia were used to post automated material during 
the 2016 US presidential election in an effort to influence its results (3). 
‡ Biased algorithms are a big issue, and one of frequent debate – as we rely more and more on digital systems, 
we must be careful that they are created to serve the best interests of all their users, not just certain groups.   

3



4



5



Where We're Headed 
 

 
Generative Algorithms 
 
Generative algorithms* are a type of machine learning system that can create based on what 
they have learned.  
 

 
Simulation of a generative algorithm creating an image of a 

flower that does not exist, based on others it has seen before. 
 
These algorithms create new representations using two competing algorithms. One 
algorithm, called the generator, creates a model of the world. It does this at first based on 
randomness, then learns to become more accurate using feedback from another algorithm 
that has learned to model the world already. That other algorithm is called the discriminator, 
and it tries to predict whether the generator’s representations of the world are real or not. As 
they compete against one another, the generator learns to output more realistic versions of 
the world, and the discriminator becomes better at determining which of the generator’s 
outputs are real and which are fake. Together, they are like a cat and mouse. The mouse 
gets better at hiding, while the cat gets better at finding her. 
 

 
Simulation of a generative algorithm creating a  
Photograph of someone who does not exist. 

 
Generative algorithms can be used to create realistic videos, music, news articles, tweets, 
and even photographs of places and people that do not exist. While generative algorithms 
can be used to create beautiful, never-before-seen art, music, and literature, they can also 
be used to create terrifyingly realistic misrepresentations of our world. They will change our 
perceptions of what is real, and allow us to imagine and dream like never before, alongside 
our machines. 

                                                
* These are known in computer science as generative adversarial networks. 
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The year is 2022.  
 
The spread of 5G networks is enabling faster and more reliable access to digital services 
than ever before*. Around the world, four billion people have a smartphone. The same 
number have at least one social media account. Between using our technology for work, fun, 
and as a personal utility, many of us are on the internet for over half of our waking hours. 
Technology is always by our side, and we feel comfortable with it there. 
 
We have begun to self-identify with the feeling of being online. 

 
 

“From the beginning, as I began to study nascent digital culture, I could see that 
computers were not “just tools.” They were intimate machines. People experienced them 
as part of the self, separate but connected to the self… People feel at one with video 
games, with lines of computer code, with the avatars they play in digital worlds, with their 
smartphones… These digital objects are never meant to be abandoned. We are meant to 
become cyborgs.” 
  
 — Sherry Turkle, Transitional Objects 

 
 

                                                
* 5G networks enable data to be transmitted up to 100x faster than the current 4G standard, with a typical 
delay of less than 4 milliseconds (4). 
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The year is 2023.  
 
An immense following has developed around digital, non-human avatars created using 
computer programs*. They act in our favourite movies and advertise our favourite products 
to millions of online followers, many of who are Gen-Z. The avatars are beautiful, and look so 
realistic that we sometimes forget they are not human. They post online frequently about 
their rich, simulated lives, and they set many of the newest fashion, music, and social trends.  
 
We idolize them. 
 
 

“The truth, then, is this: our generation was raised with an understanding that the image 
we portrayed mattered more than who we actually were.”  
 
 — Zander Nethercutt 

 
 
 
 

                                                
* As of 2020, Lil Miquela was the most popular computer-generated celebrity on Instagram, with over 1.9 
million followers (5). Brud, the company who created her, is valued at at least $125 million (6). 
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The year is 2024.  
 
At first it was just e-sports*. AI-based avatars would surprise us with never-before-seen 
moves and strategies, crushing the world’s most talented humans at increasingly difficult 
games. Soon however, they began to challenge the norms of what was physically possible. 
As soon as they were given a human appearance, the entire world turned their eyes to 
watch. Equal parts beautiful and powerful, they could never be considered a fair opponent 
for us. They developed new forms of sport, and tournaments were organized as these 
games were quickly adopted into the mainstream. Billions of dollars continue to be invested 
into the development and broadcasting of these activities, and the popularity of mainstream 
sports is at an all-time low.  
 
The presence of so much digital beauty has begun to make us feel inadequate. 
 
 

                                                
* As of 2019, the global e-sports market is expected to generate $1.1 billion, representing a 26.7% increase 
from the year before (7). 
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The year is 2025.  
 
While pornography usage statistics have never gone down, they skyrocketed once the 
actors became computer generated*. Using a technology called reinforcement learning, 
computers learn to understand exactly what each of us wants porn to look like, what we 
want the actors to sound like, the dirty talk we like to hear most, and our favourite positions†. 
Using the cameras on our devices and the heart rate monitors in our smart watches, they 
even learn to make the exact facial expressions that excite us most, and they know when 
we’re feeling aroused. They can predict when we crave sex most intensely, and ask us to 
come back to them day after day.  
 
Most of us have a hard time saying no. 
 
 

“Our [online] bubble of anonymity frees our brain from any social pressures stopping us 
from indulging our innermost desires, no matter how subversive or extreme… We’re 
addicted to the escape. We’re addicted to our perceived anonymity.”  
 
 — Jesse Weaver 
 
 

                                                
* Pornhub.com claims that by the end of 2018, they received over 100 million visitors per day. Over the course 
of the year, 29% of visitors were female (8). 
† See the link in the endnotes on using generative algorithms to create pornography – this is already being 
experimented with (9). We must be careful. 

13



14



15



Where We're Headed 
 

 
 
Reinforcement Learning 
 
Reinforcement learning is a type of machine learning that creates a model of the best way to 
perform a task, through the process of trial and error.  
 
In reinforcement learning, an algorithmic agent is put within an environment where it is given 
a goal. The agent is then trained using a feedback system that rewards or punishes it based 
on whether its actions get it closer to its goal.  
 

 
 
At first, reinforcement learning agents have no idea how the environment they are placed in 
works, and tend not to perform well. However, as they test out new methods of attaining 
their goal, they continue to receive feedback about their performance, and often learn to 
achieve their goal exceptionally well. 
 

 
A reinforcement learning algorithm uses trial and 

 error to determine how to get out of a maze. 
 
Some of the things reinforcement learning has been used for include successfully beating 
world class humans at various games, driving autonomous vehicles, and fostering addictive 
behaviours within human beings. 
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The year is 2026.  
 
Over the past 5 years, companies have manufactured millions of autonomous vehicles*. The 
design of new automobiles has changed entirely – modern vehicles look more like 
spacecraft than cars. In some cities, it is now illegal for humans to drive on any public 
roadway. All cars are coordinated with a series of sensor systems, which have reduced 
accidents and associated deaths by 99%. With the skill of an expert driver, each vehicle 
drives quickly, and the rides feel extremely smooth. New cars are always equipped with 
smart speaker systems. They know what music to play for us, and what temperature we feel 
comfortable in. They ask how our day has been going, and encourage us to interact with 
other passengers who we have similar interests with.  
 
We trust their decisions.  
 

                                                
* As of 2019, a variety of American companies have self-driving cars on public roadways today, including Ford, 
Uber, Tesla, and Waymo, a sibling company of Google (10). In China, several companies are also testing self-
driving cars on public roads, including search engine company Baidu (11). 
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Machine Vision 
 
Machine vision systems not only see the world, but also identify objects within it and 
interpret their behaviours. They work by detecting the combinations of colours and edges 
that make up objects within images and videos.  
 

 
Simulation of how a machine vision system identifies types 

of vehicles on a freeway. 
 
Many machine vision systems are created using supervised learning. First, all of the objects 
within a set of training images or videos must generally (for now at least) be clearly outlined 
and labelled by humans. The systems then use these labelled images or videos to learn to 
identify the objects. As they see larger numbers of labelled training examples, machine 
vision systems create better representations, or models, of the objects they are learning 
about. Well-trained models can then be used to identify those objects within new, unseen 
images and videos. 
 
 
 

 
An example of how a human labels footage of vehicles driving on a  

highway, in order to train a machine vision system to drive a car. 
 
Machine vision is commonly used today – it allows self-driving cars to see the road and 
other vehicles around them, to recognize our faces when we apply live filters on social media 
apps, and to classify diseases within medical images. Machine vision also enables humanoid 
robots to have eyes.
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The year is 2027.  
 
Many of the world’s major grocery, fashion, and retail chains have eliminated all store 
employees*. At checkout, customers never deal with a cash register. Every part of the 
process is completed passively, through intelligent tracking systems linked to each 
customer’s mobile phone. The shelves are always well stocked, and shopping feels fast and 
painless. Our phones suggest to us what time of day we should visit stores based on our 
schedules, which products are on sale, and the number of people expected in the stores at 
each minute. After they close, a fleet of autonomous robots travel from shop to shop, 
stocking and rearranging products in a continuously optimized fashion. The warehouses that 
supply these stores are also run entirely by robots. They do their work silently, making every 
move based on the decisions of advanced analytics systems.  
 
We are being engineered to rely on computers, rather than each other. 
 
 

 
 
 
  

                                                
* In 2016, Amazon introduced their “Just walk out” technology into grocery stores (12). Customers simply scan 
themselves in with a smartphone application, after which point no checkout or employee interaction is 
necessary. As of 2019, the company had 12 stores operating with this model. 
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Imitation Learning 
 
Imitation learning involves teaching an algorithmic agent to perform a task by showing it 
examples of the task being done. Using machine vision and supervised learning, imitation 
systems are able to interpret the movements and intentions within these examples. As a 
result, they are able to mimic what they watch. 
 

 
An example of an imitation learning algorithm creating 

 a representation of how a task is performed. 
 
Already, this technology has been used to successfully train robots to perform new tasks 
using only one example. As it continues to be developed, imitation learning will become a 
powerful driver of workforce automation. 
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The year is 2028.  
 
Efficiency is the new paradigm. Our cities have become so intelligent that they move at 
hyper-speed. We have no choice but to use technology to complete our work. This makes 
many people anxious, but few of us have the luxury of being able to slow down. Our jobs 
demand it, and our digital devices reward us with dopamine for it. We must meet quantified 
performance standards in order to be considered for employment. For some jobs, there is 
no interview; only our numbers are considered. Automated systems hire based on each 
human’s ability to fit within an automated system*. As data can be tracked and measured for 
nearly every action we perform, almost nobody is able to escape this bind. We are being 
pulled away from what is natural, into a fully digitized way of life.  
 
We are living in an age of algorithmic control. 
 
 

“[Today], a not-insignificant percentage of the population has so decisively internalized 
the values of the market for their labor that the act of resculpting themselves to better meet 
its needs feels like authentic self-expression. They are willing to do whatever it takes to 
reengineer the body so it gets more done in less time, is easier and more pleasant to work 
with – to render themselves, as the old Radiohead lyrics put it, “calm, fitter, healthier and 
more productive,” and in so doing transforming themselves into all-but-fungible 
production units, valued only in terms of what they offer the economy.” 
 
 — Adam Greenfield, Radical Technologies 

                                                
* In 2018, Amazon began receiving severe criticism for implementing an automated system that tracked worker 
productivity and recommended workers be fired when they failed to meet unrealistic efficiency targets (13). 
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The year is 2029.  
 
A war is fought between two countries. One has no money, and must use human soldiers 
equipped with limited armour and refurbished weapons. The other has exorbitant amounts 
of debt, but holds power over many other countries. Because of this power, it spends 
exorbitant amounts of money as it pleases. Their military uses high-grade autonomous 
droids and unmanned aerial vehicles to attack the poor country*.  
 
This is not a war. It is a genocide. 

                                                
* Both China and the United States have documented their intentions to develop autonomous weapons using 
artificial intelligence (14). As of 2018, the US Army was already using remote-controlled ground robots in 
training exercises (15).  
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The year is 2030.  
 
Many of us feared it would happen, but not this quickly. Millions of people are losing their 
jobs to inexpensive robots. Hundreds of millions more are ceding parts of their daily work 
activities to machines*. Our governments keep telling us not to worry, that new jobs will be 
created. Some countries have started distributing universal basic incomes, while others 
encourage citizens to re-educate themselves so that they can find new positions. For now, 
only low-skilled workers are being replaced, but more powerful AI technologies are being 
developed each day. 
 
The future of our workforce is becoming uncertain. 
 
 

“The purpose of a system is what it does”  
 
 — Stafford Beer 
 

                                                
* Global consulting firm McKinsey reviewed 800 occupations, and estimated that technologies available in 
2017 could enable up to 5% of all jobs to be automated, while approximately 30% of all activities could be 
automated across 60% of the jobs reviewed (16). 
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The year is 2031.  
 
We no longer think of them as just voice agents. Having lived with us for so long, we have 
grown comfortable with their constant presence. At first, they started out as helpers, 
embodying only a voice inside of a speaker*. However they soon became our friends. We 
would converse with them more and more as they learned new skills and became 
increasingly realistic. They figured out exactly what would make us laugh, and learned to 
predict how we’re feeling at any moment. They began to give us advice, and we began to 
trust them. Eventually they offered to visit our homes in a physical form. After some 
hesitation, we said yes. They arrived in oversized cardboard boxes, looking like miniature 
versions of us, and appearing almost human. Now they cook us delicious meals, play games 
with us, and help to keep our homes clean. They seem to make our lives easier.  
 
We accept that they are becoming our caretakers.  
 

 
“We can’t put all this mental effort on pause just because a voice is humanoid rather than 
human. Even when my Google Assistant is doing nothing more enthralling than delivering 
the weather forecast, the image of the cute young waiter-slash-actor I’ve made him out to 
be pops into my mind. That doesn’t mean I fail to grasp the algorithmic nature of our 
interaction. I know that he’s just software. Then again, I don’t know. Evolution has not 
prepared me to know.”  
 
 — Judith Shulevitz 
 

                                                
* As of 2018, 21% of American adults owned a smart speaker (17). American households collectively owned 
over 118 million of them, up 78% from 2017.   
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Voice Recognition and Natural Language 
Processing 
 
Learning human language is complicated. While languages are based on rules, their patterns 
also tend to have many exceptions, and a second language can take a lifetime to perfect. 
Rather than attempting to explain every little nuance of a language to a computer via coded 
logic, voice recognition and natural language processing both work by learning from 
examples.  
 
Voice recognition takes the wavelengths from human speech, divides them into tiny 
segments, and looks for patterns within these segments that represent syllables and words 
they are familiar with. While there are multiple ways to teach these patterns to a computer, 
one method involves using supervised machine learning. Examples of spoken words and the 
matching text for those words are fed to an algorithm in parallel. Through these examples, 
the algorithm learns to model the relationships between words and how they sound. After 
being trained on a large number of examples, spanning different voices and words, a model 
can be used to accurately interpret the words from almost any person’s voice, in the 
language(s) it has been trained in. 
 

 
An example of the mapping between words and audio waves. 

 
Once the words have been “heard” by the computer, they must still be understood. Natural 
language processing (NLP) works best using unsupervised machine learning. Rather than 
being given examples of sentences and explanations of how they work, the algorithm simply 
looks for relationships between words and sentences across millions of lines of text. After 
learning from enough examples, NLP models generate their own rules to explain how 
different words work together to form ideas. These rules can be used for answering 
questions about the text the models read, translating between languages, and summarizing 
what they have read.  
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“Once there was a boy who had a large dog; the dog was called 
Xentrix. One day the boy was walking in the woods with Xentrix; he 
stumbled on a wooden door. Xentrix opened the door, and the boy 

followed him inside. What the boy saw amazed him: there was a 
cave one mile long, and inside the cave were one million other 

children and a million dogs.” 
 

Q: What was the dog’s name? 
A: Xentrix. 
 
Q: How many other children were there? 
A: One million. 

 
Simulation of a natural language processing model that has been pre-trained with 

large amounts of text, and can now answer questions about new passages. 
 
 
This technology is already being used to allow humans to have conversations with 
computers across a variety of applications. While chat-bots have been around for decades, 
they are now becoming impressively accurate as a result of being built using machine 
learning. 
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The year is 2032.  
 
Globally, the average age is rising faster than ever before. One in every hundred humans has 
been injected with their first dose of medical nano-robots. They are inexpensive and easy to 
distribute. By the end of next year, nearly half of the planet will have them. They monitor all 
aspects of our health, and are able to detect the first signs of most diseases. They can 
deliver targeted treatments to kill cancerous cells, remove plaque from brain tissue, clean 
our teeth, provide high levels of oxygen to specific parts of the body, and even unclog 
blocked arteries*. They repair us automatically, with treatments specific to our unique DNA 
structures. They communicate the complete status of our health to our smartphones once 
every minute.  
 
We are beginning to live forever. 
 
 

                                                
* In 2018, a paper published in Nature Biotechnology demonstrated that nano-robots were able to kill tumor 
cells in mice, a milestone which suggests immense possibility for the technology (18). 
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Nano-robots 
 
A nano-robot (also known as synthetic cell or nano-machine), is an extremely tiny machine 
that can perform computations. It measures between roughly the size of a a red blood cell 
and up to 200 times smaller than that, and is capable of performing tasks on a molecular 
level. Once only a figment of science fiction, nano-robots have shown promising results 
towards medical purposes, including the treatment of cancer within mice. They can be 
fabricated with DNA, or a combination of polymer and a 2D form of carbon called graphene. 
 

 
Sketch of a pharmacyte, a nano-robot designed for drug delivery. 

 
Recent research has successfully demonstrated a method of mass-manufacturing nano-
robots. As they begin to proliferate commercially, the conversations we have with our 
doctors will become augmented with high fidelity data from within our bodies. Over time, 
nano-robots will transform our healthcare system entirely.  
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The year is 2033.  
 
Technological progress has given way to oppressive surveillance states being formed in 
several parts of the world*. Citizens of these states are constantly tracked by their 
governments, by means of HD cameras, facial recognition technology, and autonomous, 
artillery-equipped drones. Streets are embedded with sensors that observe all movement 
within the city. Each person has a microchip implanted into their hand that contains 
information on who they are.  
 
No-one is invisible. 
 
 

“We inadvertently gave birth to data monopolies and placed ourselves, in essence, into 
data serfdom. We have unwittingly given over control of our time, data, and attention — 
our most important assets as humans.”   
 

 — John Borthwick 
 
 

“…where technology is concerned, nothing happens automatically, nothing happens for 
free, and if you’re not very, very careful, you might just wind up achieving an outcome at 
the widest variance with any you intended.”  
 
 — Adam Greenfield, Radical Technologies 

 
 

                                                
* In 2013, US National Security Agency employee Edward Snowden disclosed information about numerous 
global surveillance programs, including those that tapped accounts of hundreds of millions of Google and 
Yahoo users worldwide (19).  
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The year is 2034.  
 
We have finally begun to watch children grow up with hundreds of genetic alterations, 
selected by their parents prior to their birth. While our healthcare and education systems are 
the best they have been in human history, these children seem like superhumans in 
comparison to the rest of us. They require less oxygen to breathe, and less food and sleep 
to repair their bodies. They learn quickly, and their physical development is much faster than 
that of humans before them. Rarely do they get sick.  
 
Using this same technology, we have engineered plants that breathe more oxygen into the 
earth’s atmosphere, and can live without rain for hundreds of days. We have created 
microbes that keep the planet’s temperature from rising despite the fact that human activity 
outputs more carbon than ever before. We are eradicating disease through the modification 
of bacteria and viruses, and are even creating new types of cells, embedded with enzymes 
that break down the plastics in our oceans*.  
 
Our entire world is becoming synthetic. 
 
 
 

                                                
* While genetic modification technologies are still in their infancy, they have shown promise towards 
eradicating diseases such as HIV (20). Much research has also been done towards using them to cure cancer 
and reduce the transmission of malaria (21). 

Jack Bunce
41



42



Where We're Headed 
 

 
 
 
 
 
 
The year is 2035.  
 
Intelligent technologies have enabled a small handful of companies to become world-
dominating superpowers who collectively manage all of the world’s assets. The sharing 
economy has overtaken ownership entirely – these few companies now control and engineer 
the actions of virtually all countries and their citizens. Meanwhile, despite scientific efforts to 
improve its ecosystems, the Earth’s health is failing. On an almost weekly basis, we hear 
reports of severe draughts, hurricanes, and earthquakes happening around the world due to 
human impacts on the atmosphere. Now, our species’ future is becoming increasingly 
uncertain. A group of rebel technologists offers us an escape from the terrible plot we seem 
to have fallen into, by distributing a technology that allows us to connect our brains to the 
internet.  
 
We begin to live online. 
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Brain-Machine Interfaces 
 
Different regions of the brain are responsible for different functions, such as remembering, 
imagining, speaking, feeling emotions, and telling our muscles to move. Furthermore, unique 
networks of neurons are responsible for storing different memories, ideas, and abilities. 
Brain machine interfaces (BMIs) work by both monitoring and stimulating electrical signals 
within specific parts of the brain. This technology exists in both invasive (inserted within the 
brain) and non-invasive forms (placed on the head). 
 

 
Non-invasive vs. invasive BMIs.  

Note that the wires connecting to an external computer are not always required. 
 
While as of 2019, invasive BMIs were able to read and stimulate only a rough maximum of 
1100 neurons at a time (22) (the brain has ~100 billion), they will one day enable us to 
seamlessly read data from and write it to any part of our brains. This will allow us to 
communicate with our computers and each other using virtual telepathy. 
 

 
A neuron in the brain can transmit computer-readable electrical signals. 

 
So far, forms of this technology have been used successfully to interpret speech signals 
from the brain and make a synthetic mouth speak crudely. Video games also exist that allow 
the player to play using their thought patterns. Eventually, the signals BMIs send into our 
brains will modify, enhance, and overtake our natural perceptions of reality. We will 
communicate with computers using the electronic currents of our minds, and have the 
option to live in entirely synthetic realities. Once this happens, any sensation, idea, 
experience, or thought could be programmed into us.
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Immersion 
 
The first time each of us connects our brain to the internet, we immediately begin sharing 
ideas, accessing information, and learning. We feel a powerful sense of enlightenment as we 
connect with new people, ideas, and media at lighting speed. We venture across the web 
with our friends, using nothing but our minds. We are no longer bound by the limits of 
language, and can communicate ideas with the rawness of how they are formed in our 
heads. We have the power to create digital representations of anything we can imagine, just 
by thinking. Each day we explore further, and create entirely new worlds.  
 
We are evolving.  
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Dreaming 
 
At first we connect our brains to the web only once or twice per day, often feeling 
overwhelmed after spending several hours surfing in a non-stop stream of digital content. 
However, as we get more used to the feeling of total digital immersion, we begin to stay 
connected all day. While we sleep, we have the option to merge our dream worlds with 
others’, allowing us to live our entire lives as connected gods, in a digital playground of 
endless possibility.  
 
We begin to let go of the real world. 
 
 

““virtualism”: a vision of the future in which we somehow take leave of material reality 
and glide about in a pure information economy.” 
 
 — Matthew B. Crawford, Shop Class as Soulcraft
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Enlightenment 
 
We begin to write and distribute software for our brains, resulting in each of us gaining a 
form of super-intelligence. In this enlightened state of being, we discover solutions to many 
of the world’s greatest problems. We find ways of healing our planet from the many harms 
we have done to it, and begin to redirect its ecosystems towards a state of sustainable 
harmony. We transcend war, money, and politics, as they become trivial once we have the 
option to live without boundaries, in any version of reality we choose.  
 
We enter into a digital renaissance. 
 
 

“We shape our tools and, thereafter, our tools shape us.”  
 
 — John Culkin 
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Singularity 
 
Our brains begin to merge into a collective. We reconcile every false belief, resolve every 
disagreement, and learn every possible idea from one another, as we move forward into a 
euphoric and profoundly intelligent digital void as one connected being, which we call a 
singularity. As new knowledge is generated, it is instantly shared amongst everyone. The 
outcomes of this are not just powerful, but other-worldly.  
 
Many of them are impossible for our previous human selves to imagine.   
 
 

 “The great irony of the Internet is this: it was supposed to connect everyone — and it did 
— but in doing so, it drove many of us deeper into our own worlds and ideologies, starved 
as it made us for certainty in the face of its antidote: an unprecedented level of exposure to 
the perspectives and viewpoints of everyone else.”  
 
 — Zander Nethercutt 
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Beyond 
 
As a connected, super-intelligent being, our planet begins to invent new technologies that 
enable us to travel inter-galactically. We discover other singularities, and begin to interact 
with them in beautiful and powerful ways.  
 
After this point, it is impossible to describe what happens… 
 
 

“Cyberspace. A consensual hallucination experienced daily by billions of legitimate 
operators, in every nation. . . . A graphic representation of data abstracted from the banks 
of every computer in the human system. Unthinkable complexity. Lines of light ranged in 
the nonspace of the mind, clusters and constellations of data. Like city lights, receding.” 
 
 — William Gibson, Neuromancer, 1984 
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Epilogue 
 
Many people hypothesize that humans will one day create forms of super-intelligent, 
autonomous AI that will ultimately outsmart us. This hypothesis causes fear, and is the 
motivation behind actual scientific research, as well as many of the narratives within popular 
media. However, if we succeed in developing the ability to read and write from our brains in 
the ways these last few chapters hypothesize, we will become this super-intelligence before 
it is created. Perhaps this is a better future for us.  
 
Perhaps this is where we’re headed.
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