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I. INTRODUCTION

This technical report describes a study on the
development, implementation, and evaluation of the
navigation systems for an autonomous ship. The im-
plementation and validation of these modules within
the Robot Operating System (ROS) framework are
motivated within the Njord - The Autonomous Ship
Challenge 2021. The challenge proposed three tasks
for participating teams: situational awareness, dock-
ing, and maneuvering. In particular, we focused on
the Task 3 (maneuvering) and addressed parts of
Task 2 (docking).

The proposed framework, shown in Fig. 1, pro-
vides the vehicle with the ability to navigate from
initial position to a goal point while avoiding obsta-
cles. The framework comprises three main systems:
situational awareness, sensor fusion and mapping,
and control and motion planning. The modules of
object detection, object tracking and object state
estimation constitute the situational awareness sys-
tem. The modules for planning and motion control
includes a spline-based motion planner, a nonlinear
path-following controller with a safety critical mod-
ule for obstacle avoidance, and a model reference
adaptive controller for the inner-loop (autopilot). To
illustrate the efficacy of the proposed methods, sim-
ulations results using the Gemini-Unity simulator 1

are presented and discussed.

I-A Notation

Consider three coordinates frames, which are de-
noted here as world ({W}), body ({B}), and camera
({C}) frames (see Fig. 2). The world frame is an
inertial coordinate frame attached to the origin of
the map. The body frame is fixed to the center of

1https://njord.gitbook.io/njord/installation-guide/unity

Fig. 1. Architecture for automatic task control.

mass of the vessel. The camera fame is attached to
the optical center of an RGB camera onboard the
vehicle. The rotation matrix from frame {i} to frame
{ j} are denoted by R j

i . In particular, a rotation from
frame {i} to the world frame {W} is simply denoted
by Ri (without the superscript).

Vessel: The pose of the vehicle is given by the
tuple (RB(ψ),xB), where RB is the rotation matrix
from {B} to {W} and xB is the translation vector
of {B} with respect to {W}. In this work, we
assume that the vessel only rotates around the z-
axis, and therefore RB = Rz(ψ), where Rz(ψ) is
an elemental rotation with respect to the z-axis
by the yaw angle ψ . Depending on the context,
RB(ψ) can be defined as an SO(2) or SO(3) matrix.
Additionally, we assume that the vehicle height in
the z direction is fixed, and therefore xB can be
defined as an R2 or R3 vector. The vessel velocities
are given by v =

[
v ω

]T ∈ R2, containing the
forward and angular velocities. The vessel actuation
τ =

[
u f uτ

]T is given by the propeller thrust force
u f and torque uτ applied to {B} around the z-axis.

Camera: The simulated camera follows the pin-
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Fig. 2. World ({W}), body ({B}), and camera ({C}) coordinate
frames: the x, y, and z axes are represented by red, blue, and green
arrows, respectively.

hole camera model (no distortion). The transform
from {C} to {B} is described by the tuple (RB

C, xB
C),

where RB
C ∈ SO(3) is a rotation matrix and xB

C ∈R3

is a translation vector. The camera calibration matrix
K projects a 3D point described in {C} into the
2D image plane. It contains the camera parameters,
including the focal length, pixel size, optical center,
and pixel skew. Both the transform tuple and the
calibration matrix are provided by the Gemini-Unity
simulator.

II. SYSTEM ARCHITECTURE

Autonomous Surface Vessel (ASV) navigation
solutions have been developed and improved in
recent and relevant works like the usage of dynamic
graphs in [24], using data-driven planners with his-
torical navigation data-set in [21], or using angles-
guidance fast-marching square algorithms (AFMS)
explored in [11], [21]. ASV planning and control
frameworks have been addressed in research works
that range from classical based methods using PID
path tracker controllers [15], [5], robust control
with a closed-loop shaping-filter (CSF) [7], Model
Predictive Control (MPC) with an Integrated Proba-
bilistic Data Association (IPDA) improvement [10],
to machine learning techniques using reinforcement
learning and deep reinforcement learning planning
systems [25], [23], [6]. report we propose a com-
plete framework to address the motion control and
perception challenges of the competition. The archi-
tecture of the system as shown in Fig. 1, comprises
three main modules: situational awareness (SA),
sensor fusion and mapping (SM), and planning and

control (PC). These modules unravels in other sub-
modules, which are introduced next.
[SA] Object detection: The object detection mod-
ule is responsible for detecting objects of interest
(e.g., other vessels) in the surroundings of the ship.
Using vision as input, the detection task is described
by two sub-tasks: localization (locating the detected
objects) and classification (classifying the detected
objects).
[SA] Object tracking: The object tracking module
is responsible for keeping track of objects previ-
ously detected. The need for tracking arises from
two reasons: 1) it increases computational efficiency
by reducing the search space in the object detection
module, and 2) it allows to estimate the distance
between the vessel and the object.
[SA] Object state estimation: This module is
responsible for recovering from a monocular image
sequence the distance between the vehicle and ob-
jects of interests, e.g., boats.
[SM] Sensor fusion and Mapping: Sensor fusion
is responsible for estimating the pose, velocity, and
acceleration of the vehicle using the noisy measure-
ments provided by the simulator (position and ve-
locity). Mapping manages the obstacles detected by
the situational awareness. It broadcasts the closest
obstacle for the planning and control pipeline.
[PC] Motion planning: The motion planning mod-
ule is responsible for generating the collision-free
trajectories (position, velocity, and acceleration) that
the vessel must follow to achieve a given spatial
goal.
[PC] Path-following Control: This module con-
sists of an outer loop controller. A path following
controller is responsible for steering the vehicle
along a specified geometric path (provided by the
motion planning module) by computing velocity
commands.
[PC] Safety control: This block implements a mini-
mally invasive controller that modifies the command
velocities generated by the path-following control
module in case a potentially unsafe configuration
for the vessel is imminent, such as collisions with
neighboring obstacles. Therefore, it ensures that the
velocity commands will not result in potentially
dangerous behavior during the tasks.
[PC] Dynamic Control: The purpose of this mod-
ule is controlling the vessel at the dynamic level
by sending force/torque commands to the vessel
actuators. The designed inner loop controller must
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be able to track velocity commands sent by the path
following controller.

III. SITUATIONAL AWARENESS

In this section, we describe the computer vision
modules that detect obstacles (boats) in the field
of view of the onboard cameras and estimate their
3D positions, which are later used in the control
pipeline for generating collision-free trajectories.

III-A Object detection
Object detection is a computer vision technology

concerned with recognizing, identifying and locat-
ing objects of interest within a picture with a certain
degree of confidence. This technology has gained
popularity since it started to fuse with the strong
capabilities of Neural Network technology [19].

We aimed at the search of the most modern and
faster object detection methods in the literature that
could take into account the real-time demands of
the task, that are, speed and accuracy of detection.
The state-of-the-art most commonly used and ad-
vanced methods are Faster-RCNN [17] and YOLO
[22]. Faster-RCNN is a region proposal algorithm,
meaning that it focuses on the localization of regions
of interest in the image (where are the objects
of interest). Ultimately, it outputs the confidence
probabilities for the occurrence of the detected
objects contained in each region. YOLO, on the
other hand, is an end-to-end deep learning algorithm
that does detection and classification at the same
time. YOLO searches the entire image (instead of
only at regions of interest) and divides it into a
N×N grid, estimating the probability of occurrence
of each object of interest for each cell in the grid.

YOLO is easily implemented, has a simpler archi-
tecture, is more popular, has a stronger documenta-
tion, has a higher detection speed (up to 45 FPS) and
has a weaker to similar accuracy when compared
with Faster-RCNN and other region-based proposal
methods in the literature. Due to the former men-
tioned advantages, specially its speed, the choice
for YOLO was obvious since we require real-time
detection capabilities [1].

As already briefly described, YOLO receives an
input image, divides it into a N×N grid and outputs
M bounding boxes corresponding to M detected
objects in the image. Each bounding box b is defined
as

b =
[
xmin ymin xmax ymax c l

]
,

where xmin, ymin, xmax, ymax are the mini-
mum/maximum pixel coordinates with respect to the
top-left corner of the image, c is the confidence of
the prediction and l is the object classification label.
These bounding boxes are given to the tracking
module, allowing it to collect features of interest
of the detected objects, as explained in detail in the
next section.

III-B Object tracking
Object tracking has been addressed in the litera-

ture using classical computer vision methods such
as the Lucas-Kanade-Tracker (LKT) [20] and, more
recently, deep learning techniques such as ATOM
[3]. LKT extracts salient visual features (e.g., Harris
corners) and track these features across multiple
frames via iterative gradient descent search. ATOM
has two steps: estimation (offline learning) and
classification (online learning). The key idea is to
train a model to predict the overlap between the
estimated bounding box and the target object.

The object-tracking module presented here uses
LKT due to its stability, speed, and predictability.
It is straightforward to assert when the LKT fails,
which happens when the number of tracked features
drops. On contrary, deep learning methods hide
the features and descriptors extracted in the layers
of the network. As a consequence, by observing
only the output of the network, failures or poor
tracking might go unnoticed. For good performance,
LKT requires the following three assumptions to
hold: brightness is constant, small motion between
consecutive frames, and nearby points have similar
translation at the image frame. These assumptions
hold for the proposed scenarios in the Njord Chal-
lenge, where low speed maneuvers are required.

Algorithm 1 shows the tracking algorithm after
features have been extracted from the patch of the
image within the bounding box provided by the
object detection module - delimited by (xmin,ymin)
and (xmax,ymax). To improve the performance of the
tracker, we perform forward and backward tracking.
First features are tracked from image frame t to
image frame t−1 (line 1), and validated by tracking
the same features from image frame t−1 to image
frame t (line 2). For each tracked feature, we check
the pixel distance, which should be below εd to be
considered a valid tracking.

Figure 3 (center) shows the result of the tracking
algorithm. Tracked features are shown in green,
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Fig. 3. Situational-awareness results: the boat is detected using YOLO algorithm, which search for objects in the scene that are likely to
correspond to a boat (left image, Sec. III-A). Features are extracted to the region that corresponds to a boat and tracked across consecutive
frames (middle image, Sec. III-B). After tracking two or more frames, we recover the depth of the 3D points and estimate the footprint of
the boat (right image, Sec. III-C).

Algorithm 1: Object tracking
Input: img // image frame

Output: s= {s1(t), . . . ,sm(t)}, Σo f
Initialize: Σo f ← 0,s= {}
Previous iteration: s(t−1), img(t−1)
Parameters: γd
1: sc(t)←
trackFeatures(img(t), img(t−1),s(t−1))

2: s(t−1, t)←
trackFeatures(img(t−1), img(t),s(t))

for i=1,n do
if ‖si(t−1, t)−si(t−1)‖ ≤ εd then

3: s.append(sc,i(t))
4:
Σo f ← Σo f +‖si(t−1, t)−si(t−1)‖

end
end

while features for which tracking has failed are
shown in red. Note that some of the background,
which corresponds to features extracted from the
sea, was discarded. We also compute the total
optical flow (Σo f ), that is, the pixel displacement
between corresponding features in two different
frames. If the average optical flow is close to null, it
means that the vehicle is standing still and tracking
is discarded. This is due to the fact that the ultimate
goal of the situational awareness system is to esti-
mate the depth of obstacles near the vessel, which
requires observing visual features of the obstacles
from different point of views (see Sec. III-C).

III-C Object State Estimation
The task of recovering a 3D point from a monoc-

ular image sequence is addressed in the literature
as structure-from-motion. Geometric-based [8] ap-
proaches aim at minimizing the re-projection error,
i.e., the error between the observed 3D points when
considering the displacement between the view-
points. Incremental or filtering-based approaches
[18] explicitly consider the dynamic of the point in
the image frame. While incremental techniques are
more stable, they require a high image rate, which
is not available at the simulator. Thus, we imple-
mented a geometrical based method for estimating
a 3D point.

Consider that the normalized image frame coor-
dinates s(t) =

[
sx sy 1

]T corresponds to a feature
extracted from a static object at time t and tracked
across multiple frames. The projection model relates
the 3D point coordinates of the object, described
by p =

[
px py pz

]T in {W}, with the observation,
according to

p= λ (t)RC(t)K−1s(t)+xC(t),

where λ (t) ∈R is the unknown scale, and RC(t) ∈
SO(3) and xC(t) ∈ R3 are the rotation matrix and
the translation from the camera to the world frame:

RC(t) =RB(ψ)RB
C

xC(t) =RB(ψ)xB
C +xB(t),

(1)

with xB(t) =
[
x y z

]T ∈ R3 and RB(ψ) ∈ SO(3).
For estimating p, we collect k observations as-

sociated with the same 3D point and rewrite the
system in the form

Aθ = 0, (2)
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where θ ∈ R4+k and A ∈ R3k×4+k are defined as
follows:

A=



−1 0 0 s̄x(t− k+1) . . . 0 x(t− k+1)
0 −1 0 s̄y(t− k+1) . . . 0 y(t− k+1)
0 0 −1 s̄z(t− k+1) . . . 0 z(t− k+1)
...

...
...

...
. . .

...
...

−1 0 0 0 . . . s̄x(t) x(t)
0 −1 0 0 . . . s̄y(t) y(t)
0 0 −1 0 . . . s̄z(t) z(t)


,

θ =
[
px py pz λ (t− k+1) . . . λ (t) 1

]T
,

and s̄(t) =
[
s̄x s̄y s̄z

]T
= λ (t)RC(ψ)K−1s(t).

The solution of the linear system in (2) lies in
the null space of A. Let UΣV T be the Singular
Value Decomposition of ATM , where Σ contains
the singular values ordered from higher to lower.
The solution of θ corresponds to the last row of V T

(associated with the smallest singular value) divided
by its last element. The normalization ensures that
the solution conforms with the definition that the
last element of θ must be 1. Since rank(A) = 3
(any column is a linear combination of the first
three columns), the minimum number of observation
to solve the system is two. Due to noise and
delay between pose and object measurements more
observations are desirable.

For each feature that was successfully tracked,
we estimate its corresponding 3D point using the
approach described here. This results in a 3D point
cloud that contains the points within the bound-
ing box that encloses the target object. Some of
these points may correspond to the background or
foreground, and not the target object itself. For
removing outliers, we first obtain the point that
corresponds to the median of the point cloud. Given
that the size of the boat is known, we consider as an
outlier a point that is further than a given threshold
of the median. Figure 3 shows the estimation for
a boat which has been tracked for more than five
frames. The blue polygon shows the estimation of
the footprint of the boat, while the orange one
shows the ground-truth obtained in the simulator.
We extract n0 points that describes the convex
polygon of an obstacle O. These points will be
used for generating collision free trajectories in the
motion planning phase.

IV. PLANNING AND CONTROL

In this section, we explain in detail the design
strategies used for motion planning and control of

the vessel at the kinematic and dynamic levels.
Section IV-A covers the design of a motion plan-
ner algorithm based in B-splines that generates an
optimal path from the current location of the vessel
to a specified goal. Section IV-B describes a path
following algorithm controlling the vessel at the
kinematic level, which has the objective of steering
the vehicle towards the given path. Lastly, in Section
IV-D, we describe an adaptive controller responsible
for tracking the reference velocities computed by the
previous path following control module, effectively
controlling the vehicle at the dynamic level.

IV-A Spline-based Motion Planner
A typical approach to design a motion planner

is to formulate it as an Optimal Control Problem
(OCP). Given a final time T > 0, consider that the
vehicle state is given by the tuple ξ = (xd, ẋd),
where xd , ẋd ∈R2 are the 2D desired position and
velocity for the vehicle. Given the dynamical model
of the vehicle that describes the evolution of the
state ξ with respect to the control input u, the goal
is to find the best tuple (xd, ẋd,u) according to
some performance index J that steers the vehicle
from its initial state ξ(0) = (xd(0), ẋd(0)) to a final
state ξ(T ) = (xd(T ), ẋd(T )), that is, to solve

min
(xd , ẋd ,u)

J(xd, ẋd,u,T )

subject to dynamical model
contour conditions
kinodynamic limits
obstacle avoidance

(3)

In (3), the dynamical model is the double integrator
ẍd = u, which is assumed to describe the motion
of the vehicle. The contour conditions dictate the
initial and final values for position, velocity and
acceleration: ξ0 = ξ(0), ẍd(0) = 0, ξT = ξ(T ),
ẍd(T ) = 0. The kinodynamic limits impose the
maximum values for velocity and acceleration, that
is, vmin ≤ ‖ẋd(τ)‖ ≤ vmax, amin ≤ ‖ẍd(τ)‖ ≤ amax,
for τ ∈ [0,T ]. The obstacle avoidance restriction
can be formulated as dist(xd(τ),obstacle)≥ δ ,τ ∈
[0,T ], where δ > 0 denotes a safety factor.

In general, the OCP as described is hard to solve.
Note that it is an infinite dimensional problem, both
in terms of optimization variables and in constraints.
To address such problem, we followed the strategy
described in [13] that reformulates the OCP to a
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finite optimization problem by imposing the trajec-
tory xd(τ) to be a piecewise polynomial function
expressed as a linear combination of B-spline ba-
sis functions, and by exploiting their properties to
modify the constraints over the entire time interval
τ ∈ [0,T ] to a, although conservative, finite set of
constraints. More precisely, we have

xd(τ) =
n

∑
i=1
ci Bi(τ) , (4)

where ci ∈ R2 are the spline coefficients or control
points, n ∈ N is the number of control points, and
Bi(τ)∈R is the B-spline basis functions that can be
expressed recursively for a given degree k as [12]

Bi,k(τ) =
τ− ti

ti+k− ti
Bi,k−1(τ)+

ti+1+k− τ

ti+1+k− ti+1
Bi+1,k−1(τ)

(5)

Bi,0 =

{
1, ti ≤ τ < ti+1

0, otherwise
(6)

where t = {t1, . . . , tn+k+1} is the knot interval that
supports the B-spline function. Given the final time
T > 0, k, and n, usually determined as n = dT/∆e+
k, where ∆ > 0 is assumed to be a constant knot
interval, we now aim to find the control points
ci ∈ R2, i = 1, . . . ,n. To respect the kinodynamic
constraints, we make use of the convex hull property
for splines [4], and the fact that the derivative of
a spline is still a spline whose coefficients depend
linearly of the original spline coefficients. Thus,
such restrictions are relaxed to convex restrictions
of the type 1vmin ≤MC ≤ 1vmax, and 1amin ≤
dMC ≤ 1amax, for some well defined constant
matrices M ∈ R(n−1)×n and dM ∈ R(n−2)×n [12].
1 is a vector of appropriate dimensions with 1’s in
all coordinates and C = [c1,c2, ...,cn]

T collects all
the spline control points. The obstacle avoidance
constraint is addressed by applying the Separating
Hyperplane Theorem (SHT). The basic idea is that:
for each obstacle O defined as a convex set with ver-
tices O j, j = 1, . . . ,nO, include additional optimiza-
tion variables and restrictions in the optimization
formulation so that there will be always between of
each convex hull of the piecewise spline trajectory
(defined by the control points) and the obstacle O
a separating hyperplane {x ∈R2 : aT(τ)x= b(τ)},
∀τ ∈ [0,T ], where a ∈ R2 denotes a normal vector
to the hyperplane, and b ∈ R the offset of the

hyperplane to the origin. This translates to enforce
that

aT(τ)O j−b(τ)≥ 0, j = 1, . . . ,nO

aT(τ)xd(τ)−b(τ)≤−δ

aT(τ)a(τ)≤ 1

Again, to remove the infinite set constraint, the
optimization variables a(τ) and b(τ) are parameter-
ized as splines, and therefore the extra optimization
variables are precisely the spline control points of
a(τ) and b(τ).

IV-B Path Following Controller

In this section, we describe the Path Following
(PF) control algorithm implemented for steering the
vehicle towards a given path. The PF controller
computes the required velocities for the vessel to
converge to the path and to follow a given reference
point moving along the path, effectively controlling
the vehicle at the kinematic level. In this section,
we assume the vehicle kinematics to be described
by the unicycle model

ẋB =RB(ψ)vB

ṘB =RB(ψ)S(ω)
(7)

where RB(ψ) ∈ SO(2), vB =
[
v 0
]T is the vessel

linear velocity written in the body frame {W}
(assuming no lateral speed), and S(ω) is the skew-
symmetric matrix associated to the vessel angular
velocity ω .

Remark IV.1. The PF controller relies on the
fundamental assumption of kinematic control: we
assume there exists a high performance inner loop
controller for tracking the vehicle forward and
angular velocities. Therefore, the vessel velocities
v ∈ R2 are the kinematic control signal of the PF
controller.

Suppose that we wish to control the position of
a generic point xε = xB +RB(ψ)ε, that is, a point
placed at a constant position ε= [ε1 ε2 ]

T from the
vessel center of mass, with respect to the body frame
{B}. Then, the derivative of xε with respect to time
is given by

ẋε =RB(ψ)∆v, ∆ =

[
1 −ε2
0 ε1

]
(8)
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Let us now relate the trajectory generated by the
motion planner xd(τ) : R → R2, τ ∈ [0,T ], as a
desired path xd(γ) : R→ R2 to be followed by the
vehicle, with γ being a scalar path variable (the path
parameter) that will be seen as an virtual control
signal for the PF controller. Then, the corresponding
path following error is defined as

e=RB(ψ)T(xε −xd(γ)). (9)

We now set the following dynamics for γ , as

γ̇ = 1− ke tanhηe , kη > 0 (10)

ηe =
∂

∂γ

(
1
2
‖e‖2

)
=−eTRB(ψ)T

∂xd(γ)

∂γ
(11)

In (10), the term −ke tanhηe has the effect of
delaying the evolution of the desired point along
the path by explicitly avoiding the evolution of γ if
the path following error norm is too large [16].

Theorem 1. Consider an underactuated vehicle
described by (8) with control signal given by v =[
v ω

]T. Let the path following error be defined by
(9), and consider that the vehicle pose (xB,ψ) is
known. Then, the control law

v = ∆−1
(
−Kpe+RB(ψ)T

∂xd

∂γ
γ̇

)
(12)

with Kp > 0 ensures that the origin e = 0 of the
path following error (9) is globally asymptotically
stable.

Proof. See [9].

IV-C Safety-Critical Control
Although the motion planning module can in fact

compute reliable paths, other sources of inaccura-
cies could increase the risk of collisions: unmodeled
vessel dynamics, imprecise information about the
real dimensions of the vessel or obstacles, etc. These
factors could lead to the computation of potentially
unsafe paths, with minimum distance to a nearby
obstacle dangerously small. In order to address this
issue, we have designed a safety-critical controller,
whose objective is to add an extra level of security to
the navigation task, ensuring that the vehicle does
not collide with nearby obstacles even if: (i) the
motion planning module computes an unsafe path,
(ii) the PF controller convergence is hampered.

This controller is based on the theory of Control
Barrier Functions [2]. For the i-th obstacle detected

by the obstacle detection algorithm (as described in
Section III-A), consider the safe set Ci defined as
the superlevel set of a continuously differentiable
function hi : Rn→ R:

Ci = {xε ∈ R2 : hi(xε)≥ 0} (13)

Then, define the following quadratic barrier candi-
date:

hi(xε) = (xε −xi)
THi (xε −xi)−1 , (14)

where xi ∈ R2 is the center position of a given
obstacle and Hi =H

T
i > 0 ∈ Rn×n is a constant

Hessian matrix defining the elliptical shape of the
barrier level sets.

Fig. 4. Elliptical unsafe region fitted by four corner points, with fixed
minor-major axis ratio (eccentricity).

Remark IV.2. On (14), the Hessian matrix is com-
puted by fitting the ellipse hi(xε) = 0 (with fixed
eccentricity) to the four corner points defining the
bounding box corresponding to the i-th obstacle (see
Fig. 4), according to Fig. 4.

Assuming that m non-intersecting elliptical re-
gions corresponding to m non-intersecting obstacles,
consider the following Quadratic Program (QP)
based controller [2]:

vd = argmin
u∈R2

‖u−vn‖2 (15)

s.t. 〈L(RB(ψ)∆) h1(xε),u〉+α h1(xε)≥ 0
...

〈L(RB(ψ)∆) hm(xε),u〉+α hm(xε)≥ 0
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where L(RB(ψ)∆) hi(xε) is the Lie derivative of
hi(xε) along the vector field R(ψ)∆ ∈ R2×2 ap-
pearing in (8), and each constraint in (15) corre-
sponds to an obstacle.

Given a nominal velocity command vn computed
by the PF controller, (15) effectively computes the
closest velocity velocity command vd to vn that
ensures that the safety constraints are not violated.
In particular, if all the constraints are inactive, the
QP solution is given by vd = vn, which means that
the velocity command sent by the PF controller
simply bypasses the safety-critical module.

The safe set C =
m⋂

i=1
Ci is rendered positively

invariant by controller (15), and since the rectangle
defined by the i-th obstacle is completely contained
in the elliptical region defined by C i, the trajectory
xε(t) effectively avoids the elliptical area around
every obstacle, even in case the path returned by the
motion planner intersects it. This strategy reinforces
safety against possible collisions against detected
obstacles that are too close to the computed path.

IV-D Model Reference Adaptive Controller
(MRAC)

In this section, we briefly describe the Model
Reference Adaptive Controller (MRAC) designed as
an inner loop (autopilot) controller for the vessel
forward and angular velocities. We assume that the
vehicle dynamics is given by a simple linear model,
which are the decoupled Euler-Lagrange dynamic
equations of motion for a 2D rigid body for surge
and angular speeds:

mv̇ =−kv v+u f , I ω̇ =−kω ω +uτ (16)

where m, I are the mass and inertia of the vessel,
and kv and kω are dynamic friction coefficients.

In case the model parameters were known, a feed-
back linearization controller with velocity feedback
could be employed to cancel out the nonlinearities
of the model, and a proportional feedback controller
would be sufficient to achieve global stabilization of
the origin. However, in practice, perfect knowledge
of model parameters is often very hard to achieve,
which usually prevents pure feedback linearization
based schemes from obtaining high performance. If
the dynamic parameters are not accurately known
or even compĺetely unknown, an adaptive strategy
can be employed.

Define the velocity error as ṽ =
[
ṽ ω̃

]T
=

vd − v with the desired velocity commands vd =[
vd ωd

]T ∈ R2 given by the safety-critical module.
The following theorem describes the direct MRAC
scheme for first-order linear systems [14].

Theorem 2. Consider a marine vessel with linear
dynamics described by (16), control signal given by
τ =

[
u f uτ

]T ∈R2, and known vessel velocities v ∈
R2. Then, the control law

τ =
[
k̂11 k̂21

]
v+

[
k̂12 k̂22

]
vd (17)

with adaptation laws for the control gains given by
˙̂k11 = c11 v ṽ , ˙̂k12 = c12 vd ṽ
˙̂k21 = c21 ω ω̃ ,

˙̂k22 = c22 ωd ω̃

ensures that the origin ṽ= 0 is asymptotically stable
and the parametric errors k̃i j = k̂i j−ki j, (i, j = 1,2)
are bounded. The adaptation gains are positive
constants ci j > 0 (i, j = 1,2).

Proof. See [14].

Remark IV.3. In applications where other degrees
of freedom become important, such as lateral and
roll motions of the vessel, more realistic models for
the vessel dynamics could be employed, such as
coupled versions of the Euler-Lagrange equations,
at the cost of increasing the model complexity. In
this case, similar MRAC schemes for nonlinear
systems also exist and are extensively documented
in literature [14].

V. SIMULATION RESULTS

The modules were designed using the Robot
Operating System (ROS) middleware suite, a set of
open source software libraries for building robot ap-
plications. The ROS-based design philosophy con-
sists of designing separate ROS nodes for perform-
ing specific tasks, and then managing the exchange
of information between nodes by means of a pub-
lishing/subscribing system of topics.

Figure 5 shows the overall structure of our ROS
package: the node adapter server (provided by
Gemini) is responsible for publishing the vessel lat-
itude/longitude simulated coordinates from Gemini-
Unity, vessel velocities and raw images from the
onboard RGB camera. The sensor fusion node
publishes the transformed pose and velocities of the
vessel according to the coordinate frames described
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Fig. 5. ROS architecture graph: structure of interconnections between
ROS nodes. Nodes and topics are represented by ellipses and arrows,
respectively. Nodes with outward arrows are publishing to that
corresponding topic, while nodes with inward arrows are subscribed
to that topic and receive information from it.

at Sec I-A. The perception node receives the raw
RGB camera image and vessel pose, and publishes
to a topic describing the corner points of rectan-
gular objects detected by the methods described in
Sec III. The outer loop node is responsible for:
(i) generating a new B-spline path every time a
new obstacle message or goal position is received,
according to the technique described in Sec IV,
(ii) implementing the PF controller for steering the
vessel towards the path, as described in Sec IV-B.
The safety control node receives the vessel pose
and information about detected obstacles, as well as
the command velocity previously computed by the
PF controller, and using the CBF-based controller
described in Sec IV-C, computes a safer velocity
command for the inner loop. The inner loop node
is responsible for tracking the command velocity
sent from the PF controller, using the MRAC strat-
egy described in Sec IV-D. Finally, it publishes the
forces and torques needed to control the vessel at
the dynamic level, sending it to the force controller
node (provided by Gemini) that interacts with the
vessel model in Unity.

V-A Results

The following experimental setup was designed:
(i) vehicle placed at the same initial position in
all experiments, (ii) other vehicles in the scene
acting as obstacles, and (iii) single and multiple goal
waypoints placed in the same position in all exper-
iments. All Unity models used in the simulations
were provided by the competition.

Figure 6 shows the navigation result for the
single obstacle, multiple waypoints scenario. The
vehicle leaves the marker “0” towards the goal
position at marker “1”. Initially, the generated spline

Fig. 6. Single obstacle, multiple waypoint scenario.

path is a straight line from “0” to “1”, which the
vehicle starts following. After 500s of simulation,
the perception module detects the obstacle vehicle,
sending an obstacle message to the outer loop and
safety control nodes. A new spline is generated
by the motion planner module, allowing the vehicle
to reach its destination safely (after approximately
1500s of simulation) by performing a success-
ful avoidance maneuver around the obstacle (see
Fig. 6). After the vehicle reaches marker “1”, a new
goal is sent (marker “2”) and a new spline path
is generated, allowing the vehicle to reach its final
goal.

Figure 7 illustrates the performance of the control
modules at the kinematic and dynamic level. Figure
Fig. 7(a) shows the PF error norm. Notice the
path error transients at 500 and 1500s timestamps,
corresponding to discontinuities in the path position
and gradient due to the resetting of the path variable
γ , precisely when the motion planner computes a
new path. Figures 7(b)-(c) illustrate the performance
of the inner loop MRAC at tracking the vehicle
velocities, with peaks at the same timestamps due
to saturation of the vessel actuators at the transients
(see Fig. 7(b)).

Figure 8 shows the navigation results for a single
goal waypoint (marker “1”) and several scattered
obstacle vehicles. Figures 8(b)-(e) show the corner
points of the detected obstacle and the generated
spline after detection at several timestamps. Notice
how the perception module was able to successfully
detect the most critical obstacle in the scene and
reach its final destination safely.
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Fig. 7. Control results: (a) path following error norm, (b) forward velocity error and (c) angular velocity error.

Fig. 8. Single waypoint, multiple obstacles scenario: (a) shows the
snapshots of the vessel in the Gemini-Unity simulator. The forward
direction is shown by a blue arrow. (b)-(e) illustrate the B-spline
trajectory at different timestamps.

VI. CONCLUSION

In this challenge, we have presented a navigation
framework for autonomous surface vessels consist-
ing of two main blocks: situational awareness and
maneuvering (motion planning/control). The former
detects and estimates the position of nearby boats
while the latter generates collision-free trajectories
and drives the vessels through the desired path
computing low level commands (force and torque).
Additionally, a safety-critical controller adds an ex-
tra layer of safety to the system by ensuring that the
vessel does not collide with obstacles due to errors
in the motion planner or path following modules.

Future works include: (i) improving of the inner
loop tracking performance by using more accurate
descriptions for the vehicle dynamics; (ii) improving
the computational performance of the YOLO-based
object detection algorithm; (iii) taking into account
the vehicle dynamics in the design of the safety-
critical controller.
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