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Technical overview

The data hub that integrates with your existing data land-
scape and provides a central point of access for business, 
data science and operational use.
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Introduction

Data systems are struggling to keep up with rapid business change

The pace of change in today’s business landscape is faster than ever. To keep up, employees 
must maintain their situational awareness and make informed, data-driven decisions. Business 
processes need to be optimized and automated. Meanwhile, customers demand digital self-
service interfaces and personalized offerings. All of these require readily available, up-to-date 
and consolidated data. Achieving this in a complex and constantly evolving enterprise data 
landscape is an enormous challenge.

In an attempt to tackle this challenge, many companies are implementing a physical data lake. 
However, the process of physical data integration is difficult and time-consuming. Furthermore, 
the rigidity of physical integration makes keeping up with change difficult. Often, there is a 
multi-year integration roadmap, where many systems have not yet been integrated. Moreover, 
systems that have already been integrated may have constantly changing structures.

Finally, due to the lag between the physical data lake and operational systems, the data lake is 
much more suitable for historical analysis and model training. For operational use cases, where 
real-time data is required, physical data lakes almost always fall short and every operational 
use case will require an additional integration with the operational systems.

Introducing Pantheon

Pantheon is a data hub that integrates seamlessly with your existing data landscape and 
provides a central point of access for business, data science and operational use. It connects to 
your data lake, data warehouse and operational systems and combines them in a single, virtual 
database. 

Through a powerful metadata repository which documents relationships between data sets and  
business meaning of data structures, Pantheon supports users in finding the right data sets and 
building queries that return exactly the data they require.

Pantheon can quickly adapt to changes in the data landscape and ensure that existing consumers 
are not affected. Offering fast integration of new data sources, it supports rapid, data-driven 
proof-of-concepts and scales to production when required.

As a central access point, Pantheon is the ideal place to configure access management for 
different use cases and user groups, enabling compliance with confidentiality, security and 
privacy rules.
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The Technology

Pantheon uses the latest open source technology

At the core of Pantheon are logical schemas defined in the Pantheon Schema Language (PSL), a 
simple configuration language. These logical schemas describe relationships between datasets 
across data sources and allow for the attachment of meta data. Queries can either be performed 
against these logical schemas or directly against the underlying physical data landscape. When 
Pantheon receives a query it uses a cost-based optimizer to select the optimal way to execute 
the query against the source systems.

For query execution, Pantheon embraces two popular open source projects - Apache Calcite 
and Apache Spark. For operational queries which touch relatively few source records and return 
small result data sets, Calcite manages the execution with low latency. For analytical queries 
that process large amounts of data and can return large result data sets, Spark is chosen for 
execution. Pantheon makes intelligent use of materializations. If data is available in multiple 
source systems, Pantheon will access the data from the system providing the fastest access.

Users and applications interact with Pantheon through a standards-compliant SQL interface or 
a RESTful HTTP JSON API. In addition to data source, schema and access management, the 
REST API also allows for the definition of “saved queries”. These are a comfortable way to grant 
restricted and secured access to data via an HTTP API directly to operational applications and 
frontends.
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Pantheon provides a web-based user interface which supports collaboration on data source 
and schema management, query creation and performance analysis.

Data scientists benefit from a Pantheon-Spark client which allows them to comfortably access 
the whole data landscape through Pantheon from their notebooks and jobs. They can add 
custom Spark DataFrame operations to any query they wish to run through Pantheon. These 
operations are then optimized and executed lazily together with the query.

Pantheon in production

Pantheon is enabling enterprises from many different industries to capitalize on their data:

1. An international Telecommunications provider uses Pantheon to get a complete view on 
customer interactions across all touchpoints and to deliver data-driven products to customer 
service agents and customers.

2. At a leading insurance provider, Pantheon has been deployed to integrate all data related to 
claims processing and to drive optimizations in the process.

3. A global leader in logistics has chosen Pantheon as a data layer to integrate demand as well 
as supplier data to predict which transport capacities are needed at which time at which location.

4. A large European bank employs Pantheon for a cross-system integration of customer depot 
data to deliver data-based recommendations to wealth managers.
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About Contiamo

Contiamo is a VC-backed technology company working with major enterprises across 
the globe. Headquartered in Potsdamer Platz in Berlin - Europe’s tech capital - Contia-
mo attracts top industry talent to join its ever-growing team. 

The company’s combination of a highly-qualified team, an industry-leading platform, 
and vast experience working on data science projects uniquely positions us to part-
ner with industry giants, enabling them to achieve their goals. We have a proven track 
record achieving tangible business value with companies, such as Deutsche Telekom, 
through the delivery of major transformational projects.

Our experienced, technology-focused team are obsessed with applying cutting-edge 
technology in the areas of data science, software development and enterprise archi-
tecture. The team is made up of active contributors to the Open Source community 
and, as a company, we strongly believe that Open Source projects accelerate the 
advancement of transformational technologies. As such, we have started and continue 
to promote a number of active open source projects.


