
Every ten years since 1790, US citizens and residents alike have come together 
to be counted for the Decennial Census. Inevitably, every decade, certain actors 
attempt to manipulate this process to political ends. In 2020, we already know 
that the census will be attacked by state and non-state adversaries seeking to un-
dermine the count by spreading disinformation. This document explains how to 
evaluate these attacks, and determine the appropriate level of response.

While not a new problem, disinformation, or false information intended to deceive,  
presents a complicated challenge to this year’s census. That’s because in today’s 
hyper-networked media ecosystem, efforts to expose and counter disinformation 
can end up having the opposite effect: they can give disinformation a larger au-
dience and more perceived legitimacy. Researchers refer to this phenomenon as 
amplification, or the idea that the wrong kind of attention can provide oxygen to 
the fire of disinformation.

Purveyors of disinformation all have different motivations. Yet many share a com-
mon goal: to see their problematic narratives reach the professional media. But 
they can’t do it alone. Indeed, manipulators rely on researchers, experts, advocates 
and journalists to publicly talk about disinformation and, thus, become part of the 
amplification apparatus. To provide the public with accurate information about 
the census, stakeholders need a common goal as well: to ensure our responses to 
disinformation don’t inadvertently amplify it.

Today, with disinformation a buzzworthy topic, it’s easy for small incidents to turn 
into massive stories, which can, in turn, undermine trust in our democratic pro-
cesses. In certain cases, passing evidence of disinformation to reporters, or giving 
them scary quotes about how a threat to the census might turn out, can even risk 
doing manipulators’ work for them. For help determining when disinformation 
requires a response, and what response would be most effective, census advocates 
should refer to the following threat classification model:
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For a Low Threat (Green), low volume and spread mean a particular problematic 
message poses only a minimal threat; it’s best to avoid talking to journalists on the 
record in these instances, or reaching out to your communities in a widespread or 
public way. 

Disinformation becomes a Medium Threat (Yellow) if attention starts to pick up: 
content moving from one platform to another, or surpassing approximately 1,000 
interactions (views, reblogs, likes). Here, you might consider strategically engaging 
your communities and the journalists they trust with inoculation messages, i.e. 
messages that preview the motivations behind false information, and then deliver 
the facts. You shouldn’t feel compelled to fire off those messages using every  
channel in your communications arsenal; instead, try limiting your response only 
to those platforms where the narrative is spreading. 

If a narrative reaches the High Threat (Red) level, however, a more coordinated 
and full-throated communications response becomes necessary. Red-level  
threats are generally characterized by high online engagement and mainstream 
news coverage. 

As you use the threat model to plan your responses, keep in mind that the goal is 
always to keep disinformation contained to the category where it was first detected, rather 
than amplifying it from green to yellow or yellow to red.  

Threat Level Characteristics Responses
Low Low Volume1 

Low Spread (isolated to a single platform)
Monitor
Do not engage

Medium High Volume 
Social Media Traction (more than 1 platform)
Amplified by an Influencer, or Partisan Media
Reproduced by members of your community

Limit responses to the same platform
Personally flag content
Craft Inoculation Messages
Engage trusted/community journalists

High Volume too high to count
Spread to multiple platforms
Clear spread in your community
Evidence of artificial amplification (bots, 
sockpuppets, spam)
Evidence of foreign influence

Networked response
Engage mainstream journalists
Engage social media platforms directly

1   Volume speaks to the number of interactions (views, reblogs, likes) a particular piece of content receives and is a 
subjective measure of a threat level. We use the 4-digit mark (i.e. 1,000 interactions) as a benchmark to distinguish 
between low volume and high volume. That is, in general we would characterize content with fewer than 1,000 
interactions as low-volume, and content with more than 1,000 interactions as high. But keep in mind that volume 
assessments are context-specific and subject to change.

https://www.theguardian.com/environment/climate-consensus-97-per-cent/2017/jan/24/study-real-facts-can-beat-alternative-facts-if-boosted-by-inoculation


Here are some things you can do to  
prepare for any threat level: 

Make lists of key amplifiers in your community  

These are the people who hold a lot of influence both with regular folks, and 
with the media. Which amplifiers could take a problematic narrative to the 
yellow category? Which could take it to red? 

Map the platforms your communities use  

If a problematic narrative is circulating on Reddit, for example, but you 
know people in your community mostly rely on YouTube, that could mean 
you’re dealing with a green-level threat, rather than a yellow. Which  
platforms would have to be in play for a narrative to jump to a red-level? 

Set escalation thresholds  

We use the 4-digit mark as an approximation of the number of interactions 
that constitute a yellow-level threat. But if you’re concerned about an  
undercount in an area with only a few hundred people in your community, 
waiting until a narrative hits 1,000 interactions before responding may not 
make sense.  
 
Map trusted journalists to each response category  

Which journalists are best positioned to speak to your community in 
the case of a yellow threat, and which mainstream journalists and outlets 
would you prioritize engaging in a red-level scenario? 

Start thinking about how certain narratives tie into  
the threat model  

There is always going to be disinformation if you go looking for it. But for 
census advocates, it’s important to think about the difference between this 
“normal” kind of disinformation and the kind that could impact members 
of your communities. To do this, start thinking about the narratives certain 
pieces of disinformation are tapping into, in addition to their individual 
engagement levels. If disinformation is gaining traction online, for instance, 
but it doesn’t advance a narrative that touches on a deep-seated fear within 
your community, that could mean it’s still a green-level threat, not a yellow. 
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